
Chapter 7

SCA:
The dewatering task

7.1 In tro duction
Anders Holst

A main concern for SCA is to decreasethe number of paper breaks in a paper machine. Since this was
considereda too complex problem for the Dallas project, a partial task of this was selected: predicting
the \dewatering" in the process,i. e. how much of the water has left the pulp. Another issue { how
various parametersof the paper machine a®ectsthe number of paper breaks{ were saved as a secondary
alternativ e in casetime would allow it.

From the paper machine, PM5 in Ortvik en in Sundsvall, we received data from 137di®erent variables,
sampled once a minute during one month. the machine underwent a major service during ¯v e days in
the middle of that period, from which time there are no meaningful data. The data beforeand after this
serviceis also slightly di®erent from each other. Becauseof this, most analysishas beendone separately
on the period before the service and the period after it. In detail, the ¯rst period lasted from 08:00
the 2/5-2000 until 02:08 the 15/5-2000 (in total 18369minutes), and the secondperiod from 19:04 the
19/5-2000 until 14:00the 31/5-2000 (in total 16976minutes).

Among the data received, there is one variable for the speed of the tambour reel, one variable for
the steam °ow to the dryer section meant to indicate whether the paper is broken or not, and a variable
for the dewatering which was measuredby a special equipment during the period. Unfortunately that
equipment only delivered data approximately half of the time. Also there are many other variables in
the data that are missing at certain times, or indicating sensorconditions like \over°ow", \under°o w",
or \shutdown". These values had to be handled in someway, either substituting someother value for
them, or consideringthem as unknown.

The complete set of variables in the data set is shown in Table 7.1.
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Index Name Index Name
1 Pro duktk od Lab PM5 71 Linjetryc kPress3
2 K46 PQM Freness 72 Tryck zon1 3:e Pr
3 K46 PQM Fib erlÄangd 73 Tryck zon2 3:e Pr
4 K46 PQM Fib er 0,0-0, 74 Tryck zon3 3:e Pr
5 K46 PQM Fib er 0,0-0, 75 Tryck zon4 3:e Pr
6 K46 PQM Fib er 0,5-1, 76 Tryck zon5 3:e Pr
7 K46 PQM Fib er 1,0-3, 77 Eco°ow Viratotal
8 K46 PQM Fib er 3,0-7, 78 Eco°ow s:a 1:a total
9 Temp efter K-904 79 Eco°ow s:a 3:e total
10 Tmp-¯b er°Äode % 80 Eco°ow s:a P/U total
11 Ledn.form. TMP-k ar PM5 81 Eco°ow s:a total
12 MaldTMP PQM Freeness 82 Avv attning 1:a pressnyp
13 MaldTMP Fib er 0,0 - 0,2mm 83 2:a press nyp
14 MaldTMP Fib er 0,2 - 0,5mm 84 3:e press nyp
15 MaldTMP Fib er 0,5 - 1,0mm 85 Fl-tr ºagv.fr.pressp.
16 MaldTMP Fib er 1,0 - 3,0mm 86 Vatten fr.3 presse
17 MaldTMP Fib er 3,0 - 7,0mm 87 1:a press suglºada
18 Sulfat¯b er°Äode % 88 Tr.ht-sprits pu-¯lt
19 Freen Sulfat News f. uppl 89 Tr.ht-sprits 1 p¯lt
20 MFL Sulfat News f. uppl. 90 Tr.ht-sprits 3.p¯lt
21 Utsk otts¯b.°Äode % 91 Falskl.p-u sugl.Äovre
22 Freenessutsk.k ar PM5 92 Falskl.p-u sugl.undre
23 Maskink ar Fib er 0,0 - 0,2m 93 Falskl.3:e sugl.Äovre
24 Maskink ar Fib er 0,2 - 0,5m 94 Falskl.1:a sugl.Äovre
25 Maskink ar Fib er 0,5 - 1,0m 95 Falskl.1:a sugl.undre
26 Maskink ar Fib er 1,0 - 3,0m 96 FlÄode ºAnga t ºAnglºada
27 Maskink ar Fib er 3,0 - 7,0m 97 Tryck ºanga t.ºanglºada
28 Maskink ar PQM Freeness 98 Temp ºAnga t ºAnglºada
29 Lufthalt eft. Maskink ar 99 1:a pr,riktv.sc h.bel
30 Bentionit 100 2:a Pr sch.bel
31 Polymer 101 Centrv. sch.bel
32 Vak.avlufningstank 102 Luft fr 1:a press¯lt
33 Total tryc k Inloppsl. 103 Hastighet Pope
34 Utloppskv ot 104 Porositet,P PM5
35 Di®.tr. Recirkulat. 105 Porositet,Labpro¯l PM 5, 01
36 Konc.inloppsl ºada 106 Porositet,Labpro¯l PM 5, 02
37 Konc Inloppslºada PM5 107 Porositet,Labpro¯l PM 5, 03
38 Fines Inloppslºada PM5 108 Porositet,Labpro¯l PM 5, 04
39 MFL Inloppslºada PM5 109 Porositet,Labpro¯l PM 5, 05
40 pH Inloppslºada PM5 110 Porositet,Labpro¯l PM 5, 06
41 PH fÄore Inloppslºada 111 Porositet,Labpro¯l PM 5, 07
42 Ledn.form. inl.l ºada PM5 112 Anisotropi D P.lab PM5
43 COD-halt Inloppslºada PM5 113 Formation PM5
44 LaddningsmÄatare PM5 114 Tjo cklek,P PM5
45 Retention ¯b er PM5 115 Densitet PM5
46 Konc.virabakv atten 116 Ytvikt pope PM5
47 LÄapplutning 117 Fukt pope PM5
48 LÄappÄoppning 118 Tjo cklek PM5
49 LÄappuppvÄarming 119 Torrvikt PM5
50 Vakuum virasuglºada 120 Alfatex f Bl.pump
51 Vakuum prim.gusk lv 121 Temp.varmvattenstank
52 Lºag vacuum plansuglºada 122 ºAnga till VVX kc
53 HÄog vacuum plansuglºada 123 Utetemp vÄarmesystem
54 Tr.ht-sprits vira 1 124 Temp korta cirkulation
55 Trht-sprits vira 2 125 Sum Svavelsyra PM5
56 Vakuum pick-up vals 126 Konc Klar¯ltr.v.pump PM5
57 Vakuum sugvals hv 127 PºalÄaggsm. skiv¯lt 1
58 Vakuum sugvals lv 128 Varv skiv¯lter 1
59 Nyp 1:a press 129 Konc Utsk ottsk ar PM5
60 Tryck zon1 1:a Pr 130 Hºardhet FÄarskv. ºAC
61 Tryck zon2 1:a Pr 131 KMnO4 FÄarskv. ºAC
62 Tryck zon3 1:a Pr 132 SiO2 FÄarskv. ºAC
63 Tryck zon4 1:a Pr 133 pH FÄarskv. ºAC
64 Tryck zon5 1:a Pr 134 Konduktivitet FÄarskv. ºAC
65 Linjetryc kPress2 135 Kloro versk. Farskvatten in
66 Tryck zon1 2:a Pr 136 ºAnga till PM5
67 Tryck zon2 2:a Pr 137 Gusktorrhalt PM5
68 Tryck zon3 2:a Pr
69 Tryck zon4 2:a Pr
70 Tryck zon5 2:a Pr

Table 7.1 : All the variables (names in Swedish).
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7.2 The mo del used at SICS
Anders Holst

7.2.1 Prepro cessing

At SICS we chose the following way to preprocessthe data: All under°ow and over°ow values were
changed to values respectively lower or higher than all other values of the same variable. All other
non-numerical valueswere treated as unknown.

Test and training sets had also to be selectedfrom data. Since the two periods di®eredslightly in
their processcharacteristics, we choseto limit the primary experiments to one of the periods (since it
may be hard to use data from one period to try to predict the behavior during the other period from),
the ¯rst one. Also, sinceit is a time serieswhich movesrelatively slowly through the state space,training
and test samplesmust be taken from su±ciently separateportions in the data, otherwise the test cases
will in e®ectbe sosimilar to the training casesthat the results can not be generalizedto new data. In the
¯rst period, valuesfor dewatering exist in onesequencein the beginning with qualitativ ely very di®erent
appearancethan the rest, and thereafter in three \bursts" at the secondhalf of the period. We ignored
the ¯rst sequence,since the appearancesuggestedthat the sensorwas not yet properly calibrated. Of
the three following bursts the two ¯rst wereusedas training data (samples8764through 9842and 10231
through 12284)and the third one as test data (samples12554through 14435).

7.2.2 Choice of metho d

SICS has done two di®erent things here. Besidestrying to predict the dewatering, we have also made
an analysisof the dependenciesin the domain. Betweeneach variable and dewatering we have generated
diagrams to show the correlation betweenthem. One diagram shows the points of the two seriesplotted
against each other, to show if there is any systematic relation between them. Another diagram shows
the change over time in the two seriesplotted against each other, to show if there is any systematic
relation betweenthe direction of movement betweenthe two series.Then there are a set of correlograms
to investigate if they depend on each other with somespeci¯c delay in time. For this analysiswe usedthe
mutual information and the mutual information rate betweenthe time series.The information measures
werebasedon either a purely linear model of the data distribution, or on a histogram basedmodel. This
gave in total four correlograms,showing how the strong the information sharedbetweenthe seriesis for
di®erent time delays, up to 300 minutes in both directions. This was done separately for both periods.

The di®erencebetweenthe histogram model and the linear model (a Gaussiandistribution) is that the
histogram model can potentially catch non-linear relations which the linear model can not ¯nd. On the
other hand, the histogram model is more complicated and therefore more sensitive to noiseand random
°uctuations. The linear model on its side is sensitive to extreme values in a way that the histogram
is not. If one of the serieshas a highest peak somewhere,and the other seriesalso an extreme value
somewhere,selectinga delay that aligns those extreme valueswill give a strong peak in the correlogram,
almost regardlessof how the seriesbehaves relative to each other at other times. This givesa risk that
the wrong delay betweenthe seriesis selecteddue to purely random extreme values. Becauseof this both
kind of diagrams are given, and a feature should hopefully give someevidencein both of them if it is
signi¯cant.

A similar tradeo® exist between the \normal" mutual information diagrams and those showing the
mutual information rate. As discussedin the method chapter, using mutual information (or normal
correlation coe±cient also) betweentime seriestends to give a too high value of the correlation. This is
becauseif the time seriesmoves slowly enough, the relation between the seriesat one point in time is
likely to be maintained for several time steps. This meansthat pure random coincidencesbetween the
seriesgetsmultiplied with somefactor depending on how slow the seriesare, making the correlation seem
more signi¯cant than it is. The mutual information rate on the other hand, which only considersthe new
information in every step, correctly compensatesfor that e®ect,but instead requiresa more complicated
model to estimate, which makes it more noisy.

In practice it turns out that the diagrams using histograms have quite little interesting variation,
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whereasthe linear diagrams show more features, someof which are clearly anomalous. As expected, the
diagrams with information rates show much lower levels of correlations and more emphasizedpeaks(not
so smearedout over several di®erent delays), but also more noise in the form of random spikes in the
correlograms. All in all it seemsthat the linear information rate is the one that gives the most reliable
indications of correlations betweenthe time seriesin this case.However, due to the di®erent tradeo®s,a
rule of thumb is that a feature (peak) should appear on at least two of the four diagramsto be considered
signi¯cant.

The linear information rate measure was also used between all pairs of variables in the domain,
and those with strongest correlation was marked in a dependency graph of the domain, showing how
the variables depend on each other. The complete set of diagrams were generated for those pairs of
variables that correspond to arcs in the dependencygraph. All these diagrams have been delivered to
SCA separately.

The conclusionsthat can be drawn from these diagrams is partially disappointing. There are only
very weak correlations from the given variables to dewatering. Most of thosecorrelations found are quite
di®use,with no speci¯c time delay of the interaction, indicating that they may be mere coincidencesin
trends: for examplewhen oneof the seriestends to go up over a long time, the dewatering may tend to go
down during the sameperiod. None of the variables seemto follow the dewatering on a faster scale. On
the other hand, this indicates that SCA runs their processquite optimally (with respect to dewatering)
given the available information.

This also meansthat there are no speci¯c delays in the interactions with dewatering that are more
signi¯cant than others. In the dependencygraph betweenpairs of attributes other than dewatering there
are somesigni¯cant points in time for the interactions, but the majorit y of these have a delay closeto
zero. When trying to predict the dewatering, all time delays of the serieswhere therefore set to zero.

7.2.3 Results

The models usedfor prediction are all basedon the Naive Bayesianclassi¯er, augmented with graphical
models to compensate for time dependenciesin each time series (but not for dependenciesbetween
di®erent variables in this setting). No mixtures were used here, but all relevant distributions were
modeledas single Gaussiandistributions. All input variables were used(except those that were constant
in the selectedtraining and test sets). For comparison, there is also test results for the caseof using on
single Gaussiandistribution over the entire input and output space.The results are shown in table 7.2.

The result with a joint distribution over the entire spaceshows, asexpected,severesignsof overtrain-
ing; the results are quite good at the training data, but extremely bad on the test set. The other models,
all basedon the naive Bayesianclassi¯er, but consideringdi®erent number of time stepsof the series,are
all quite similar in their results. The achieved correlation coe±cients on the test setsare not very high,
but at least reasonable.However, consideringmore than onetime step seemsnot to help anything in this
case.The prediction curvesfor the ¯rst two models in the table are shown in ¯gures 7.1 and 7.2.

A generalcomment is that even if the prediction is able to follow the trends in dewatering reasonably,
it fails to catch the fast movements of the series.

Description Corr Train Corr Test RMS Train RMS Test
Current time only, joint space 0.89 -0.56 0.37 4.59
Current time only, naive Bayes 0.82 0.54 0.54 0.72
Two time steps,1 min apart 0.82 0.51 0.54 0.70
Two time steps,20 min apart 0.83 0.40 0.53 0.69
Two time steps,60 min apart 0.83 0.45 0.53 0.64
Three time steps,1 min apart 0.83 0.39 0.52 0.63
Three time steps,60 min apart 0.83 0.46 0.53 0.69

Table 7.2 : The results of di®erent models.
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Figure 7.1 : The prediction result of a single Gaussian over the joint space. Of the three \gra y bursts" of
dewatering data in the middle and to the right in the plot, the two ¯rst were used as training set and the third
as test set. The sequenceof data to the far left in the plot looks anomalous and was not used. The prediction
(dark curve) follows the averagedewatering very well in the training set, but in the test set it is completely erratic
(and it °uctuates quite much in the gap between the two training sequences).This is due to the high degreeof
overtraining of this type of model.
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Figure 7.2 : The prediction result of a naive Bayesianclassi¯er. The training and test setsare as above. Here the
prediction follows both the test and training sequencesreasonably well, i. e. in spite of using all input variables
there is no problem with overtraining for this model.
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7.3 The mo del used at Halmstad Univ ersit y
Thorsteinn RÄognvaldsson

7.3.1 In tro duction

The SCA problem consisted in modeling the humidit y of the paper as a function of di®erent process
variables. The goal was to seeif it waspossibleto estimate the humidit y from processvariablesonly, and
which variables that were important. The problem waspotentially very high dimensional, sincethere are
many sensors,which meansthat a dimensionality reduction step should be included in the model (e.g.
principal components or a variable selection step). Furthermore, several sensorswere correlated with
other sensorsand this should also be handled by the model.

The quality of the model was measuredby how well the model was able to estimate the humidit y in
the paper on data that was not usedin the modeling process.

7.3.2 Data, prepro cessing, and variable selection

The SCA data set contained 35,345 observations, observed every minute, i. e. about 24 days of data.
Each observation consisted of a time stamp, the output \gusktorrhalt", and 136 other measurements
which could be usedas input variables. The data set coveredabout two weeksof operation for the actual
paper machine.

Several observations were made in the data:

Missing output value: The output value (\gusktorrhalt") was missing in 19,079observations, i. e.
54% of the cases. There was thus only about two weeksof data available for constructing the model.
This is quite a short period, and someof the variables showed signsof slower underlying dynamics which
had not beencaptured over this short period.

T yp os in the output value: Several erroneousvalues in the output value looked like typical typos.
Someexamples:118.08which should (judging from valuesbeforeand after) have been18.08,1797which
should have been17.97,and 29.36which should have been19.36. This wassurprising and indicated to us
that parts of the data may have beenmanually edited. The typos resulted in large spikes in the output
value, see7.3.

Covariation in the data: There was a lot of correlation betweenthe variables. We therefore decided
to usemodeling methods that would be able to handle the covariation problem.

Stop in the middle of the perio d: The paper machine had beenstopped for four days in the middle
of the measurement period. Several variablesexhibited di®erent behaviors beforeand after this stop. An
exampleis shown in 7.4 wherea variable is shifted downwards after the stop. This indicated that it could
be di±cult to model the period after the stop using the samemodel as before the stop.

In terp olated sensor values: Several variables showed \in terpolated" values, i. e. valuesthat seemed
to be interpolated estimates of their true values. This is visible e.g. in 7.4. These values could be an
artifact of how the sampling systemworked (it will only detect changesthat are above a certain threshold)
and did not re°ect the true behavior of the measuredphysical quantit y.

Constan t values: Somevariables were constant throughout the entire sampling period, or changed
onceor twice and remained constant the rest of the time.
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Figure 7.3 : Large spikes in the data causedby \t yping errors".
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Figure 7.4 : Example of the change in behavior before and after the machine was stopped. In this case the
variable is shifted downwards after the stop. The top panel shows the variable before the stop. the secondpanel
from the top shows the variable after the stop. The two bottom panels show nonparametric density estimates for
the variable before and after. Left bottom panel: The density before the stop is drawn with a solid line, and the
density after the stop is drawn with a dashed line. Right bottom panel: The density before the stop is drawn
with a dashed line, and the density after the stop is drawn with a solid line.
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The observations listed above lead us to clean the data signi¯cantly before any modeling was done.
Unfortunately, this cleaning had to be done manually becauseof the nature of the errors (or odd behav-
iors).

² All typosin the output werecorrectedby manually looking at the valueswherelargespikesoccurred,
and correcting to a value that was more in accordancewith values before and after in time (the
correction was obvious in all cases).A total of 17 valueswere corrected in this way.

² Long periods of spikes and interpolated values were removed from the data. A total of 5,775
observations (about four days) were removed manually in this way.

² All missing data were replacedby the last known value for that variable.

² All variables that were constant or changed only a few times were excluded from the data. This
eliminated 11 variables before the stop, and 4 variables after the stop.

² The data was not ¯ltered in any other way (i. e. no low pass¯ltering).

² All variables, including the output, are normalized before the model is built. This meansthat all
variables are rescaledto have zero mean and unit standard deviation.

The large number of variables, the short measurement period, and the collinearity of the variables,
suggestedto lower the dimensionality of the problem. Either by using projection basedmethods, like
principal components or partial least squares(or the neural network equivalent to partial least squares,
principal component pruning), or to select the set of variables with the most information. We used the
latter of the two, using the mutual information measurefor selecting useful variables, as described in
[Battiti, 1994].

In Battiti's schemethe variables are selectedin a forward manner, including in each step the variable
xk that maximizes the information gain

I( y; xk ) ¡ ¯
X

j 2 S

I( x j ; xk ): (7.1)

Here S is the set of variables that have already beenincluded in the model, I(x; y) is the mutual informa-
tion betweenx and y, and ¯ is a (heuristic) factor betweenzero and one. The larger ¯ the more are the
crossmutual informations between variables in the set considered. If ¯ = 0 then the variable with the
maximum mutual information with the output value is always selected,regardlessof which variables that
have already been selectedfor the model. After someinitial experimentation, we opted for ¯ = 0 and
to consideralso the linear correlation. The time lags where also considered,i. e. the mutual information
was computed for di®erent time lags

I[xk (t ¡ ¿); y(t)]: (7.2)

The variable selectionwasdoneindependently for the time periods beforeand after the stop. However,
both periods were consideredin the ¯nal selection of variables and the samevariables were used in the
models beforeand after the stop. This was basedon our notion that a true physical model for the paper
humidit y should depend on the samevariables both beforeand after the stop.

The ¯nal manual selectionof variables was therefore basedon the following criteria:

² The mutual information I( xk ; y) should be large in both the period beforeand after the stop.

² The linear correlation should not have opposite sign beforeand after the stop (we did in somecases
discard this requirement becausethe correlations were very strong).

A positive example is shown in Figure 7.5. Here both the mutual information and the linear correlation
measuresagreeon the conclusion. The optimal lag for this variable was set to 120 minutes. The reason
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Figure 7.5 : Example of a strong dependency between a variable and the output. The top left panel shows the
cross correlation function, i. e. the linear correlation between the variable and the output as a function of time
lag. The dashed line indicates the 95% signi¯cance limit. The top right panel shows the mutual information
function. i. e. the mutual information as a function of lag. The dashed line indicates the 95% signi¯cance limit.
The bottom two panels show the same thing, but with points superimposed. The points have been estimated
using crossvalidation, i. e. the data set has been divided into several smaller subsetsand the mutual information
has beencomputed for each subset. This yields a measureof the statistical spread of the quantit y in question, and
thus also a signi¯cance limit (the minim um lag with a correlation or mutual information that is not signi¯can tly
worse than the maximum correlation or mutual information is written at the bottom of the plots). The 95%
signi¯cance limits are higher in the bottom panels than the top panels becausesmaller subsetshave beenused to
compute the correlation and the mutual information. This plot is for the period after the stop.

for this was a principle of \simplicit y", meaning that the longer the time lags are, the lesssimple is the
model. Therefore the lag was set to 120 minutes rather than the 200-250minutes that correspond to the
maximum of the linear correlation and mutual information. The linear correlation for this variable at a
lag of 90 minutes is not signi¯cantly di®erent from the linear correlation at 225 minutes. The mutual
information does not display any strong dependencywith time. Unfortunately, this particular variable
displays a strong connection with the output also before the stop, but now with an opposite sign on the
linear correlation, as shown in Figure 7.6.

Such plots weremadefor each oneof the 136variablesand the ¯nal variable set wasdecidedmanually.

7.3.3 Neural net work mo del construction

A common technique for handling correlated variables in the context of linear models is to use ridge
regression[Hoerl and Kennard, 1970b, 1970a]. The equivalent technique for neural networks is called
weight decay. Here the idea is to use biased regression,or a so-calledregularization term, so that the
parametersW of the model are chosento minimize

E =
1
N

NX

n =1

[y(n) ¡ ŷ(W ; n)]2 + ¸
1

M

MX

m =1

w2
m ; (7.3)

instead of just the mean square error (which is the ¯rst term in the expressionabove). This can be
given a Bayesian interpretation where the secondterm in (7.3) corresponds to a prior distribution for
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Figure 7.6 : The same plot as in the previous ¯gure, but for the period before the stop. This an example of a
casewhere the linear correlation changes sign before and after the stop. However, the correlation is so strong
that it the variable should be included in the model (but we should not be surprised if the model does not work
well acrossthe stop boundary).

the parametersW . This prior is then a multiv ariate Gaussianwith zero mean and a covariance matrix
proportional to the identit y matrix.

The combination of a prior with the standard likelihood (e.g. the mean square error) allows us to
tune the power of the model, and e®ectively tell the model to try to keep the parameter valuescloseto
zero unlessthere is strong empirical evidencefor giving them a nonzero value. The prior expressesthe
belief that all parametersare zero. This belief is weighted against the empirical evidence,in the form of
the mean squareerror that tells how well the training data are estimated. This weighting is done with
the ¸ parameter, which is usually called a \h yperparameter" since it is not a part of the model itself
but a parameter that controls the optimization of the model. The hyperparameter tuning is done by
estimating the generalization error, using e.g. n-fold crossvalidation, for di®erent values of ¸ and the
value that corresponds to the lowest generalization error is chosen.

In the extreme caseof ¸ ! 1 then all parameters are set to zero and the model outputs zero,
independently of what input is presented to it. In the other extreme, ¸ = 0, we recover the standard
least squareserror.

An example is shown in Figure 7.7.

Of course,the ¸ parameter selectionis not independent of other hyperparametersfor the model, like
the number of hidden units or the number of inputs. The modeling must therefore be donein an iterativ e
fashion, or via a \global" search over several values for these hyperparameters. This is exempli¯ed in
Figure 7.8, where a search has beendone over ¸ and the number of hidden units.

Expression (7.3) is minimized using a secondorder Levenberg-Marquardt algorithm. This is quite
fast and e±cient.

The whole model parameter ¯tting processcan be summarized in the following steps:

1. The data is separatedinto two sets,a training set usedfor ¯tting the model parametersand a test
set which is saved for ¯nal \out-of-sample" test. The latter set, the test set, is not usedbefore all
the model parametershave beenset.
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Figure 7.7 : Example of a scanover di®erent valuesof ¸ for a model that uses10 input variables. The correlation
of the variables does not causea big problem for the model since the best results are achieved using very small
(zero) values for ¸ . However, the case is very di®erent if we test the model on data from the other side of the
stop. In the latter casethe model gets better and better the larger ¸ we use (in the extreme caseof ¸ ! 1 the
model outputs the mean of the training data, due to the normalization of the variables).
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Figure 7.8 : Training (top left), validation (top right), test (bottom left), and other side of stop errors (bottom
right) for di®erent values of the number of hidden units and ¸ . If the model should be used on the same side of
the stop as it was trained, then it works ¯ne to use many hidden units and ¸ = 0. However, if the model should
be used on both sidesof the stop, then few hidden units and large ¸ are better. The errors have beennormalized
by the error made by a linear model (i. e. a value of 0 on the z-axis means that the model is equally good/bad as
a linear model).
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Figure 7.9 : Summary of the best models that could be achieved given the number of input variables and training
on data before the stop. Nothing is gained by using more than three input variables, when the model is trained
and tested before the stop. Nothing is gained from using more than two input variables when the model is trained
before the stop and tested after the stop, but the nonlinear model is better than the linear model.

2. The training data is separatedinto ¯v e subsetswhich are used for crossvalidation: Four sets are
used to compute error gradients while the ¯fth is used to validate, to estimate the generalization
performanceafter the ¯t. This is done in a round-robin fashion until all ¯v e subsetshave beenused
for validation.

3. The best hyperparametervalue is selectedusing curvesof the form in Figure 7.7. The ¯v e networks
for this ¸ value are then combined into a committee and the committee is usedto produce results
for the hold out test set from step 1.

7.3.4 Results

The variable selectionprocessresulted in the following set of variables when ten variables are picked (in
order of importance): f 34, 112, 106, 109, 105, 108, 111, 115, 107, 113g. The corresponding lags are: f 0,
120, 0, 195, 0, 195, 195, 0, 0, 120g minutes. The namesof the variables are f \Utloppskv ot", \Anisotropi
D P.lab PM5", \P orositet, Labpro¯l PM 5", \P orositet, Labpro¯l PM 5", \P orositet, Labpro¯l PM 5",
\P orositet, Labpro¯l PM 5", \P orositet, Labpro¯l PM 5", \Densitet PM5", \P orositet, Labpro¯l PM 5",
\F ormation PM5" g (it is intentional that six variables have the samename).

Both ANN models and linear models where then constructed using these variables (picking them in
the order they are listed above). The results are summarized in Figures 7.9 and 7.10.

Figures 7.11 and 7.12 show how a committee model with three input variables comparesto the true
valuesbefore and after the stop. The model captures the trend when usedon the sameside of the stop
as it was trained on, but it doesnot do better than a mean value model when tested on the other side of
the stop.
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Figure 7.10 : Summary of the best models that could be achieved given the number of input variables and
training on data after the stop. Nothing is gained by using more than two input variables, when the model is
trained and tested after the stop. Nothing is gained from using more than three-four input variables when the
model is trained after the stop and tested before the stop, but the nonlinear model is better than the linear model.
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Figure 7.11 : The results of a committee model, trained on data from before the stop.
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Figure 7.12 : The results of a committee model, trained on data from after the stop.

7.3.5 Conclusion

Modeling the SCA data was to a large extent a frustrating experience. It is clear that there are slow
e®ects(time constants of weeks) that are missed by the model, since no model is able to extrapolate
over the stop. It is possibleto construct a model for applying it on the sameside of the stop as it was
trained, but the physical interpretation and the predictive capability of such a model is questionable.
Furthermore, the model is only applicable to about two weeksof data.

One could speculateon the origins of this long term behaviour. Is information about it present in the
SCA data set at all, or are there other external piecesof information that are crucial? It could be due to
buildup of residuesomewhere.

The failure to construct a model can be due to any of three reasons: The key information is not
present in the data set. The key information is there but data from a longer time period (the present
data set covers only four weeks) is neededto spot it. The key information is there but the models are
unable to extract it. We do, however, not believe in the last of thesethree.
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7.4 The mo del used at SkÄovde Univ ersit y
Mik ael Bo d¶en

7.4.1 In tro duction

A set of feed forward and recurrent neural networks were trained to predict the degreeof water in the
produced pulp. Two input setswere used: raw valuesas measuredfrom 136 sensors(D1) and the eight
strongest principal components of the completeset of sensordata (D2). The inputs werealsonormalized
so that the mean was 0 and the variance 1. The targets were in both casesthe dewatering value.
Two learning problems were studied: Predicting the current dewatering value (P1) and predicting the
dewatering value 20 time steps ahead (P2; a setting which was motivated by the time neededto avoid
paper breaks).

7.4.2 Metho d

The task was to evaluate di®erent neural network architectures, speci¯cally recurrent, on the previously
described problem.

Simple recurrent networks (SRN; equipped with 3, 6, 11, 18, or 27 hidden self-recurrent units).

Feedforward networks (FFN; equipped with onehidden layer, FFN2, with 3, 6, 11, 18, or 27 hidden
units, or no hidden layer, FFN1).

A suitable learning strategy is to let the model approximate the mean of the data given the input
and assumenoise with a Gaussiandistribution. A linear output function was employed for the output
unit. This allows the output unit take on any possiblevalue. Non-linearities can still be encoded by the
hidden layer which employs a non-linear squashingfunction. To vary the degreesof freedomof the model
we tried various numbers of hidden units.

Learning parameterssuch as learning rate, momentum term and number of epochs until convergence
were adapted after preliminary trials.

To evaluate the degreeof generalization of the model it was subjected to a test data set which was
prepared according to the samestrategy as the training data but never shown during training. We chose
the interval 13000-14000(the third \burst" in the available data set).

The performancewas measuredaccording to the root-mean-squared(RMS) error and the correlation
coe±cient (CC) between the model's output and the target data. Missing values were not used when
assessingperformanceof the architectures.

The architectures are compared head-to-headaccording to their RMS error and CC. In P2 we also
usethe copy of the current (t) dewater level as a benchmark for the level t+20.

7.4.3 Results P1

The RMS errors and CC for the training data are generally lower than for the test data. Someoverspe-
cialization occurs in all tested architectures.

Short-term °uctuations observed in the real dewater values are not present in the output of any of
the tested architectures. Longterm changesare, by visual inspection, matched by the models(seeFigures
7.13{7.16).

The RMS error and the correlation coe±cients indicate that all architectures perform equally bad
(seeTables7.3{7.4).
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Figure 7.13 : The output of someof the tested architectures over the whole data set (D1).

HUs 3 6 11 18 27
FFN2/D1 0.3510 0.3525 0.3549 0.3499 0.3557
SRN/D1 0.3504 0.3530 0.3580 0.3483 0.3539
FFN2/D2 0.3558 0.3525 0.3493 0.3522 0.3600
SRN/D2 0.3543 0.3534 0.3504 0.3518 0.3589

Table 7.3 : RMS error of the tested architectures (lower value is better).

7.4.4 Results P2

The prediction of dewater level 20 time steps ahead is in line with results on P1. Apart from the delay
the only di®erencebetweenP1 and P2 is that the current dewater value is usedas input.

Training performanceis similar to that of P1.

The abilit y to generalizeis also similar to that on P1. As a benchmark to the errors presented in
Tables7.5 and 7.6, the copy of dewater level 20 time stepsprevious to the target endsup at RMS error
0.4790. The output values were again plotted for the test interval and compared with the mean target
+/-10 time steps from the current time step (seeFigure 7.17).

7.4.5 Discussion

Preliminary trials not reported above showed that locally recurrent architectures are slightly worsethan
the reported simple recurrent networks. Moreover, we have detected that re¯ned learning by \back-
propagation through time" in recurrent architectures presents no advantages in the studied domains.
It was also observed that feed forward architectures with no hidden layer did much worse than multi-
layeredarchitectures. For thesereasonsthe study focusedon simple recurrent networks and feedforward
architectures with a hidden layer.
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Figure 7.14 : The output of someof the tested architectures over the test data set 13000-14000(D1).

HUs 3 6 11 18 27
FFN2/D1 0.1918 0.1997 0.2039 0.1774 0.1399
SRN/D1 0.1950 0.1972 0.1821 0.1818 0.1538
FFN2/D2 0.1758 0.2116 0.2401 0.2356 0.2212
SRN/D2 0.1964 0.2099 0.2380 0.2412 0.2279

Table 7.4 : Correlation coe±cient of the tested architectures (higher value is better).

In general the results are poor. The data consistsof many short-term °uctuations and it is believed
that such °uctuations are too frequent and noisy for a model with only a limited number of parame-
ters to adapt to. Short-term °uctuations are believed to be causedby the radioactive isotopic sensor
used for measuring the dewater level. Speculatively, somepreprocessingsmoothing ¯lter could be used
for improved performance. General trends (longterm) were tracked but such were reportedly not very
interesting for SCA.

The simple recurrent network is slightly better than the feedforward architectures but the di®erence
is not signi¯cant. The recurrent networks have the advantage to be able to useinputs even when a target
is missing to develop a state which is usedlater.

There is no result which give any advantage to any of the two data setson P1. For P2 the principal
component data is slightly better.
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Figure 7.15 : The output of some of the tested recurrent architectures over the test data set (D1) and the
principal components (D2).

HUs 3 6 11 18 27
FFN2/D1 0.3604 0.3502 0.3564 0.3529 0.3555
SRN/D1 0.3570 0.3523 0.3686 0.3549 0.3551
FFN2/D2 0.3624 0.3489 0.3535 0.3539 0.3536
SRN/D2 0.3622 0.3479 0.3528 0.3525 0.3514

Table 7.5 : RMS error of the tested architectures on P2 (lower value is better).

HUs 3 6 11 18 27
FFN2/D1 0.1990 0.1942 0.1970 0.1908 0.1832
SRN/D1 0.1896 0.1849 0.1788 0.1700 0.1877
FFN2/D2 0.2136 0.2061 0.2000 0.1918 0.1723
SRN/D2 0.2145 0.2160 0.1960 0.2077 0.2033

Table 7.6 : Correlation coe±cient of the tested architectures on P2 (higher value is better).
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Figure 7.16 : The output of some of the tested recurrent architectures over the test data set (D1) and the
principal components (D2). The mean target value (+/- 10 time steps from the current time step) is plotted as
a comparison.

Figure 7.17 : The output of someof the tested architectures over the test principal components data (D2). The
mean target value (+/- 10 time steps from the current time step) is plotted as a comparison.
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7.5 The mo del used at DSV
Lars Ask er

The task was to predict the values of the \dewatering" variable. Given the large amount of data and
the quality of it, we decided to select for training data a subsampling from two time intervals where
the processhad been relatively stable, and to use a third stable time interval for testing. The method
usedwas to build a baggedregressiontree constructed from 20 component classi¯ers. When performing
cross-validation of the training data, the model was able to get a correlation coe±cient in the range
between0:7 and 0:8, while the results wheremuch worsewhen applied to the independent test data. The
conclusionwas that, although the models where quite good at showing trends in the training data, they
su®eredbadly from overtraining and had no capability to generalizeto unseendata. This is something
that all methods su®eredfrom; seesection 7.7 below for a more detailed discussionabout this.
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7.6 The mo del used at MitthÄogskolan
Mik ael Hall and David Martland

The search for the most useful variables and time delays was accomplishedby running each variable for
over a large number of delays against the target and by selecting the oneswith a mutual information
value over 1, which wasarbitrarily chosenby trial and error. This resulted in twenty input variableswith
a quite big spanof delays. The time delays found was taken as is, though the noisecontent is too large to
pinpoint any optimal delays by mutual information more than roughly. We then conducteda experiment
to investigate if the SCA data has somebound on the state memory by running a number of networks
without state information, where the \distance" betweentraining and test data is successively increased.

The experiment was set up the following way:

1. First the data was adjusted according to the results of task 1 above, resulting in 6900data points
consisting of the twenty inputs, the current value of the target and the target twenty points into
the future. The points are one minute apart.

2. Then we ran ordinary feedforward networks (Levenberg-Marquardt backpropagation) with 0, 1,
2, 5, 10, 15 hidden units plus linear output without state information. Each network was given
training, validation and test setsaccording to the following:

² The timeserieswas divided into four setsby taking every fourth data point starting from the
¯rst, to form the ¯rst set. Then we did the same, starting from the seconddata point, to
form the secondset and so on. The ¯rst and third sets formed the training set, secondthe
validation and the fourth the test set. Thus the \distance" betweenthe training- and test set
is one data point.

² By increasingthe so de¯ned distance from 1 to 400 (step-size10) the goal is to seeif networks
stops \cheating" at somedistance.

From twenty runs on each network and distance, the median and variance of the performance(mea-
suredasthe correlation coe±cient betweenthe network output and the target) wascalculated (boxplots).
The smaller networks showed a critical point at distance160-180,see7.18. Training performancestarted
lower and increasedup to this point showing no variance before or after, but test performancesteadily
decreasedstarting to show variance at this point. There seemsto somelossof memory at distance 160-
180. However, the investigation showed no critical point of loss of memory for the larger networks, see
7.19. The variance of network performance decreasedsmoothly for the training performance and test
performancevariance increasedwith distance, showing a somewhatperiodic behavior.

The results may indicate that the data is more scarcethan suspected at ¯rst glancewith respect to
the number of states it contains, since when using models with high storage capacity they manage to
cheat even when the the above distance is large. The degradation of the models is most likely due to the
decreasingnumber of samples.
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Figure 7.18 : The linear model, at di®erent \distances" (train and test).
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Figure 7.19 : The model with 15 nodes in one hidden layer, at di®erent \distances" (train and test).
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7.7 Discussion
Anders Holst

The dewatering dataset has beencarefully analyzed by the partners, and the general conclusion is that
there are no or very little information in the given input variables about the dewatering. Only very
weak correlations were found when checking with mutual information and mutual information rate. The
trained models were able to predict the large features of the dewatering, but the fast changeswas not
caught by any model. Due to the relative short range of useful data, it is unclear whether the prediction
of the large features of the dewatering was a coincidenceonly working in this pieceof data, or whether
it will also hold more generally. Those tests that tried to predict the behavior during the secondperiod
(after the service stop) after having been trained only on the ¯rst period (before the stop) indicate a
poor generalization, which castsseriousdoubt on the reliabilit y of also the large scalepredictions of the
di®erent methods.

This lack of information in the data may however have several reasons. For example, dewatering
is very hard to measure, which is the reason a prediction using the other sensor readings would be
preferred. If we have got it right, the actual measurements of the dewatering wasobtained by a relatively
new method by someexternal consultants. How reliable is this method? Can we be sure that it re°ects
the water content, or could the output perhapsbe mainly noise? The latter would explain why the fast
°uctuations could not be predicted by any method.

On the other hand, supposing that it re°ects the real dewatering, someother interesting details could
be seen. An interesting tendency, especially clear in the ¯rst period, but also to someextent present in
the second,is that the dewatering value slowly decreases,then there are somemissingvalues,and then it
is suddenly high again. This could be explained by someparts in the paper machine slowly clogging up,
and then suddenly getting cleanedagain. Again, this clogging up could of coursebe happening in the
measuringdevice itself, in which casethis behavior says nothing about how the real dewatering changes.
An indication that would support this is that no other variable in the data behaved in the sameway.
However, such accumulation of dirt is known to occur in the process.Speci¯cally, the \felt" on which the
pulp is applied is gradually cloggedup, causing the dewatering to decrease.Still, the degreeof clogging
is not shown in any of the variables in the data we had received. When discussingthis with SCA, it was
remarked that the power consumption of the enginesfor that \felt" indeed goesup gradually as it clogs.
Perhaps the power consumption would then be a useful indicator on the dewatering. In the discussions
with SCA we identi¯ed several similar sensorreadingsnot contained in the original data but which could
be of interest here. Unfortunately that data was not made available to the project.

Also unfortunate was that time did not allow us to look seriously into the secondissueof interest:
predicting the rate of paper breaks. There are however some interesting details in the data that can
be noted also with regard to this. We were told in advance that two factors that are known to a®ect
the rate of paper breaks are the dewatering and the speedof the tambour reel. Looking at the data no
signi¯cant correlation could however be found betweenthe occurrenceof paper breaksand the dewatering
value. This may not be surprising, consideringthe limited time the dewatering measurements weregiven,
and given the uncertain quality of those measurements. More surprising however is that there is also
no signi¯cant correlation between the speed and the occurrenceof breaks! This can also be con¯rmed
visually in the data, where almost exactly as many breaks occur in periods when the tambour reel is
running fast, as during approximately equally long periods when it is running relatively slow.

Although it is a tempting conclusionthat the paper breaksdoesnot depend on the speed,this would
be a little premature statement. For example,it could be that the operators generallymanageto keepthe
probabilit y of a break to a minimum by not running faster than is allowed by the current circumstances.
It would then look like the number of breaksare independent, although it is instead a regulatory e®ectof
selectingthe speedthat keepsthe break rate constant. To always run fast would then certainly increase
the number of breaks. Still, the speed did in turn not seemto have any strong dependencieson the
other variables in the data. Such a dependencywould have beenexpected if the speedwere regulated as
responseto someother circumstancesin the process.But then again, we only received a small subsetof
the available sensorreadings,so there may very well be such a dependencysomewhere.In any case,this
may be worth for SCA to look further into.

Although it unfortunately did not ¯t into the limited scope and time of the DALLAS project, there
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are as shown above several further questions that would need to be answered, and several important
issuesthat would needfurther attendance, in the problem complex surrounding a paper machine.
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