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Abstract

Information overflow and navigation in large hyperspaces is becoming a familiar problem to a growing user population. Adaptive hypermedia can be used to improve users’ information retrieval behaviour and reduce the information overflow problem. In our adaptive hypermedia prototype, POP
, designed for a large Intranet database, we use stretchtext and hotwords in order to hide some information from the users’ immediate view. We infer users’ information seeking tasks from their interactions with the system, and base our decision on what to hide on what is required by their task. This enables us to reduce the amount of information and only display the most relevant information. The design of the system is based on empirical studies of the users and their tasks. 

Our approach to adaptivity is primarily directed at reducing the problem of information overflow. At the same time, we are concerned with how to make the adaptive behaviour understandable to the user, and give the user control over the adaptive mechanisms. There should be a balance between user- and system-controlled adaptivity. Our design basis is the ”black box in a glass box” metaphor: we hide the complex behaviour of the adaptive system in the black box and show a fairly simple model to the user in the glass box. 

The resulting system has been evaluated in a controlled, comparative, study, and the results show that the adaptive system was preferred over the non-adaptive variant by the subjects. Furthermore, it required fewer actions within the page, and the choice of information made by the system influenced subjects’ solutions.

Keywords:  Adaptive hypermedia, user modelling, user-centred design, empirical evaluation, task adaptation, computer-aided adaptation, self-adaptive system

Preface

In January 1993 I was sitting in a rented car travelling through the Everglades national park in Florida. Together with me in the car were Nils Dahlbäck from Linköping, and two of my colleges from SICS, Annika Wærn and Jussi Karlgren. We had just attended the Internal Workshop on Intelligent User Interfaces (IWIUI) held at Disneyworld (!) in Orlando. During the trip through the Everglades, we were discussing intensively and with quite some emotional involvement, what the research problem(s) in the PUSH (Plan- and User Sensitive Help) project was and should be. The deadline for applying for money from NUTEK was close, and we wanted to approach (the former) Ellemtel Utvecklings AB
 with our ideas to see if they wanted to co-operate and contribute to the project.

After seeing some of the systems presented at the IWIUI conference, we saw that the time was ripe to introduce some usability demands on the intelligent interface systems and move them from their laboratory settings, solving toy-world examples. We also saw a lack of empirical evaluation of the usefulness of adaptive systems. We decided that we wanted to build an intelligent help system for a real-world, industrial, problem. We wanted to end the project with a comparative study were we would study how much the intelligent, adaptive parts of the system were contributing with in solving the help problem. We wanted the system to have a rich interface, both graphics and text. In January 1993 we did not know that the WWW-revolution was about to take place, so when imagining the interface to the help system, we did not picture an adaptive hypermedia system with a WWW-interface, which is what we ended up with three years later.

Some of the issues and ideas that came up during the car trip through the Everglades and during the following discussions back in Sweden with Prof. Carl-Gustaf Jansson and Rolf Leidhammar at the former Ellemtel Utvecklings AB, were interesting enough to cause NUTEK and Ellemtel to, together with SICS, put up the necessary funding for the project. The problems we set out to investigate lead to the research results presented in this thesis.

Of course, the ideas we put into the PUSH project had their roots in the experiences and results that members of the project brought with them rather than invented in the car in the Everglades. I brought experiences mainly from the Prometheus project where I together with Annika Wærn, Carl Brown, Per Lindevall and Jussi Karlgren, designed and implemented a route guidance prototype. The route guidance system presented the routes differently depending upon the role and expertise of the driver (commuters, taxi drivers, and tourists would get different route descriptions). Carl-Gustaf Jansson brought his interest in utilising artificial intelligent in interfaces. Annika Wærn brought her plan inference ideas and experiences from the Prometheus project. Jussi Karlgren brought ideas for natural language interfaces to information retrieval tools. Nils Dahlbäck brought both his expertise in empirically-based natural language interface design and his general competence in cognitive psychology.

During the years of the PUSH project, other researchers and students joined the project, each contributed ideas and helped in keeping the discussion from the car in the Everglades alive. Benoit Lemaire came with fresh ideas from his post-doc period with Johanna Moore. He convincingly showed us, both in discussions and through practical implementation that we should not try to imitate human-human communication but rather ”use computer for what computers are good at”. Catriona McDermid and Anna-Lena Ereback contributed expertise in how to perform the initial interviews with the targeted user group at Ellemtel. Klas Karlgren added ideas of how people learnt the domain we studied. Towards the end of the project, Åsa Rudström came with interesting ideas for machine learning. Malin Bladh, Fredrik Espinoza, and Marie Sjölinder who completed their Master’s theses within the PUSH project, each put in many working hours and were unusually good at making their voices heard in the discussions, thereby adding many valuable ideas. At the former Ellemtel, Måns Engstedt and the other developers of SDP contributed their expertise. STEFAN Zemke??
Now, at the end of the PUSH project, I can see that tackling a real-world problem is both rewarding but also more demanding than I expected. There were many bumps in the road and unexpected challenges, but I am proud to see that we managed to reach the two goals outlined when we started the project: to implement an adaptive help system for a real-world industrial domain, and to evaluated the adaptive parts of the system in a comparative study (even if neither the system nor the study looks like what I expected).
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Introduction

The direct-manipulation metaphor has made computers more easily accessible to many users, but as the computer world changes we see the limits of that metaphor. One emerging problem is search and filtering in large information spaces. The passive behaviour that the direct-manipulation metaphor offers may have to be complemented with an active behaviour on the part of the system. We must trust our system to take some of the responsibility in searching/filtering for information.

One way of making the system active is by making it adaptive to its users. An adaptive system will actively follow users’ actions and try to infer some characteristics of them. Based on its beliefs about users, in the so-called user model, the system can then actively help users to perform actions.  

The currently most well-known active systems are so-called agents or personal assistants. Personal assistants have been proposed as a means to deal with the problem of shared responsibility between system and user (Maes, 1994). From the user perspective an agent will take on parts of a problem and ”run errands” on behalf of the user. Some of these agents exhibit more or less intelligent behaviour. For example, there are agents that observe users’ habits when reading and sorting their mail. The agent tries to infer any regular behaviour of the user and may then ask the user whether a rule should be added so that the system can automatically perform some action on behalf of the user corresponding to the user’s regular behaviour. A typical rule can be ”place any mail sent to the mailing list eace in the eace-folder and then delete it from my mail-box”.

There are very few studies on how users react to and trust systems that are active and adaptive towards users. Some studies indicate that they are not always accepted (Maskery, 1985; Morris, Rouse, and Ward, 1988). If the adaptations are such that they change how the user interacts with the system they might be disturbing: the user might have learnt the instructions and is then forced to relearn how to interact with the system as it adapts. Furthermore, if is not possible to inspect and alter the assumptions made in the user model, there will be no way for the user to correct erroneous assumptions made by the system. Some systems make quite sophisticated inferences based on users’ actions and it might therefore be quite hard for users to predict how the system will adapt to them.

Adaptivity of systems is therefore a two-edged sword: it may hinder users as much as help them. Much research is needed both to determine how adaptivity can be mastered technically and to determine how users accept, adapt to and adapt the adaptivity features.

Some research questions related to these issues concern:

•
how can the limitations of the systems be made transparent to users?

•
how can adaptations be designed not to confuse users – should the system be predictable in some sense?

•
which limitations are acceptable/learnable in different work situations?

•
which adaptation strategy should be used for different users/work situations?

•
how can the adaptivity be made robust and reliable, both from an algorithmic point of view and in terms of users’ trust in these systems?

•
how do we develop adaptive systems – which methods are applicable, how do we identify relevant user characteristics, and when are adaptive solutions relevant/useful? 

These questions relate to basic issues of technological methods as well as issues of work task analysis, general learning issues and individual differences. For the latter problems, the work on adaptivity requires an understanding of human cognition and learning.

In this thesis we study the problem of making an information system adaptive to its users and their needs and still maintain users’ acceptance of the system. We describe the development of one adaptive hypermedia system, starting from the studies of users, via the design of the system, the implementation, the bootstrapping of the adaptive parts, and finally the evaluation of the prototype system. Of the research questions outlined above, we shall try to address some aspects of the first five, with an emphasis on making the adaptivity transparent to the user through making it predictable and thus gaining the user’s trust in the system. The last research question, on methods for developing adaptive systems, is partly tackled in this thesis insofar as we discuss when adaptive solutions may be relevant and useful, but we do not provide an efficient method for developing adaptive systems.

Research Challenges for Adaptive Systems

Most research in the area of adaptive systems (or intelligent interfaces) has its roots in artificial intelligence (AI). With some notable exceptions such as (Oppermann, 1994; Meyer, 1994; Benyon and Murray, 1993), the focus has not been on the usability aspects of these system or on the practicality of the technical approach, but rather on the classical artificial intelligence problems, like the choice of knowledge representation, inferencing, machine learning, etc. This has lead to numerous problems for the practical application of adaptive techniques.

Active but Not Magical

One serious problem is that systems developed starting from the AI viewpoint sometimes violate basic principles of user interface design. One such basic principle is that a system should be predictable: there should be a stable relationship between actions made by the user at the interface and system responses (Shneiderman, 1987). Obviously, an adaptive system cannot adhere to a strict interpretation of the predictability principle since the whole purpose of an adaptive system is to change its behaviour in reaction to the user’s actions. Thus when we design an adaptive system, we must be aware of the fact that we are abusing some of the fundamental principles of usability. This means that we should keep in mind to try to find substitutes for the extremely straightforward stimuli-response behaviour of ordinary systems. 

In the childhood of another field of AI, knowledge-based systems, we saw similar usability problems. Some knowledge-based systems appeared almost magical since they would ask for some facts and then, without any interaction, come back with the answer or diagnosis. This magical behaviour alienated users (Berry and Broadbent, 1986; Pollack et al., 1982). Still, some of the problems we are facing, like information overflow, cannot be easily solved without making systems actively help the user – so, the challenge lies in how to make the system active without appearing to be magical.

Continuous Improvisation

Another problem with the research in the areas of adaptive systems is the focus on how to extract knowledge about the individual user, rather than focusing on which adaptive behaviour would improve the system most and solve most problems on behalf of the user (Self, 1988; Sparck-Jones, 1991). Much work has been devoted to the acquisition of the user / student model, the representation of the model in the system, and the maintenance of the model. Maybe this is the reason why there has been such a strong focus on modelling users’ knowledge rather than other aspects of human cognition.

When modelling users’ knowledge we run into another problem, and that is in the reliability of these models. A user’s knowledge is not static – it keeps changing, we learn and we forget, we make mistakes for other reasons than lack of knowledge (like getting tired or being distracted by other tasks). Most models of users’ knowledge will be unreliable (Kay, 1994). Unfortunately, the same is true for models of users’ goals and plans. The emerging theories of situated cognition, constructive cognition, and distributed cognition, challenge both the goal-plan-oriented view on human behaviour and the previously held symbolic view on cognition (Suchman, 1987). Users may not be as goal-oriented and rational as some of the adaptive features of proposed systems require. People will act based on the situation they are in right now, so their goals and plans keep changing in response to how the situation changes and develops. If the adaptive system assumes a too rigid and static model of the user’s plans and goals, it will not be able to capture the ”continuous improvisation” that people are involved in (Suchman, 1987). We need to further our knowledge of human cognition in order to find good adaptive features that will, in fact, correspond to human behaviour, increase the usability of systems, and be computationally feasible to implement.

Scale Up

In addition to all the problems outlined above, the field of adaptive systems suffers from the same problems as the whole artificial intelligence field: these systems have mostly tackled small, toy-world examples and have not convincingly shown how they can scale up to large, real-world problems (Schank, 1991). There are two promising directions of research that may tackle this problem. One is the machine learning approach where the whole purpose is to make the program learn and thereby handle new situations and scale up (even if they will not be able to scale up in the sense of covering unanticipated consequences of real-world problems). Some promising machine learning systems are emerging, particularly in the agent-field. The other direction is in marrying simple tools, like hypermedia, with more sophisticated adaptive/intelligent programs and turning to the Internet. By adding robust and useful adaptivity to simple, wide-spread tools, like World Wide Web (WWW) or e-mail, we stand a chance of succeeding in spreading (moderately) intelligent tools to a general audience. In this thesis, we are mainly concerned with the second approach.

In this context, we would also like to point at the difficulties in developing adaptive systems. There are few attempts at providing a good methodology, preferably including the whole software life cycle, for how to develop and maintain adaptive systems. In particular, it is difficult to maintain most adaptive systems. Only the expert designer has enough knowledge to be able to change the knowledge base or the adaptive behaviour of the system. Much the same problems were encountered in the childhood of knowledge-based systems.

Imitating Human-Human Communication

Some of the intelligent systems creators have put forth human behaviour as the ultimate goal for what the system should be capable of in order to be of best use to users. This is the case in, for example, some natural language processing systems and some agent systems. Even if the human behaviour is the best intelligent system we can study, this does not mean that we should necessarily imitate it. There are two reasons for this. First, a computer system acting like a human creates high expectations – not necessarily the right expectations. Users might assume that the system is very capable in certain ways, for example, attributing real-world knowledge to a system that is only capable of processing user input in a very limited sense. At the same time as users may overestimate the system’s capabilities, they will not treat the system as a fellow human being in every respect (Dahlbäck et al. 1993). Users are, for example, not polite to computers, they do not indicate shifts in dialogue focus in the same way as with fellow human beings, etc. Any system design based on trying to imitate some aspect of human behaviour must not assume that this will be sufficient in making the user and the system work together smoothly.

The second reason not to imitate human behaviour is that we should utilise computers for what computers are good at. Computers are, for example, good at handling, searching for and sorting information, but not (yet) as good at solving problems needing real-world knowledge, or communication using natural language.

Imitating human-human communication is not only difficult, is may not lead to an optimal design. Instead, our starting point is that the adaptive parts of the system should be used to tackle problems that cannot easily be tackled by other means. Such problems include information overload, navigation in large information spaces, complex tasks such as managing complex machines or factories, and real-time critical tasks such as traffic control. The adaptive parts of the system should be designed to be part in the total solution, but not be considered to be the sole remedy in tackling the problem. Usability principles must be used to ensure that the whole solution, both the adaptive and non-adaptive parts, is usable.

Contributions of This Thesis

This thesis is based upon the results from the PUSH (Plan- and User Sensitive Help) project. In PUSH we studied how a targeted group of users at the former Ellemtel Utvecklings AB attempted to learn and make use of a software development method named SDP (System Development Process). As a result of the PUSH project we implemented a prototype adaptive hypermedia system named POP (PUSH Operational Prototype) – an adaptive on-line manual of SDP.

To avoid some of the problems outlined above our approach to designing, implementing and evaluating the POP system was to start off from users’ real needs and behaviour. We utilised a human-computer interaction approach, which we take to mean starting from users’ needs and repeatedly evaluating the developed tool with real users. In this approach, we have utilised task analysis as a method for getting closer to what users’ real problems and needs are, and rapid prototyping as a means to evaluate our ideas for design. In particular, we have been concerned with the problem of bootstrapping the adaptive behaviour, which we have tackled through several small evaluations of the rules for adaptation.

We also had a strong focus on finding an adaptive behaviour that would substantially improve users’ interaction with the system. In our domain, the two most prominent problems were information overflow and, once the information had been found, interpretation of the information found. Instead of making small, subtle changes to the information by, for example, avoiding concepts unknown to the user, we aimed at making substantial, but conceptually simple adaptations where whole pieces of texts are hidden from the user’s immediate view. Rather than adapting to users’ knowledge, we try to adapt to their information-seeking tasks. If we know that the user is trying to find information that would help him/her in, for example, a project planning task, we hide all the information which is irrelevant to this task. Thereby, we attempt to get at the underlying needs of users rather than only focus on their knowledge, as well as making quite robust and useful adaptations. Furthermore, we shall show that adaptation to users’ tasks makes it much easier for the author of a text to shape its content to the future reader – a crucial requirement if our adaptive system is going to be easily maintained by the authors of the information.

By focusing on users’ information-seeking tasks, we also focus on short-term characteristics of the user as a basis for adaptation. We do not have to make guesses about users’ long-term characteristics (like their knowledge), but instead we adapt interactively during one session with the system and faulty assumptions made will have less impact on the system’s overall reliability. Our adaptations are also such that we do not take away information completely, we only hide it and the user can always choose to open the hidden information.

Our work has been much concerned with ways in which the user can control the adaptivity. Our design has been inspired by the ”black box in a glass box” metaphor put forth by du Boulay, O’Shea and Monk, (1980), in the area of design of programming language environments. In order to make it possible for the user to control the adaptivity, we present a simplistic, domain-dependent, view of what the adaptivity does. We also try to display the results of the adaptive system in a visual manner. The user is then allowed to change any assumptions made by the system. The complex behaviour of what is really going on in the adaptive system is hidden from the user in the ”black box”. This can be compared with what most programming language environments do when they allow the user to trace a program: the trace reflects some abstract machine that simulates the behaviour of the program – what is really going on, in all its gory details, is not always shown to the user, (Höök et al. 1990).

The techniques we utilise for realising our adaptive system fall under the heading adaptive hypermedia (Böcker et al. 1990). Adaptive hypermedia will follow the user’s actions at the hypermedia system and actively try to adapt either (1) the content of a page of information, or (2) what clicking on a hotword
 should result in, i.e. the navigation in the information space. We realise our hiding of information through a stretchtext technique: by clicking on a header of a piece of closed text, the user causes the text under the header to be inserted into the description. When our system adapts it will choose which headers should be opened and which should be closed. As a minor adaptation, the system will also choose to either use abbreviations or the full name of concepts in the target domain. We attempted to adapt the navigation, but only in minor ways. Our approach to adaptation will therefore mainly fall under (1): adaptation of the information content on the page.

In order to do the kind of adaptation that we did in our system, the domain must be such that it is possible to organise the concept domain in sets of similar ”concepts” which are presented by one description or ”page” each. In that page there must be several headers under which different aspects of the concept are presented. If this is possible, many advantages can be gained:

· We can set up relevance criteria for each set of concepts which determine what information should be shown when, i.e. which headers should be opened and which should be closed based on the assumed intention (or task) of the user.

· We can know beforehand how to interpret the actions of the user: if a certain header is opened by the user, we know what kind of information is requested and we can start attributing intentions to the user. 

· We can decide on an organisation of the database that is optimal and then create powerful tools by which the authors of the information can input the information about the concepts.

We shall discuss how we organised the database and why the domain studied lent itself to being organised as outlined above. We would like to point out already at this stage that the set of domains that would allow this kind of organisation is not as small as may be assumed. Almost all technical documentation of large system can be organised like this. Also classifications, like for example, classification of animals and their descriptions, could easily be described like this. In general, the approach is similar to the frames plus slots knowledge representation (Minsky, 1975).

On the interface level, there are some interesting aspects of our system:

•
the interface is multimodal: both text and graphics are generated or retrieved in response to the user’s queries, and both clicking and queries are allowed as input from the user.

•
the interface is implemented in WWW using html and Java in a novel way, with stretchtext, hotlists
, menus and local maps of the information space.

•
the adaptivity is visually displayed in a way that enhance users’ learning of the relation between the system’s assumption about users and the corresponding adaptation – thereby improving the possibility to learn about and control the adaptive behaviour. 

As a side effect of our studies of the user’s problems with the information overflow and navigation in the hyperspace, we also studied other aspects of human cognition that either should be catered for by an adaptive behaviour of the system or by careful adaptable
 design. We found that an individual user’s spatial ability determined how well s/he could navigate to and retrieve information in the large information space of this domain. But instead of trying to infer users’ spatial ability from their interactions with the system and adapt to it, we decided to design the interface to allow for several different ways of navigating and posing queries. Users can choose their preferred interaction style, and, to some extent, change the interface. 

Finally, an important contribution of this thesis is the comparative study we made of two variants of our system: one adaptive and one non-adaptive variant. As said above, there are not that many studies of adaptive systems, and, of course, even fewer studies of adaptive hypermedia systems. In the study, the subjects clearly preferred the adaptive system. Also in more objective measures, we could see that subjects’ information-seeking behaviour was improved as the adaptive system required fewer actions within the page, and the choice of information made by the adaptive system influenced subjects’ solutions.

What This Thesis is Not About

It would have been nice if this thesis could have been used as a cookbook recipe for how to develop adaptive information systems. Unfortunately, this is not so. In order to make the development of adaptive systems economically feasible, the methods employed for knowledge acquisition, choice of individual characteristics to adapt to, evaluations of the resulting system,  must be much more strict and we must know more about where and when adaptive systems are useful. The methods employed in this project are research oriented, even if we have tried to make use of existing, cost-efficient, methods when available. 

As pointed out by Benyon, (1993):

”Although formal methods exists for data and functional analysis and several cognitive task analysis methods are emerging (Diaper, 1988; Barnard 1987) there are few formal techniques for conducting user and environment analysis.”

We used several different study methods in order to get at the user’s individual preferences, knowledge, tasks and differences in cognitive abilities. Clearly, it is not feasible to do the same amount of empirical analysis for all adaptive systems being developed. Still, I believe that there are some lessons to be learnt from our point of view for design and the direction of the user- and task analysis we did for the particular domain described in this thesis.

Publications and Co-operation

This thesis is to a large extent based on work performed within the PUSH project during the years 1993-1996. The research issues for this project were originally formulated by me, and I have acted as the project leader for the project in 1994 – 1996. This means that even though most of the research issues and design decisions were intensely discussed within the project team, I was involved in and took responsibility for the decisions made. For this reason, I am able to defend and discuss the overall research approach and the system design as my own, even though it involved the labours and ideas of many. 

As the project was performed in co-operation with other researchers, I would like to go through how this collaboration was done, and which publications underlie the different chapters of this thesis.

In chapter two I present a framework for adaptive systems that is based on existing literature in the area. 

In chapter three, I present the knowledge acquisition method used in PUSH, and the choice of method was mine. The first informal interviews, as described in section ‎0, were done by Catriona McDermid and Anna-Lena Ereback, (McDermid and Ereback 1994). The task analysis, as described in section ‎0, was done by myself and Malin Bladh who completed her MSc work on these studies. The results of this study were published in (Bladh and Höök, 1995). The study of the correlation between cognitive abilities and navigation and hypermedia, in section ‎0, was done by myself, Nils Dahlbäck and Marie Sjölinder. Marie Sjölinder completed her BSc thesis on this study. The study is published in (Dahlbäck et al., 1996; Höök et al., 1996a) and also presented in a SICS research report (Höök et al., 1996b). A fourth study is summarised in section ‎0, a study of the difference between novice and expert understanding of SDP. That study was done by Klas Karlgren, (1995).

In chapter four I present the design of POP. I first present the background to the design basis for our system. These ideas were formed in discussions with Jussi Karlgren and Annika Wærn. The glass box metaphor, as presented in section ‎0, has been presented in (Höök et al. 1995, Höök et al. 1996, Karlgren et al. 1994). The background to the design, as described in sections ‎0, ‎0 and ‎0, I added when writing this thesis in order to provide the background for arriving at the glass box ideas. The decision to concentrate our studies on users’ information-seeking tasks was done jointly in the group, while the decision to make POP adapt only to users’ information-seeking task, and the design of the explanations and rules for adaptation were done by me (and described in the unpublished SICS research report: (Höök, 1995)). The plan inference mechanism was designed and implemented by Annika Wærn (and she has published those aspects of the POP system in (Wærn, 1996; Wærn, 1994b)). The PUSH prototype is best described in the publication in the journal of User-Modelling and User-Adaptive Interaction (Höök et al., 1996). It was also partly described in the published articles: (Höök et al., 1995; Espinoza and Höök 1996b).

The overall design of the actual implementation, as presented in chapter five, was done by Benoit Lemaire, Jussi Karlgren, Annika Wærn, and myself. Benoit Lemaire outlined the object-oriented approach to the system design. The interface design was done by Fredrik Espinoza and myself (after substantial discussions in the project group), and subsequently published in (Espinoza and Höök, 1996a; Espinoza and Höök, 1996b). Fredrik Espinoza designed and implemented the Internet client-server solution and based his MSc work on those issues. Annika Wærn was responsible for developing the server-side of the implementation. I contributed to certain aspects of the implementation of the database, the rules for adaptation, a dialogue history, etc.

Finally, the evaluation studies described in chapter six were done mostly by myself. The results from the study as described in section ‎0 can be found in (Espinoza and Höök, 1996b), and the comparative study as described in section ‎0 is to be published in (Höök, 1997).

I would like to point out that the co-operation in the project was intensive, and that everybody in the project contributed to the whole design, so the division of work as itemised above, is only an approximation of what happened. This is also the reason why I shall use the pronoun ‘we’, rather than ‘I’, when describing the PUSH project and the system POP.

Guide to The Thesis

As mentioned in the introduction, this thesis is about the whole development cycle of an adaptive hypermedia system. It therefore touches upon many subject areas, ranging from task analysis, knowledge acquisition, design, implementation, to bootstrapping and evaluation of the final adaptive system.

First, in chapter two, a background to adaptive systems is given. Various aspects of adaptive systems, like what can be modelled of the user’s characteristics, how to represent the model, how to adapt the interaction, etc., are discussed. In particular adaptive hypermedia systems are described. Finally, POP is characterised in terms of this classification. The purpose of this chapter is to make the reader aware of the various dimensions of adaptive systems that have to be considered when a design process starts. The reader who is already familiar with adaptive systems can skip this chapter entirely.

For the sake of clarity of presentation, the presentation of POP is divided into four parts: knowledge acquisition / design / implementation / and evaluation / even if these were in reality intermingled. Unfortunately this means that explanations of certain aspects of POP will be repeated – the advantage is that it should be possible to read each chapter without having read the previous ones.

In chapter three where the knowledge acquisition is described, a short introduction to the particular domain studied, SDP, and the project PUSH are provided, and then we turn to the empirical studies that preceded the design. Our perspective is to make these studies serve as a source of inspiration for the design, not as a prescription for exactly how the system should work. The chapter starts by describing our method for knowledge acquisition and its basis in other methods for task analysis and knowledge acquisition, before the four different studies performed on different aspects of users’ needs and understanding of the SDP domain are described.

In chapter four, we come to the design of our hypermedia system, POP. The target domain for our system was an object-oriented software development method, SDP. The description of that domain easily lent itself to a hypermedia oriented design where the nodes corresponded to the various objects in the method, and the links corresponded to the relations between those objects as defined by the SDP method. 

We arrived at the design basis for our system, the glass box view, after considering (in particular the critique of) three different intelligent interface research areas: intelligent tutoring systems, plan inference in natural language systems, and explanation generation in knowledge-based systems. The explanation generation area contributed a basis for how to generate explanations consisting of texts and graphs in the different nodes of the hypermedia structure. The plan inference area contributed methods for how to follow users’ actions, within and between nodes, in order to infer their information-seeking task upon which, in turn, the choice of information content in the node could be based. The intelligent tutoring systems area contributed a perspective on how users acquire knowledge and how tools that provide information should be designed to meet users’ learning needs. We were also influence by other subfields within the area of intelligent interfaces, such as the agent area, the multimodal interface area, etc., but we limit the description to these three areas since they were most crucial in forming the design basis. In chapter four we shall provide a short introduction to each of these three fields to provide the necessary background to understand what ideas we borrowed from each area.

After motivating the glass box view, we discuss how we have realised it in our design – the main point is to provide an adaptive solution that provides users with control. The choice to adapt to users’ information-seeking tasks rather than their background knowledge, role or cognitive characteristics (such as e.g. their spatial ability) is motivated.

In chapter five, an overview of the implementation is given, first in terms of how the interface works, and then in terms of how the actual implementation was done (the system architecture, knowledge representation, etc.).

In order to establish the best relationship between what is inferred from users’ actions and the adaptation, several rounds of studies may be needed. The last part of the development cycle of an adaptive system should therefore be a ‘bootstrapping’ process where this relationship is gradually developed and refined. In chapter six, the bootstrapping process in PUSH is described. 

Our last study evaluated the adaptive system in comparison with a non-adaptive variant of the same system. This last study is also described in chapter six.

In chapter seven, we summarise and discuss potential future work.

Finally, before we start, let us describe a couple of situations when a typical user will turn to the POP help system proposed in this thesis:

As the system designer starts working early in the morning, he discovers that he has forgotten how to design the ideal object model of the subsystem he is supposed to define this week. In an open the WWW browser Netscape window he enters the POP on-line manual system on SDP searching for information on ideal object modelling. He reads a short introduction to the purpose of the ideal object modelling process, but he feels that this information is just too abstract and there is too much information on how to think and how to work. Instead he jumps to the description of the object type that is going to hold the specification he probably should start with today; the IOM object type. He tells the system that he wants to work ”backwards” in a reverse engineering fashion, and the system then adapts its answer to only contain information fitted to his needs. In the answer page he finds an example that he can use as a starting point for how to write his specification. He is happy that he did not have to go and ask the guy next door for help - again.

In the afternoon, he has to go to a project meeting. His project manager seems extremely stressed, and is distributing tasks to all of the project members. He tries to stir out the window and look as though he is not there, but that does not help. His project manager turns to him and says that he has to help her make an estimate on how much time should be allocated for the next phase of their project. Inside he sighs, but as usual, he makes sure to look interested and says that this should not be a problem: when does she want the information? As he goes back to his room he decides that the best approach should be to first read a bit of the documentation on the processes that are involved in the next phase, and see if any of them can be skipped or at least parts of them. Since the switchboard system they are building is fairly small, they have been able to avoid some of the more elaborate parts of SDP in earlier stages of the project. He tells POP that he now wants project planning information about the following process, the real object modelling process. POP generates an answer page with information fitted to his needs. In particular, there is one piece of information on which activities that can be skipped. He marks this information, and then follows the links to the object types that should be produced to check how much needs to be done in each one of them.

      A Framework for Adaptive Systems

All research starts from some specific perspective and that perspective will determine what solutions are viewed as possible and interesting. The research presented here is no exception from that rule. This thesis aims to marry two different fields: the Human-Computer Interaction field with its methodological view on system development from a user perspective, and the field of Artificial Intelligence with its view on systems as encapsulating some explicit, intelligent reasoning, based on some knowledge representation. In particular, we are considering the subfield within artificial intelligence which is concerned with adaptive systems utilising a user model and/or providing explanation generation. The reader is assumed to be familiar with the artificial intelligence terminology (knowledge representation, machine learning, etc.), and also with human-computer interaction terminology (direct-manipulation interfaces, usability metrics, etc.). We shall only provide the background to the field of adaptive systems and its terminology.

In addition to the two perspectives of artificial intelligence and human-computer interaction, the problems tackled in this thesis are limited by the particular target domain (an information retrieval system), and the demands that are posed when tackling a real-world problem. The presentation of adaptive systems and related work is therefore aimed at giving an introduction to adaptive systems, but from the perspective of the human-computer interaction and artificial intelligence fields, and with a focus on adaptive systems for information retrieval.

Hypermedia systems have been used as a means to structure information spaces, and hypermedia is the basic information model used in our target domain. Hypermedia, as realised in the World Wide Web (WWW), is getting to be a de facto standard for all kinds of documentation. Unfortunately, hypermedia systems do have some serious drawbacks from a user’s point of view. If ill-structured, it will be easy to get lost in ’hyperspace’. It is also easy to be overloaded with information when searching through a hypermedia structure. These are the underlying reasons why researchers now try to combine hypermedia with adaptive systems into adaptive hypermedia (the term was coined by Böcker et al. 1990)

The purpose of this chapter is to give the reader an understanding of the different dimensions of adaptive systems, and the problems of designing, implementing and maintaining them. We first, in section 2.1, provide an introduction to adaptive systems in general, and how to classify different adaptive systems. We then discuss adaptive hypermedia systems, see ‎0, and finally we classify our system, POP, in section ‎0. What is missing to make the framework complete are descriptions of methods for developing adaptive systems, and a proper design metaphor to rely on. Those descriptions we instead find in ‎0 and ‎0 as they are closely connected to those chapters.

What are Adaptive Systems?

All interactive systems are designed with some user group in mind (or at least, they should be). The functionality and the interface are created to fit with what the designers assume that users will be wanting to do and how they will be willing to interact. Adaptive systems (or intelligent interfaces
) take this viewpoint one step further, and try to be more explicit about the characteristics of users and how the system should be functioning in order to meet users’ needs and individual differences.  

A system may adapt its behaviour to the user in different ways:

•
the system may be tailored to a specific user group/profile or set of user groups/profiles already from the start, which means that the issue of adaptation is mainly dealt with during the design phase (adapted system);

•
the system may allow the user to change its behaviour, to adapt the system (tailorability or adaptable system);

•
or the system may adapt its behaviour according to users’ behaviour at run-time, perhaps maintaining a user model or by trying to infer patterns in user behaviour from their interactions with the system (run-time adaptivity or adaptive system).

A user model may model many different aspects of the individual user. The user’s long-term characteristics like knowledge, role, cognitive characteristics, personality or style can be represented more or less explicitly in the system. In a shorter time perspective, the user model can keep track of the user’s current goal or plan.

There are various reasons why we may want an interactive system to be adaptive. This thesis is concerned with an information overflow situation, and connected to that, navigational problems and difficulties in interpreting information once found (in particular the difference between a novice’s and an expert’s understanding of the information given). Adaptivity can contribute to solving these problems by helping the user to filter information and navigate, and it can also adapt the information content to the user’s level of understanding. 

(flyg-artikeln???)

There are many other reasons why a system could be adaptive, for example:

•
make complex systems usable – when users’ tasks are too complex the system should adaptively take on some of them.

•
present what the user want to see, and only that – not too much, not too little information.

•
speed up use, for example, through gradually adapting to users’ behaviour, making frequent commands into macros, or allowing the system to execute them automatically.

•
create user interfaces that fit heterogeneous user groups – sometimes completely different user interfaces are needed for different groups.

Given a reason why we would like a particular system to be adaptive, how we want the system’s interactions with the user to change and be adaptive, some user characteristics which we know influence the aspects of the system that we want to improve, we must find computationally feasible techniques which realise the desired adaptive behaviour. 

Thus an adaptive behaviour can potentially be added to any kind of interactive system. It might affect any aspect of the interaction with the user, and it might base its adaptations on various aspects of human behaviour, knowledge, needs, etc. As pointed out by Kühme et al., (1992), it is not really possible to make a one-dimensional scale by which we can classify adaptive systems. Instead, they must be described along a multitude of classification parameters. We start by describing an abstracted architecture of adaptive systems, and then discuss the user model, what its content can be and how it can be acquired. We then discuss the division of control between user and system over the different stages of adaptation, and when to adapt. The purpose is both to introduce central terminology of the field and to arrive at an understanding of the possibilities and the potential risks and problems of designing adaptive systems.

Architecture of Adaptive Systems

A generic architectural design of adaptive systems can be found in figure a, quoted from (Benyon, 1993). This particular architecture is fitted for information systems, e-mail filters, multimodal systems and similar. As we see, the adaptive system contains a user model, a domain model and an interaction model.

In the user model we can model users’ knowledge (the student model), users’ cognitive characteristics (the cognitive model), and users’ profile and preferences (the profile model). Most systems will only model one aspect of the user, but there are systems that use a combination of, for example, user preferences, knowledge and cognitive abilities in order to adapt to the user, see for example (Benyon and Murray, 1993).

In the domain model, the domain is described in terms of how difficult it is, how it is usually learnt by users or some other characteristics that might interact with the user model. A domain model may model characteristics related to users’ task (external). It can also model the logical functioning and structure of the application. Finally, it can model the physical design of the interface: the layout of the screen, representation language of commands, icons, etc. The domain model is mostly relevant in knowledge intensive applications.

Finally, in the interaction model, we can keep track of the dialogue with the user, perhaps in a dialogue history. Sometimes the user model acquisition components are separated from the user model, and so they are placed in the interaction knowledge database. The user model acquisition might be done in a user modelling shell system, as for example, the BGP-MS (Kobsa et al., 1994), UMFE (Sleeman, 1985), or GUMAC systems (Kass, 1991). The shell contains the inference mechanisms that infer characteristics of the user, or it helps keeping track of the different assumptions about the user and make sure that they are internally consistent.

The interaction knowledge database also holds components which, based on input from the user and domain model, make the actual adaptations of the interaction with the user. The interaction knowledge database may contain an evaluation mechanism which measures actual performance against some definition of purpose – for an example of such an evaluation mechanism turn to (Mulken, 1996).




Figure A. An abstracted view of the architecture of an adaptive system, from (Benyon, 1993).
The interaction with an adaptive system usually starts with the user issuing a command which is analysed both by the dialogue manager and also potentially by some inference mechanism. The dialogue manager decides how to call the underlying application, and when the answer is returned the dialogue manager consults the user model (and domain model) to see whether an answer should be affected in any way. Finally, the dialogue manager returns an answer to the user. Meanwhile, the inference mechanism analyses the command and potentially changes some aspect of the currently held user model. 

Most adaptive systems will not explicitly implement all the different parts of the architecture as described above. Depending on the domain, the problem to be solved by the adaptive system, the user populations, etc., not all models need to result in an implemented component.

 Defining User Models

Let us define a user model as (following (Kass and Finin 1988)):

”A user model is the knowledge about the user, either explicitly or implicitly encoded, that is used by the system to improve the interaction.”

Implicitly encoded user models are any models of users used by the designer of some system, and as such they are not very interesting. Explicit models, on the other hand, encode the knowledge about users in the system, usually in a separate software module.

There is sometimes some confusion around the difference between a user model, a discourse model and a domain model. According to Wahlster, (1991), a user model and a discourse model can be defined as:

”A user model is a knowledge source containing explicit assumptions about all aspects of the user that may be relevant to the dialogue behaviour of the system.

[…]

A discourse model is a knowledge source that contains the system’s description of the syntax, semantics, and pragmatics of a dialogue as it proceeds.”

This definition is mostly relevant if the system is a natural language system or a multimodal system including language as one of its modalities. For example, Carenini and Moore (1993) present a discourse model that will keep the previous discourse in order to provide a context that helps determining how to generate adequate explanations in a dialogue with the user.

Going back to the user model, we can distinguish many different aspects of the user or user group that can be modelled in it. We can roughly divide user models into those that model (1) the knowledge and beliefs of the user, (2) the current goal or plan of the user, or (3) the cognitive abilities, style and preferences of the user. This division is slightly different from the categorisations in (Kass and Finin, 1988; Malinowski et al 1992; Browne et al. 1990). Kass and Finin (1988) used the categories: goals and plans, capabilities, attitudes, and knowledge or beliefs. Browne et al. (1990) divided human variabilities into: psycho-motor skills, capabilities, learning abilities, understanding, expectations, motives, requirements, cognitive strategies, cognitive abilities, preferences, and temporal changes, and based on their categorisation Malinowski et al (1992) describes psycho-motor skills, cognitive abilities, cognitive strategies, preferences, expectations, experiences, and learning abilities.  While the two latter categorisations are based on human individual differences, our division is instead based on characteristics that can be modelled and their ”stability”. Our third category models aspects of the user that, if they change at all, they change slowly. The user’s knowledge will change faster, at least initially when the user moves from novice to more experienced. Our second category models aspects that keep changing, sometimes very quickly. Our categorisation is very similar to that of Kass and Finin, but they add the attitudes category: ”beliefs on various issues that may be well founded or totally unfounded […] bias toward particular options or solutions”. We would rather see this as modelling the users beliefs.

The first category (the knowledge and beliefs of the user) can be a model of the individual user’s understanding of certain domain concepts and their relations to one another. It can also be a less fine-grained model where users are classified according to some categories/classes which describe their domain knowledge at a higher level, as for example, being a novice or acting in a particular role (patient, nurse, doctor, etc.) – a stereotype. It should be observed that users’ knowledge or model of the world very well may contain misconceptions and misunderstandings which is why we shall equate knowledge with belief and use the concepts interchangeably.

In the second category, the goals or plans of the user are set in focus. A goal of a user is some state that the user wishes to achieve. A plan is some sequence of actions or events that is expected to result in the desired goal. If a user has decided to achieve a goal by executing a particular plan, we may call this an ”intended” plan. A plan consists of a set of actions that the user believes will lead to the goal. A user model which keeps the user’s plan and goal, is really an attempt to capture the user’s intentions. This category of user models is not always referred to as proper user models in the literature. This is probably caused by the fact that they have traditionally been applied mostly in natural language processing systems, and as such have been seen as part of the general scheme of interpreting the user’s utterances rather than modelling user characteristics. Many systems in this category will therefore not adhere to Benyon’s architecture outlined above. 

In the third category, we place modelling of the cognitive characteristics of users, such as their spatial ability, their learning style, their preferences, personality traits and similar.

Given the information in the user model, the system can adapt the behaviour or interaction with the user in numerous ways, in fact, only limited by the imagination of the designer and what is technically feasible. Let us list some aspects of systems that can be changed to fit a particular user or group of users:

•
the command language of a system.

•
searching for and filtering of information.

•
navigation through a hyperspace.

•
the content, style and level of explanations in help or information systems.

•
the choice of media, integration of media or planning of usage of media in a discourse in so-called intelligent multimedia systems (or multimodal systems). 

•
the instructions, teaching style, and exercises provided in an intelligent tutoring system.

We have already introduced the reason as to why we want the POP system to be adaptive: it should attempt to tackle the information overflow and navigational problems in one particular domain. We also want the explanations provided by our system to be understandable and relevant to our users. But how can we adapt the system’s behaviour and what user characteristics are most relevant to study in order to achieve our goal?

In order to better know what kind of user characteristics to model in order to fulfil the demands posed by the POP domain, we shall go through each aspect of our three categories of user models, and see what kind of adaptivity they can potentially contribute with. We provide some examples in each category and then discuss the problems of creating and maintaining such models as a basis for adaptation.

Adapting to the User’s Knowledge

What is meant by having a model of the user’s knowledge? In the general area of user modelling it is usually taken to mean that the model somehow mirrors the user’s knowledge of the concepts present in the domain application. It can be the user’s knowledge of the commands possible in a command language, the allowed actions at the interface of some application, the concepts explained in an information database, how different concepts are related to one another, or how to apply knowledge in order to solve problems. Given a model of the user’s knowledge we can alter the interaction with the user in various ways.

Let us provide descriptions of two example systems, chosen so that they illustrate some of the reasons why we choose not to adapt to the user’s knowledge in our system, POP.

In KNOME, (Chin, 1989), the user’s knowledge is modelled in a double stereotype. One stereotype represents the user’s expertise, and the other, the domain model, describes the difficulty level of the information in the database. The first stereotype attempts to categorise the user as either a novice, beginner, intermediate or expert. The model of the domain classifies the information as simple, mundane or complex. There is also a fourth category, esoteric, that includes information that is not typically learned at any particular stage of experience. Such concepts are learned only when users have special needs. 

KNOME is one part of the Unix Consultant (UC) system (Wilensky et al., 1984). UC provides on-line help about UNIX in natural language. By observing what users ask about, which concepts are mentioned, what kind of request it is and how users react to the answers provided by the system, KNOME can categorise users into the categories of the first stereotype. By matching the user profile with the classification of the domain information, KNOME can aid UC in avoiding telling users something that they already know, or discovering misconceptions they hold.

Welcome to UC (Unix Consultant) version 3.23. To a ‘#’ prompt, please type in your questions about the UNIX file system in English. To leave just type ‘D’ or ‘(exit)’.

Hi.

How can I help you?

# How can I delete a file?

Use rm.

For example, to delete the file named foo, type ‘rm foo’.

# What does ruptime do?

ruptime is used to list the uptime of all machines on the network, the number of all users on them, and list their load average.


Welcome to UC (Unix Consultant) version 3.23. To a ‘#’ prompt, please type in your questions about the UNIX file system in English. To leave just type ‘D’ or ‘(exit)’.

Hi.

How can I help you?

# How can I find out the inode of a file?

Use ls -i.

# What does ruptime do?

ruptime is like uptime, except ruptime is for all machines on the network.

(Chin 1989)
Let us study the two different explanations to the same query: ”What does ruptime do?” above.  In the first case, KNOME has from the previous dialogue inferred that the user is a novice and so the reply is quite elaborate. In the second dialogue the answer has been generated assuming that the user is more advanced and the reply requires an understanding of the command uptime. 

The underlying assumption behind the classification of users’ knowledge and the information in KNOME, is that users tend to learn domain knowledge in a predictable order. Thus it is possible to link the user model stereotype to the domain model stereotype. Unfortunately, this is not true for all domains. For some domains, most of the information would be classified as esoteric, i.e. only learnt if needed. Furthermore, the classification is only based on classifying concepts, not on more complex aspects of knowledge, such as how different concepts interact or can be applied. Later on, we shall show that it was hard to find any consistent, predictable order by which users would learn about the domain in the POP system. We would not go as far as to claim that it is impossible to find that kind of order, only that it is very difficult and time consuming. That in itself is a clear signal that this route of modelling users’ knowledge will be difficult to follow, in particular in industrial settings where users are busy and cannot be bothered with extensive studies during the design of the adaptive system. This is probably part of the explanations as to why we do not see many such systems in use.

A less sophisticated approach to modelling users’ knowledge than the one in KNOME, is taken in the KN-AHS system, (Kobsa et al. 1994). Where KNOME would have several clues from users’ natural language statements (or queries) to UC, KN-AHS is based on hypermedia, and all users can do is to click on concepts in order to get more (or less) information about them. So all the user model acquisition component can observe are which concepts the user clicks on.

a)
Sub- and superfield relationships


a1)
If a minimum percentage P1 of direct subfields of a field were reported to be known/unknown, then all its subfields are known/unknown.


a2)
If a minimum percentage P2 of direct subfields of a field were reported to be known/unknown (where P1 can be different from P2), then the superfield is also known/unknown. 

b)
Relationships between fields and their respective terminology


b1)
If a minimum percentage P3 of the terminological concepts of a field were reported to be known/unknown, then all its terminological concepts of the field are known/unknown. 


b2)
If a minimum percentage P4 of the terminological concepts of a field were reported to be known/unknown (where P1 can be different from P2), then the field is also known/unknown.

 (Kobsa et al. 1994)
KN-AHS has a semantic network representation of users’ knowledge. Concepts are related to other concepts in IS-A hierarchies, or by association to other concepts. These semantic networks are grouped with respect to a set of stereotypes. Again, the underlying assumption is that users will typically learn concepts in some predictable order, this time modelled by some simple rules:

The way to determine whether a specific concept is known/unknown is based on two information sources: an initial interview which determines which stereotype the user belongs to, and some of the hypertext actions performed by the user. The actions the user can take in the hypertext is to select or unselect graphics, definitions and examples. If a user selects a concept definition, s/he is assumed to not know that concept.

Based on the inferences made about the user’s knowledge, KN-AHS will adapt new explanations by:

· Adding explanations of a concept (hotword) in the hypertext if that concept is (assumed to be) unknown to the user.

· Adding details of the concept  (hotword) if it is known to the user.

· When no information is available, the hotword is left as it is.

The way KN-AHS infers what the user knows is way too simplistic to model any realistic situation. Just because the user knows about some concepts, it is not at all clear that s/he will necessarily know the superclass or vice versa. For example, if someone knows the concept ‘dog’ and knows about two subclasses, as ‘poodles’ and ‘collies’, that person will not necessarily know about all the other subclasses of the concept dog. In particular, this is true of the target domain of POP where, as we shall see, users might know about islands of concepts, but not how these are related. 

Also, basing inferences on the selection of definitions, as in KN-AHS, seems to be a tricky route to follow. In some applications, users will check definitions over and over again simply because the exact formulation is crucial to some aspect of what they are trying to achieve.

So, clearly, both with KNOME and KN-AHS, the user model will sometimes be quite unreliable. The allowed inferences from users’ actions are uncertain, and the resulting inferences will also be uncertain. When new information about a user is entered, conflicts between previously drawn inferences and the current one might arise and must be handled.

We must also ask ourselves if the adaptations resulting from these inferences about users’ knowledge will be sufficiently efficient to motivate the (uncertain) modelling and make it worth while? In  KNOME the inferences will produce very smooth and adapted explanations, but the alternative explanations could potentially have been displayed to the user by allowing the user to first get the most demanding explanation, and then be to allowed to ask for more and more help – perhaps by clicking on concepts not understood or pose follow-up queries. In KN-AHS the adaptations might have been done by users themselves through allowing more advanced manipulation of the hotwords in the hypertext. 

If, for some reason, the model of the user’s knowledge is at some point in the interaction, not correct, the user must somehow be allowed to change it. This in turn, makes the interaction even more complicated from a user’s point of view.

Adapting to the User’s Goal or Plan

In another line of research, the current goal or plan of users, rather than their knowledge, is set in focus. A goal of a user is some state that the user wishes to achieve. A plan is some sequence of actions or events that is expected to result in the desired goal. 

If we know which plan a user holds, we can determine whether it is a faulty or suboptimal plan with respect to a particular goal. So in the system, plans and goals of the whole user population might be stored, and the current plan of a particular user can be matched against that plan library. Thus determining how to provide feedback to users about whether and how their plans are faulty or suboptimal (Breuker, 1990; Winkels et al., 1991; Wilensky, 1989; Pollack, 1986, 1990), or how to proceed.

Let us study one example system where the inferred plan of the user plays a crucial role in how to adapt the system’s interaction with the system: the SPIRIT system by Martha Pollack, (1986, 1990). The SPIRIT system will, given the user’s plan (which is entered by the user himself/herself in natural language), be able to deduce what assumptions can be made of what the user believes and intends to do.

Through a definition of what beliefs and intentions that follow an agent’s plan, Pollack is able to tackle two kinds of discrepancies between what the agent believes to be true, and what the system knows to be true. Firstly, the agent may believe that an action is executable, when it is not (unexecutable action). Secondly, the plan might be ill-formed. There might also be combinations of the two. Below we find examples of unexecutable actions and ill-formed plans. As we see, the user states both the goal, ”prevent Tom from reading my mail file”, and the plan for reaching the goal, ”set permissions on the mail file to faculty-read only”. Given this statement, SPIRIT can compare the user’s assumptions with what is actually possible in the system. Depending on whether the action is possible and whether it will achieve the goal, SPIRIT can give one of the different replies S1 to S5:

U:
I want to prevent Tom from reading my mail file. How can I set the permissions on it to faculty-read only?

S1:
There is no way for you to set the permissions on a file faculty-read only. What you can do is move it into a password-protected subdirectory; that will prevent Tom from reading it. (one act unexecutable)

S2:
There is no way for you to set the permissions on a file to faculty-read only, nor is there any way for you to prevent Tom from reading it. (two acts unexecutable)

S3:
Well, the command is SET PROTECTION = (Faculty:Read), but that won’t keep Tom out: file permissions don’t apply to the system manager. (ill-formed plan)

S4:
There is no way for you to set the permissions to faculty-read only; and even if you could, it wouldn’t keep Tom out: file permissions don’t apply to the system manager. (combination)

S5:
Type SET PROTECTION = (Faculty:Read). (correct)

(Pollack, 1986)
As we can see in the example, plan inference requires knowledge of the user’s current plan and goal. This is the most difficult problem with plan inference based approaches. In the example, the user stated the goal in the query. There is no reason that we can assume that the user will always do this, or that the user can understand at what level the goal should be described. As pointed out in (Wærn, 1996; Höök et al., 1993, Levinson, 1981), goals can exist at several different levels, ranging from the lowest level (move a leg in order to take a step) as well as the highest level goals (acquiring a salary, achieving personal satisfaction, etc.) – and will therefore not always provide very much information.

A second problem lies in how to construct (and maintain) the plan library. If the system must be able to adapt correctly every time, detect misconceptions, or aid the user in what to do next, the plan library might grow to be very large. Extracting all those plans from the user population might be very time-consuming. 

It should be obvious from the example above that Pollack’s SPIRIT system, and also, in fact, many other similar plan recognition systems, are not geared specifically at utilising the potentials given by the specific situation of human-computer interaction. Instead, they try to imitate human-human dialogue. A fundamental assumption behind this goal is that people are involved in plan recognition when they talk to one another. Even if this is true, a lot of those inferences made by people are not brought to a conscious level. In conversations people just assume that the speaker is similar to themselves, i.e. will be acting rationally, not lie, etc. When we attempt to imitate this behaviour in a computer system, we might have to explicitly code all of those unconscious processes. As we hope to illustrate, plan recognition might do better if directed at solving the specific situation of human-computer interaction not using natural language, but using the prevailing direct-manipulation metaphor.

Adapting to the User’s Cognitive Abilities or Style

There are many studies which show that users’ personality traits are correlated with their ability to efficiently solve various tasks together with a system (Borgman, 1989.; Vicente and Williges, 1987, 1988; Egan, 1988; van der Veer, Tauber and Wærn, 1985; Benyon and Murray, 1993, Benyon et al. 1987; Streeter and Vitello, 1986). The differences between good and bad performers are sometimes as big as 50:1 (for programming), 10:1 (for information retrieval),  7:1 (for text editing), etc. (Egan, 1988; Borgman, 1989. For normal tasks we usually see a range of 2:1, i.e. the best performer does twice as well as the worst. This related to several aspects of performance like task completion time, number of errors, quality of the work, etc.

Some of these individual differences are resistant to training, which would indicate that we would do good in designing systems that could accommodate for these differences. So far, only in a few cases have these studies lead on to an actual design and implementation of a system that actively will adapt to these differences.

There is a broad spectrum of user characteristics that may be relevant to how well a user will perform. The following have been discussed in the literature:

•
cognitive abilities: verbal ability, spatial ability, mathematical-logical ability, etc. (Benyon and Murray, 1993; Egan, 1988; Vicente and Williges, 1987, 1988)

•
cognitive style: impulsivity / reflectivity, field independence / field dependency, etc. (van der Veer, Tauber and Wærn, 1985, Egan, 1988)

•
personality traits: introversion / extroversion (van der Veer, Tauber and Wærn, 1985), convergers / divergers / assimilators / accommodators (Borgman, 1989)

•
academic orientation: studies in mathematics and science versus studies in the humanities (Borgman, 1989)

Let us limit this overview to discuss such studies that have shown a relation between individual differences and information retrieval applications similar to the PUSH application. Borgman (1989), provides an overview of such characteristics that have shown to be related to information retrieval. In most studies, we find that the user’s previous experience of computers or information retrieval systems, etc., is among the most important factors influencing user performance (Elkerton and Williges, 1984; Benyon and Murray, 1993). 

Egan identifies a cluster of factors that he names technical aptitude that is correlated with search behaviour, (1988). Technical aptitude includes spatial and reasoning abilities and background (like coursework in mathematics and science). For example, Benyon, Murray and Milan, (1987), found that a combination of spatial ability and previous experience could be related to users’ ability to make use of an interface to a database system. 

Other factors mentioned by Borgman are age, sex and personality. Increasing age can be correlated with the number of errors in information retrieval tasks (Borgman citing Greene et al. 1986). Sex is not related when experience and coursework are controlled, but since more males enter math and science education, they tend to have higher technical aptitude. (Whether technical aptitude comes before choice of academic orientation is not clear). Finally, Borgman shows that personality traits account for a large proportion of the choice of academic orientation which in turn is related to technical aptitude.

So, in summary, there are large differences between individual users and their ability to search for information, and a number of individual characteristics can potentially explain these huge differences. As information retrieval systems cannot be such that they only direct themselves to an exclusive population (as pointed out by Egan, 1988), there might be reasons to make the system adapt to their users instead. 

As said above, there are few attempts at providing adaptations that are based on these individual characteristics. The most notable example of a system that can adapt to the cognitive characteristics of users is Benyon and Murray’s (1993) system. As it could be shown that a user with a low spatial ability performed much better with an interface which was menu-driven rather than command-driven, their system make a choice of which interface will be most useful to a particular user. The bases its estimate of the user’s spatial ability on an empirically verified correlation between the number of errors users did and their spatial ability.

An example of a system that tries to adapt to the user’s personal preferences is GRUNDY developed by Elaine Rich, (1979, 1983). In GRUNDY, the inferred personal preferences of a user guide a ”librarian” system in suggesting interesting books to readers. Through asking users to provide some words by which they would like to characterise themselves, GRUNDY activates one (or several) stereotypes. This means that from a few facts about the user, many other characteristics are assumed. For example, if the user is male and states that he is ”unconventional, open, direct, honest, Jewish, thoughtful…” etc., the system would active the MALE stereotype, the INTELLECTUAL stereotype, etc., and those stereotypes would in turn set several parameters corresponding to classifications made in the domain model. The domain model consists of classifications of books that are indexed by a set of scales like romance, fast-plot, etc. By matching the default preference values of the stereotype with attributes of the books in the database the system can choose a book. If the suggested book is rejected by the user, the system asks some questions about why it was rejected and uses that information to modify its assumptions about the present user and sometimes also the stereotype itself. 

A problem common to all systems that model cognitive characteristics is how to identify which factor will be best to model and best to adapt to. Before Benyon and colleagues implemented their system, they performed several well-controlled studies where various cognitive abilities were tested until the combination of experience and spatial ability could be singled out as correlated with performance. Clearly, more research is needed so that not all system builders have to make these extensive studies of users.

It might also be very difficult to infer the cognitive factors or personality traits from the interaction between system and user. The system by David Benyon and his colleagues is an interesting exception since they were able to find that users’ number of erroneous actions were correlated with their spatial ability. Unfortunately, we cannot always expect to be able to find such straightforward relationships, and obviously we cannot ask users what their spatial ability is, since they will not know how to answer such a question. 

Finally, while we can have a quite clear picture of what inferring the knowledge or goal of the user would contribute with in adapting an interface, adapting to cognitive factors is much more intricate. Elaine Rich’s system GRUNDY is nice in that it tries to learn over time and thereby change any faulty assumptions it’s developer may have had on the relation between personal preferences/stereotype and choice of books. Clearly, more studies are needed before we can see which adaptations to cognitive abilities and preferences that produce good solutions to the problems we are trying to tackle.

Classifying User Models

As we could see from all the examples above, user models are taken to mean many different things. Elaine Rich (1983) distinguishes three dimensions of user models:

•
explicit / implicit,

•
short-term / long-term,

•
individual / group.

When the user model is separate from the rest of the system, we talk about an explicit user model. When it is mingled with the knowledge base or hardwired into the functioning of the system, we talk about an implicit user model. Implicit models are harder to change when new information about the user is obtained, and therefore the explicit models have been put forth as the better alternative. In our examples above, we might classify KNOME, KN-AHS, GRUNDY and Benyon and Murray’s system as having explicit models, while Pollack’s system has an implicit model.

Long-term models will keep stable characteristics of the user, while short-term models will keep, for example, the user’s current goal. The SPIRIT system in an example of the latter, while Benyon and Murray’s system keep a long-term model. We may also differentiate between static models that stay the same during a whole session with a user, while dynamic models change throughout the session in response to the user’s actions. 

Generic (canonical) user models assume a homogenous user population, i.e. all users in the same generic class are treated the same. Individual user models on the other hand will try and model information that is specific to each user, as in e.g. Benyon and Murray’s system. Stereotypical user models are somewhere in between, but it is not clear exactly what is meant by a stereotype. According to Rich (1979) a stereotype is a cluster of characteristics that tend to be related to each other. If a stereotype is triggered by some action by the user, the whole stereotype will be activated even if the trigger only concerned one particular aspect in the stereotype. So, e.g., when the user enters the name ”John Doe”, the MALE stereotype will be activated, and it will cause the system to believe that the user is interested in books with a fast plot, violence and only little romance. When stereotypes of users’ knowledge are discussed, it is usually taken to mean that a number of concepts in the domain are grouped together and if a user somehow indicates knowledge of one of the concepts, it is assumed that s/he also knows the rest. In line with this definition, Judy Kay (1994) claims that any user model will always be a stereotype since we cannot have perfect knowledge of the individual user. The stereotype concept has also been used to denote modelling into fuzzy categories, as e.g. the user’s professional role (novice, beginner or expert), where there is a more or less strict relation between the category and how the system should adapt, and a more or less strict relation between users and categories. We think that it is important to differentiate between the situation where one trigger will cause the system to assume several different but related characteristics of the user, and the situation were one trigger will cause the system to set only one parameter. In the latter case, the system will make an adaptation to what is generally assumed to fit those users who are characterised by that parameter, but it is the adaptation that is stereotypical, not the modelling of the user. The modelling will still be individual if the possible values that the parameter can be set to is fine-grained enough to reflect differences between individual users.

To the above list of dimensions, Judy Kay adds whether the UM is visible to the user. Visible, or inspectable, user models are such that the user can inspect and sometimes alter the content of it (Kay, 1994).

User Model Acquisition and Representation

Acquisition – Obtaining the Model

The problems of acquiring the user model can be divided into problems of technical, implementational, nature and problems of how to acquire the model from the interaction with the user. The technical problems involve how to represent the model, how to maintain the model, how to update the model, etc. These problems have been discussed by researchers who design user modelling shells, e.g. (Kobsa et al., 1994; Sleeman, 1985; Kass, 1991). Also in the plan inference area much effort has gone into finding good knowledge representations and algorithms for inferring users’ plans and goal, e.g. (Wærn, 1996; Pollack, 1986, 1990; Bauer, 1994).

The other set of problems – how to obtain the model – is concerned with how the system can interact with users and get the right, most reliable information from them. As pointed out by Judy Kay, (1994), discussed above, a user model can never be anything but a guess. The problem for design of adaptive systems should therefore be directed at finding a balance between useful adaptations and reliable modelling techniques. There are also ways to avoid the problem with the unreliable user model: we can make the user model inspectable and allow the user to change it (Kay, 1994, Höök et al, 1996 in press). Still, even if we allow users to change the system’s model of them, it will require users’ co-operation and that they understand the user model and the consequences of changing it – a problem which may place us back into the first problem: that the model is not reliable. 

Another way to avoid the unreliability of the user model is by basing the user model acquisition on machine learning to mirror how a big user group uses or evaluates information or systems (Maes, 1994; Orwant, 1994). This approach avoids the problem of making the system infer user characteristics or preferences, since the user model is created indirectly by users themselves. This kind of modelling requires a quite large user population, or that users frequently use the system: otherwise there will be too little data for the machine learning component to learn from.

Another problem with user model acquisition pointed out by Yvonne Wærn and colleges, (1990), is that the interaction with users has to be very rich (using natural language and other interaction means), if we are going to be able to infer anything from their interactions. Given limited communication channels, very few inferences can be made. Annika Wærn (1996) also points out that the actions of users are frequently at a very low level compared to what the system wants to infer about them.

Acquisition – Technical Problems

Moving to the technical problems with user model acquisition, Kass, (1993), draws a line between systems that infer their knowledge about the user, implicit methods, and systems where the model has to be constructed by the system designer or through special user-system dialogues, explicit methods. 

Explicit methods include querying the user and classifying users according to some in-built user model or plan library. It might seem tempting to question why we cannot just ask the user what their preferences or knowledge is, but as pointed out already by Rich (1983) (citing, e.g. Nisbett and Wilson, 1977), people are not reliable sources of information about themselves. 

One example of a system that first queries the user and then provides an explanation is UMFE (Sleeman, 1985). His approach also shows that obtaining enough information about users through querying them, might require quite long question sessions. An example of such a dialogue:

What is the connection between CYPTOCOCCUS and INFECTIOUS-PROCESS?

In this context, do you understand the significance of MENINGITIS – Please type YES or NO: YES.

In this context, do you understand the significance of FUNGAL-MENINGITIS – Please type YES or NO: YES.

In this context, do you understand the significance of CYPTOCOCCUS – Please type YES or NO: YES.

UMFE returns the answer:

Infectious-process  Meningitis  Fungal-Meningitis  Cryptococcus

 (Sleeman, 1985)

Classifying users is done in stereotypical modelling systems as GRUNDY, (Rich 1979). GRUNDY asks the user to provide a list of attributes by which s/he would describe her/himself. From this list it classifies the user by a set of stereotypes. This is similar to some plan inference approaches that rely on the existence of an built-in plan library that users’ actions are matched against (Breuker, 1990).

Implicit acquisition methods have some clear advantages, such as not disturbing the interaction between user and system. But they are vulnerable in that the wrong inferences can be made, they are sometimes slow to build, and it can be hard for the user to correct them. Implicit methods include (according to Kass):

•
computing presuppositions,

•
computing entailments,

•
implicit plan inference (what we shall call keyhole plan inference).

Computing presuppositions means that not only the literal command or utterance by the user is considered, but also all the conditions that have to be fulfilled in order for the command or utterance to be valid. Below we see an example where the presuppositions of a query have to be understood in order to provide the user with a co-operative answer.

U: 
Which students got a grade of ”F” in CS200 in spring ’79?

S:
None, because CS200 was not taught in spring ’79.

(Kaplan, 1982)
In the example, the system infers that the user believes that the course CS200 was taught during spring 1979 – unless the user believed that this presupposition was fulfilled, s/he would not ask this particular question.

Computing entailments methods attempt to reason about users’ reasoning capabilities, and assuming that users know all or some of the logical consequences of their beliefs, (Kass, 1991). For example, if an agent knows that all men are moral, and that Socrates is a man, then the agent must know that Socrates is mortal.

Finally, implicit plan inference attempts to infer the user’s plans from the system’s domain knowledge and the user’s query. In this category we can place Pollack’s SPIRIT system. Annika säger att detta är fel - det ska vara Kautz i stället - KOLLA! Plan inference is different from computing presuppositions or entailments in that it attempts to infer users’ underlying intention and goal from their questions or interactions with the system. In Kaplan’s example above, inferring the user’s goal could have meant inferring the user’s intention to take the course CS200 in spring 1979 in order to take a degree in computer science or perhaps the user’s goal was to make statistics of courses in order to publish an article in the student newspaper on which courses are most easily passed. These examples of goals can of course not be inferred from this singular statement, but from an entire dialogue they might have been. 

Representation

As we have already indicated, a user model can be represented in many different ways, for example, as:

•
a plan library, as for example in Eurohelp (Breuker, 1990), 

•
a bug library, as for example in intelligent tutoring systems, (see Wenger, 1987),

•
a semantic network of the concepts in the network with the individual user’s knowledge as a subset of this network, as for example in KN-AHS
 (Kobsa et al., 1994) – the overlay model.

The choice of representation will depend on many factors: the application domain, the purpose of the adaptive system, the user population, the language for interaction between system and users, etc.

If the semantic network approach is taken, it is often assumed that users learn the domain concepts in some ”natural” pre-defined order which can be modelled by a set of rules (as in KN-AHS) or can be modelled as an overlay model that describes parts of the semantic network as novice knowledge and other parts as expert knowledge (as in KNOME).

If the bug library approach is taken, the domain of the adaptive system is usually a limited tool or theory which is studied in detail in order to detect and diagnose all the ”common” patterns of misunderstandings in the domain. If the domain or theory is a well-defined closed world, it is possible to detect such consistent misunderstandings that can be ”corrected” in the learner’s model of the theory. It is not clear how stable these misunderstandings are (Höök et al. 1990), and whether pointing them out to learners is the most efficient way to help learners alter their faulty model (Self, 1988). It might be that this is a natural part of the process of learning a new subject area, and that we need not point out (in a negative way) users’ misconceptions. Rather it may suffice to expose them to new problems and observe their learning as they move from faulty models to more and more correct models. Creating a system that exposes users to new problems until they get their model right, does not necessarily require such sophisticated modelling as a bug library.

Finally, the plan library approach has been criticised as being too difficult to implement for realistic applications. The number of possible plans in any reasonably complex domain will quickly grow to be very large. The problem here is in finding the right balance between implementing enough plans to create a useful system, but not so many plans that it becomes hard to develop the system and, perhaps even more important, maintain it. This in turn depends on what adaptation we want to achieve.

Control Over the Adaptations

Who is in control of the adaptivity is yet another important factor that will influence the design and contents of a user model. According to Malinowski et al., (1992), we can divide the control over the adaptivity into four different aspects: 

•
who takes the initiative to the adaptation? 

•
who proposes the changes that can be made?

•
who chooses among the proposals?

•
who executes the choice?

There are (in most systems) only two agents who can be in control: the user or the system. In figure b we see a classification scheme with four examples based on these four aspects. In one extreme, we have the adaptable systems: any system that allows the user to tailor the system, e.g. almost any window manager since it will allow the user to change the size and placement of windows. Systems which allow the user to define macros is another example of adaptable systems. In the other extreme we find the self-adaptive systems: it observes the communication, decides whether to adapt, generates and evaluates different variants and finally selects and executes one of them. The KNOME system is an example of such a system. It observes the user, decides to adapt, and affect the generation of explanations.

An example of a user-controlled self-adaptive system is the adaptive hypermedia system HYNECOSUM, (Vassileva, 1994, 1995). It infers characteristics of the user during a session with the system. Before the next session starts, it will ask the user if it is allowed to enter the inferred assumptions into the user model. The same strategy is used by Kozierok and Maes, (1993): their e-mail filtering agent will infer a rule that defines how to handle a particular category of mail, but before implementing it, the agent will ask the user whether is it OK to start using it.



Figure B. Classification scheme by (Malinowski et al. 1992).
When to Adapt

Another issue is when the system should adapt. Rouse, (1988), mentions adaptation off-line prior to operation, on-line in anticipation of changing demands, and on-line in response to changes. If the system adapts within-session, there are still many different ways by which it can adapt (Malinowski et al. 1992): continuous, at predefined junctures, after/before predefined functions, in special situations, or on the user’s request. Continuous adaptation stands the best chance to suit the user’s needs, but there are some risks:

· the system might change just at the moment that the user has understood it,

· the system keeps changing the whole time, never giving the user a chance to understand its behaviour,

· a hunting situation can arise where the system adapts, the user tries to change it back, the system adapts, etc., they never reach a steady configuration, (Edmonds, 1986).

Adaptation between sessions really requires that user characteristics modelled are long-term and persistent. It also requires that the adaptations made are relevant to long-term usage – the HYNECOSUM system mentioned above, (Vassileva, 1994, 1995), is an example of such a system. It models the user’s understanding of the domain over a longer period, and gradually allows the user to utilise all the functionality of the system. It also models very stable characteristics of users, such as their occupation (nurse, doctor, patient, etc.). 

 Summary of Dimensions of Adaptive Systems

In summary, also in figure c, we have discussed the following aspects of adaptive systems:

· their architecture, with a user model, a domain model and an interaction model.

· the content of the user model divided into:

· knowledge or beliefs,

· goals and plans, and 

· cognitive abilities, style, or personality traits.

· characteristics of the user model such as its temporal extent, granularity, and representation.

· the acquisition of the user model, explicit or implicit.

· characteristics of the adaptations that can be made, such as which kind of adaptation, who is control of the adaptation, and the timing of adaptations.

As we have discussed adaptive systems, we hope that it is clear to the reader that there are few characteristics of adaptive systems that single them out from any computer system. An adaptive element may be part of any system for any domain and it may affect any aspect of the system. Still, if the following characteristics are fulfilled, the system may definitely be classified as an adaptive system:

· the system contains explicitly coded information about the user or user groups and at run time this information is activated/triggered by some action of, or statement by, the user

· the system changes its interaction with the user in response to some assumption about the user.

This definition excludes adaptable systems, and to some extent, user-initiated adaptive systems. The behaviour that is characteristic of adaptive systems is that they are active.

Developing adaptive systems shares many of the problems of developing any computer system. In addition there are some specific problems to be dealt with, such as requiring a good analysis of the user population and their problems. We come back to methods for developing adaptive systems in section ‎0. There are also obvious risks with introducing adaptive systems. Unless carefully designed, they might introduce more problems than they solve. So, why should we bother to develop them? It is my firm belief that we should not develop adaptive systems unless there is a crucial problem that cannot be solved any other way. It must also be shown that adapting to the user will actually help in solving that particular problem. This is one of the cornerstones of this thesis – to develop a useful adaptive behaviour that actually solves a problem that is difficult to solve by other means, and that is relevant for a real-world problem. It is not obvious that some of the systems discussed above fulfil these criteria. As discussed in the introduction of this thesis, much of the research and development of adaptive systems has been driven by the vision that the computer system should be imitating a human counterpart. Furthermore, as most of the research has been done by artificial intelligence researchers, the emphasis has been fairly strong on the problems of extracting information about the user (Self, 1988) rather than figuring out how to use this information, i.e. which adaptations would render a usable system. The framework outlined here contributes to making us aware of the possibilities, and the various decisions that we have to make when designing an adaptive system.



Figure C. Aspects of adaptive systems.

Adaptive Hypermedia

Adaptive hypermedia is a new direction of research within the area of user-adaptive systems
. The earliest systems date back to 1990 (Böcker at al., 1990), but most systems have been developed and described during the last three years (1993-1996). Some adaptive hypermedia systems are devoted to the tutoring situation, e.g. (Brusilovsky and Pesin, 1994). Some utilise limited variants of plan inference, e.g. our system, POP. Most use some form of simplistic explanation generation, e.g. (Kobsa et al., 1994; Kay and Kummerfeld, 1995). To some extent, these adaptive hypermedia systems take some first steps toward being personal, adaptive and multi-modal agents, although this is debatable and depends on which definition of agent and multi-modality is used. 

In a special issue of Journal of User-Modelling and User-Adapted Interaction devoted to adaptive hypermedia (1996, in press), Peter Brusilovsky has written a survey of methods and techniques for adaptive hypermedia. As he points out, hypermedia has gained ground during the last few years as a tool for user-driven access to information. In particular, the widespread use of WWW (which is hypertext based) has set a de facto standard for documentation of various kinds, and lately even allowed for more interactive systems (Rice et al., 1995). 

Adaptive hypermedia marries the passive hypermedia information model with means to make systems actively adapt to the user. The systems implemented so far occupy a middle ground between user-controlled and system-controlled information retrieval.

The basic hypermedia model is quite simple. From a user perspective, all one has to do is to move between ”pages” of information by following ”links”. Usually, the pages of information consist of text and some ready-made pictures. Following a link is done by clicking on a hotword or clicking on a hotspot in some graphics. The result of the action is (usually) a move to another page of information.

According to Brusilovsky, adaptive hypermedia is useful when the system is expected to be used by people with different goals and knowledge, and where the hyperspace is reasonably big. Users with different goals and knowledge may be interested in different pieces of information and may use different links for navigation. If the information space is large, an adaptive hypermedia system can help the user to search for and filter out the information most relevant to his or her needs, thereby limit the hyperspace. ”Lost in hyperspace”, (Conklin, 1987), has become a standard expression for what happens when the hyperspace is so large that it becomes hard to keep a model in the head of where in the structure the user is at. 

As with any adaptive system, adaptive hypermedia systems may adapt their presentation of information and affect navigation based on various characteristics of the user. The user’s knowledge, for example, is used as a basis for educational hypermedia (Brusilovsky and Pesin, 1994, Kay and Kummerfeld, 1995). In these systems the hypermedia tool supports student-driven acquisition of the learning material. The student model helps limiting the information space and aids (in particular the novice) in navigating through the material.

The user’s familiarity with the structure of the hyperspace is another factor that can help us limit the search for information. Sometimes the user can be knowledgeable in the subject area, but not familiar with the structure of the hyperspace, or vice versa; quite familiar with the structure but not with the content. Vassileva (1994) uses this distinction in her adaptive navigation techniques. Vassileva also uses the role of the user (patient, nurse or doctor) for limiting what the user is allowed to see and alter in the information space. 

The user’s goal or task is mostly used to support navigation between nodes in the hypermedia structure (Vassileva, 1994, 1995; Kaplan et al. 1993), but can also be used to decide what to show within a node. 

As far as we know, there are no adaptive hypermedia systems that attempt to adapt to users’ cognitive abilities, style or personality traits. This might potentially be a fruitful direction to explore since there are strong connections between cognitive abilities and ability to make use of hypermedia systems.

Even if WWW is what comes first to mind when we talk about hypermedia, we should remember that hypermedia can be used in several other contexts, like for example documentation of tools such as word processors. This means that the adaptive system can also observe the actions the user performs in the tool to which it is connected, and not only the actions in the hypermedia system. Given the information about the user’s actions at the tool might provide a richer context to base adaptations on.

Basically, there are two features of the hypermedia which can be affected by the adaptivity: the content of a page and the navigation between nodes. These are discussed in detail below.

Content Adaptivity

Since a hypermedia system can be used by many different users with varying background knowledge, goals and needs, some of them are bound to introduce comprehension problems. Several adaptive hypermedia systems are therefore directed at attempting to provide the right level of information, and the most relevant information, (Kobsa et al., 1994; Boyle and Encarnacion, 1993; Vassileva, 1994, 1995). 

Based on Brusilovsky’s survey we can distinguish five methods for content adaptation:

Additional explanations 

In addition to some basic presentation, a category of users can get additional information that is specially prepared for this category and that will not be shown to users of other categories.

Explanation variants 

In addition to the choice of what information to present, we can add the possibility of having several different variants of the same information content. The system can then choose among these based on the user’s knowledge of the subject. This is based on similar ideas as presented by Paris (1988) (see section ‎0).

Prerequisite explanations and comparative explanations
Both prerequisite explanations and comparative explanations change the information presented about a concept depending on the user’s knowledge of other, related concepts. If some concepts must be known to the user before a certain concept is explained, those prerequisite concepts can be asserted into the explanation (Fischer et al. 1990, Kay and Kummerfeld 1994b). A comparative explanation uses similarities between concepts to explain one by contrasting it with the another (presumably) known by the user.

Sorting
Sorting means that the information pieces about a concept that are most relevant to a particular user are placed in front.

Navigation Adaptivity

As pointed out, navigation in hypermedia can be very difficult when there are many nodes and much information in each node. Adapting to users in order to help them to navigate efficiently is of crucial importance. There are several different ways in which navigation can be effected. We need to differentiate between different kinds of links that can be available from a page. Basically, we can see three different kinds of links:

•
contextual links: hotwords in the text / hotspots in the graphics that are placed in their context and can only be understood as part of that context.

•
index and content page links
: pages that consist only of links to other pages, and are in-dependent of the local context, but compiled from a larger hyperspace.

•
structural links: buttons and links such as ”back”, ”up”, etc.

In order to improve navigation we can manipulate these links in various ways. Brusilovsky identifies four different adaptive techniques.

Direct guidance
In direct guidance the system decides which is the next ”best” node for the user to visit according to the user’s goal. This can be done on all kinds of links, but provides very limited support: the user can choose to follow the advice, or else no help will be available. Still, for novices who need a ”guided tour” through the hyperspace, this might be relevant.

Adaptive ordering
In adaptive ordering we sort all the links on a particular page according to the user model – the closer to the top of the list, the more relevant. This is mostly relevant to the index and content page links or the non-contextual links. Users might have information needs that can only be satisfied through searching several information nodes in the hyperspace. Their browsing can be supported by the system (Kaplan et al., 1993; Mathé and Chen, 1994). The system can suggest which links to follow, or sort the links by their relevance to users’ goals or knowledge.

Hiding
Hiding means that we hide or restrict the navigation space by removing links to non-relevant pages. The main advantage is that we do not overload users with action alternatives. The problem with this is that users might get a faulty picture of the information space as they are only allowed to view certain parts of it. Whether to apply hiding depends on the domain: hiding might be very useful in educational hypermedia.

Adaptive annotation
Adaptive annotation means that we augment the links with some form of comments which can tell users more about the current state of the nodes behind the annotated links (text or visual cues). A simple example is used in the WWW browser Netscape where visited and non-visited links have different colours. An advanced variant is to provide different annotations depending on users’ knowledge or goals.

 Examples of Adaptive Hypermedia Systems

As we can see from this discussion, adaptive hypermedia inherits most of the problems and possibilities that adaptive systems in general provide us with. We need to find out how we want the system’s interactions with the user to change and be adaptive, some user characteristics which we know influence the aspects of the system that we want to improve, and we must find computationally feasible techniques which realise the desired adaptive behaviour. What is different in hypermedia is the limited communication channel with the user and that hypermedia spaces have a tendency to grow to be very large. In particular, as users perceive the information space as a landscape of nodes with links connecting the nodes, the navigational problems are of crucial importance.

Let us provide some examples of adaptive hypermedia systems which illustrate some of the different content and navigation adaptations outlined above. First, the KN-AHS, (Kobsa et al., 1994), system described in section ‎0, is an example of a system that will adapt the content of a page to the user’s knowledge of the domain. KN-AHS does so through either providing more background information to a specific concept introduced in the text (for novices) or by providing more details of concept (for experts), i.e. in terms of the classification above, KN-AHS will be providing additional explanations and prerequisite explanations. KN-AHS does so through a stretchtext technique. Stretchtext enables the user or system to close or open parts of the text, like words, sentences, definitions, or paragraphs. A very similar approach was taken in MetaDoc (Boyle and Encarnacion, 1993). A useful aspect of stretchtext is that the user can always override the adaptation made by the system through clicking on a hotword to expand or collapse an explanation of the word (stretch the text).

Examples of adaptive hypermedia systems affecting navigation are HYNECOSUM, (Vassileva 1994, 1995), and HYPERFLEX, (Kaplan et al., 1993). In HYPERFLEX all pieces of information (nodes) in a hyperspace are related by weighted links. The stronger a weight is, the more relevant are the two information pieces to one another. The weights can be adjusted to the user’s behaviour or to preferences of a whole group of users. This is done through machine learning: based on user feedback the system is able to adjust the weights on the links. HYPERFLEX will provide the user with a list of nodes, ordered according to decreasing relevance to the (by the user) chosen topic and goal. The user can then move a particular node in this list up or down, thereby increasing or decreasing its importance to the chosen goal. Users are also allowed to add new goals and gradually define their relations to the topics (nodes) in the database. In terms of Brusilovsky’s categories (above) HYPERFLEX can be categorised as an adaptive ordering system.

The HYNECOSUM system and its model of users is a bit more complex than the previous examples. This is probably due to the fact that Vassileva is tackling a real-world problem. Vassileva worked together with a hospital in Münich that wanted to put all their information (such as patient journals, administration, etc.) into one big system. The information in this database cannot be static: new patients are admitted, new fever curves are entered, etc. The problem that had to be tackled was that different categories of users, like doctors, nurses, patients, are not interested in the same information and even not allowed to see the same information. In particular, they are not all allowed to update all the information. Also, within each occupation category, users will have different levels of experience of the system, and will therefore need guidance in order to find the relevant information or form to be filled. When this was done via paper-and-pencil, users would search for the form with the right physical appearance. A relational database interface previously used had therefore failed to meet the requirements as it did not display the physical appearance of the forms.

Vassileva tackled these problems through restructuring the information in a hypermedia structure where the forms were used as nodes. At the top of the information space, she placed a hierarchical task structure. She then associated the tasks with different occupation categories: so doctors will be entering diagnoses of diseases, while nurses may enter measurements of the patients’ temperature. A particular person would thereby not be allowed to change a certain piece of information – they would only see certain tasks from the task hierarchy. She also inferred the user’s assumed knowledge of the information space and the tasks so that an inexperienced user would only be allowed to navigate in certain restricted ways among the tasks. A more experienced user is on the other hand allowed to enter search commands that will make it possible to ‘jump’ to a particular piece of information or form. In this way, HYNECOSUM restricts the navigational possibilities. HYNECOSUM will also affect the information presentation by providing different presentations depending on who the user is. So, according to Brusilovsky’s categories, HYNECOSUM affects navigation by hiding and content through explanation variants. It should be observed that HYNECOSUM will not infer users’ tasks from their interaction with the system – that is, as we shall see, one of the main differences to our system.

Classifying POP

Even if we have not discussed the POP system in detail yet, it might be beneficial for the reader to see how POP can classified in terms of the framework outlined in this chapter.

POP’s User Model

POP infers users’ information-seeking task from their interaction with the system. We have a similar view on tasks as Vassileva has in the system HYNECOSUM, (1994, 1995). We shall motivate how adapting to the task will subsume both adapting to users’ knowledge and occupational category. 

When discussing different kinds of user models, we also discussed models of users’ cognitive abilities and personality traits. As our system is a hypermedia system, we suspected that cognitive ability would be related to their ability to search for and find information. We did find that there was a correlation between spatial ability and ability to navigate in hypermedia, but we choose not to adapt to users’ spatial ability for reasons we shall discuss later on. Our results did verify that cognitive characteristics might be very useful in predicting individual user’s ability to efficiently make use of the POP system.

Our user model is explicit, short term and individual. The reason why the model is individual is that we only model one aspect of the user, their information-seeking task. The different tasks will activate different sets of stereotypical answers that the system believes to be fitted with the inferred task, but, as discussed above, we regard this to be an example of a stereotypical answer, not a stereotypical user model.
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Figure D. Classification of POP marked in bold.

The way we infer users’ tasks, is by continuously monitoring them and making assumptions on which task users are currently attempting. To do this we use a form of local plan recognition (Wærn, 1996) which will be explained later on. As said in the introduction we are concerned with finding a combined user- and system controlled adaptivity. We therefore provide different means for users to override the assumptions made by the system. In terms of Kühme et al.’s control classification, POP can be described as a combination of the two figures in figure d, i.e. on the one hand users can always change any adaptations made by the system (B), but the adaptive system will also continuously try to infer the information searching task (A). When the user wants to change the assumed task, the system presents the alternative tasks in a menu, which is why the system proposes the possible adaptations. 

There is no proper, separable, domain model in POP. We structured the domain concepts into an object-oriented knowledge representation, and the user model is inherited into each object and directly referring to the various pieces of information deemed relevant to users’ tasks. The domain model is therefore part of the overall structure of the database. 

In the POP system, we have a very simplistic model of the dialogue with the user. All we keep track of is some simple aspects of the dialogue history. We have therefore not implemented any proper discourse model.




(A)
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Figure E. Classification of POP according to aspects of control.
Finally, concerning the timing of the adaptations, POP will in the current implementation adapt after each action of the user. In the version which was evaluated in the final comparative study, the system would only adapt when the user was moving from one page to another. We shall come back to the reasons for changing this behaviour later on.

POP Is an Adaptive Hypermedia System

According to the adaptive hypermedia classification above, POP can be characterised as affecting the content of a page through a combination of additional explanations and explanation variants. We achieve this through a powerful stretchtext-technique which will hide or open quite large chunks of hypertext. In this respect our approach is different from the kind of stretchtext employed in both MetaDoc, (Boyle and Encarnacion, 1993), and in KN-AHS, (Kobsa et al., 1994).

The adaptivity in POP only affects the navigation through the hyperspace in a minor sense. POP can order the links available in the hotlists according to their relevance to the information seeking task.

Knowledge Acquisition

The target domain of the POP system is a software development method, named SDP. In order to decide whether and how to create an adaptive help system that was fitted to SDP users’ needs, we had to study them and their potential problems. Our problem was similar to that of knowledge acquisition for knowledge-based systems, which is why we were inspired by a method for system development named Cognitive Task Analysis (CTA)  (Roth and Woods, 1989). The CTA method is divided into two parts: first assess the total problem situation, and then perform a focused task analysis directed at the most prominent problems identified in the first phase. So, we first tried to understand the problem area, focusing on the types of tasks that users typically were involved in when addressing the manual. This was done to avoid ending up with a solution that would only solve an example scenario, but not capture the users’ real needs. The first part was realised by a set of informal interviews. In the second phase, the actual task analysis and collection of a corpus of questions was done. 

The task analysis did first and foremost result in a task hierarchy which described users’ tasks with respect to their information needs. It also gave us the basis for deciding which queries and which answers would be best fitted to meet users’ needs. But, the task analysis also revealed some interesting differences between users that we wanted to study further. One difference was in how well the users perceived that they could navigate by the graphs in the available on-line manual. Some users wanted to avoid the graphs and others liked them. The other interesting difference between users was their understanding of fundamental building blocks in the SDP method. These two aspects of users, their ability to navigate and their background knowledge, caused us to do two focused studies on these particular aspects.

There exists few other studies of object-oriented methods (Detienne and Rist, 1995), none focused on users’ needs for documentation support. Instead, they focus on how well, for example, novices and experts are able to apply a particular method, or transfer effects when moving from procedural design approaches to object-oriented approaches.

When designing help systems, as pointed out in (Breuker, 1990) it is quite common to discover that many problems could be overcome through redesigning the target system, or in this case, the SDP method. Some of these problems we discovered with SDP originated from the SDP process itself, others from a mismatch between the process and the organisation in which it was applied. These findings have proved useful in the subsequent development of SDP-TA, but they lie outside the scope of the help system – the help system is supposed to give help on the method as it is, not compensate for it. 

It should also be noted that whatever method or tool that is put under such close scrutiny as done in the studies described in here, would reveal bugs and mistakes made in the design. The finding in our studies should not be taken as evidence that SDP is a bad method. SDP tackles a truly hard problem: how to design large software applications. There are no simple short cuts to good quality of such software. Still, the SDP method is complex and difficult to get a quick and intuitive grip of and this, of course, affected how well engineers at Ellemtel were able to make use of it.

We start by providing the necessary background of the target domain, SDP, and the PUSH project in section ‎0. We discuss knowledge acquisition methods and our reasons for choosing CTA in section ‎0. Then, go through four of the studies done in PUSH during the knowledge acquisition phase: the initial interviews, section ‎0, the task analysis, section ‎0, the study on the relation between cognitive abilities and navigation in hypermedia, section ‎0, and the study on the differences between novice and expert users of SDP in section ‎0. Finally, we summarise the design demands imposed by these four studies in section ‎0.

Target Domain and Project

The PUSH project was aimed at identifying problems of the targeted user group at the former Ellemtel Utvecklings AB and then design and implement an adaptive help system. The project is further described below. The target domain of the PUSH project is a software (and to some extent hardware) development method, SDP (System Development Process), aimed at aiding telecommunication software engineers to structure their software development work and support project co-ordination. The kind of systems developed using SDP are large telecommunication software systems with typically thousands of lines of code. The software is produced by several project groups, sometimes spread geographically within Stockholm, Sweden or even internationally. The SDP method covers the whole software development cycle, all the way from specification to software maintenance. Given these circumstances, the method and its documentation has grown to be very large in order to cover not only the whole software development cycle, but also several different application scenarios.

The Target Domain: SDP

SDP was developed by the former Ellemtel Utvecklings AB. It is an object-oriented method partly based on the method Objectory XE  "Objectory"  developed by Ivar Jacobsson and his colleagues, (Jacobsson et al., 1992). The main ideas behind SDP are:

· to provide support for object-oriented analysis, design and implementation of large software applications,

· to structure not only the software but also the documentation (including specifications, design history, testing, etc.) in an object-oriented fashion,

· to structure also the method itself in an object-oriented fashion,

· to support reuse of everything such as documentation, specifications, software, etc.,

· to allow for a risk-driven approach to the design and realisation of applications,

· to ensure traceability from system requirements to their realisation,

· to base the analysis of the requirements and, later on, the testing on example usage cases,

· to allow for concurrent development of different parts of the target application,

· to support a life-cycle view of applications.

The SDP method consists of processes which specifies the work to be done by project members during the different project phases, and object types that, when instantiated, will contain specifications, code, documentation, etc. produced as a result of the method. 

Processes are related in a hierarchical fashion where attributes of the processes are inherited down the hierarchy. Within one level, the processes are organised both by a temporal order reflecting the order in which activities in a project should happen, and also by a dependency order where certain object types are produced in one process and then used as input to another process. In POP we have studied one particular variant of SDP, named SDP-TA (Telecommunication Applications), that contains about 12 main processes organised into three big super-processes: the usage case definition process (FSAD), the design phase
 process (subD), and the implementation phase process (SUD). Each of these three phases also includes testing and verification against design requirements. At the lowest level, each of the 12 processes consists of 6 – 12 activities each.

The object types (or object classes) are organised in a hierarchical structure, and they inherit attributes down that hierarchy. The main separation of the object types are into two categories: SPI and STI object types. SPI object types contain models of the software, while STI object types constitute the structure of the software. The object types are related to one another in various ways: one object type can be contained in another object type, they can have an acquaintance relationship which means that they know of the existence of one another, etc. So there is one vertical, hierarchical structure, and one horizontal structure of relations between object types.

Each object type will, when instantiated as a particular object, typically consist of a piece of specification, a piece of implementation, a piece of documentation, a piece of project log (with information on who changed the object last and what happened), a piece of information on the testing of the software, etc. These pieces are named IEs (Information Elements). They are supposed to be the ”atomic” units of information that cannot be further divided into smaller units. The IEs were supposed to be used dynamically so that several different documents with different contents depending upon their intended usage could be generated automatically through combining IEs in various ways. In SDP-TA, there are approximately 80 different object types, and each such object type typically consists of 6 – 12 IEs.

Working with SDP means following the process instructions, and thereby creating one or several instantiations (objects) of the object types. A large software application might generate thousands of objects.

In summary, SDP consists of processes that are in various ways related to other processes, and object types that are related to other object types, and to the processes. The whole structure is very complex, and cannot be depicted in one simple graph. The documentation that existed when we started to study SDP utilised several different views of how processes and object types are related. For example, one view would show the temporal order by which activities within a process are performed, which object types are produced as output and where they are used as input, etc. For each process there were six different views, for each object type there were a couple of views, and in addition there were several global overviews of both processes and object types, serving as maps to the information structure.
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Figure F. The structure of the existing on-line manual.
Apart from the graphical presentations of object types and processes, each object type and each process was also documented by a textual description, typically consisting of 6 – 20 pages each. 

The available on-line manual was organised in a hypermedia tool and implemented in FrameMaker™. A user had no other means of finding a particular textual document, than through clicking in several graphs until the document was reached. A schematic picture of the information organisation of the on-line manual can be found in figure f. The process structure and the object type hierarchy graphs function as maps to the two main structures in the domain: the process structure and the object type structure. From the process structure graph it is possible to reach graphical descriptions (or views) of each process, the process graphs. From the process graphs in turn, textual descriptions of the processes can be reached. From the object type hierarchy the object type graphs can be reached, and from those the textual descriptions of each object type can be reached.

In order to get to a textual description of a process or object type, it is necessary to navigate via a set of graphs until the bottom of the hierarchy is reached – only there a textual description will be found. 

It should be observed that the structure of the SDP domain only partly overlaps with the information organisation used to organise the database in the FrameMaker on-line manual. This means that users shall have to learn (at least) two structures, both the FrameMaker on-line manual information organisation and the structure of SDP. Since different views are more or less important depending on whether the user is trying to learn the temporal order of activities, the logical structure of object types and their relations, or the connection between activities and object types, etc., the user must in fact learn a whole set of structures.

In addition to the descriptions of processes and object types, the SDP on-line manual also offers general documents that describe the underlying principles of SDP, the principles of reuse, a word list, etc
. In total, SDP-TA is documented by approximately 500 documents, where each document consists of 5 – 20 pages of text and pictures. 

The reason that the PUSH project studied how to create a new information organisation of the database and create a new on-line manual, was that users of SDP had expressed having problems with the existing on-line manual. The developers of SDP wanted to get a better grip on exactly what it was that users experienced problems with in order to improve both the manual and the method itself. 

 The PUSH Project

The design of the POP system builds upon the research and experiences made in the PUSH (Plan- and User Sensitive Help) project. The goal was to find adaptive techniques that would be acceptable to users, and so the whole project centred around empirical studies of users, and building prototypes fitted to users’ needs. In figure g we see a historical overview of the project.

PUSH started in September 1993, and was designed to run for three years. It was a co-operation project between researchers at SICS, the department of Computer and Systems sciences at Stockholm University / KTH, the department of Computer Science at Linköping University, and developers of SDP at the former Ellemtel Utvecklings AB. The first year was devoted to acquiring an understanding of the central issues for adaptive help in the domain, acquisition of help questions and answers, design of the knowledge representation, and the fundamentals of the presentation generation. We designed and implemented a first demonstrational prototype for a knowledge-based information system, implemented in SICStus Prolog and SICStus Objects (SICStus Prolog User’s Manual).



Figure G. The history of the PUSH project.
During the second year, we performed several more focused studies: a task analysis, a study on the relation between cognitive abilities and ability to navigate in hypermedia, and finally, a study on novices’ and experts’ understanding of SDP concepts and principles.

We also performed a small evaluation of the first prototype. Users were positive to the prototype and some interesting viewpoints came up during study.

Furthermore, during the second year we continued the work on designing and implementing our ideas. A second prototype was developed.

During the last year of PUSH we finalised the prototype system and performed a couple of ”bootstrapping” studies and a comparative study of the acceptance of the adaptive system. Our aim was to study whether users felt in control of the system, if they could understand the inner workings of it at some level (transparency) and whether they could predict its behaviour. In order to perform the studies, our prototype was further developed – in particular we designed and implemented a WWW interface using the WWW browser Netscape and the language Java. We also investigated the possibility of using machine learning as a complement to the plan inference approach, (Rudström, 1996).

Finally, we also attempted to provide a natural language interface to the prototype, but as it was not completely implemented when we evaluated POP it will not be described in any detail in this thesis.

Methods for Analysing Users’ Needs

When we started to analyse users’ needs in PUSH, we wanted to base our analysis on some existing method for knowledge acquisition. Such a method should not and cannot be a strict, formal, step-by-step description of exactly how to develop an adaptive system. As with any kind of design, there is an element of creativity involved that is hard to formalise – in particular this is true for the first few stages of a design phase. The designer should at this point have an open mind for the whole situation in which the adaptive parts of the system might be one element. 

Furthermore, methodology for domain analysis from the adaptive system perspective remains largely a field in its infancy, (Benyon, 1993). Researchers in adaptive systems often make claims about user needs that have very little to do with what will actually be of real use to users in practice. For instance, a common claim is that explanations must avoid concepts unfamiliar to the user reading the text, or that the novice should be provided with less details (Kobsa et al., 1994). This may be true in some cases, but not in the general case: for instance, if the user is attempting to learn more about a particular issue, the contrary might just as well be true (Höök, 1995). A proper analysis of users, their tasks and needs, is therefore a necessary part of any development of an adaptive system.

Benyon (1993) discusses five analysis phases that need to be considered when designing adaptive systems:

· functional analysis aims to establish the main functions of the system.

· data analysis is concerned with understanding and representing the meaning and structure of data in the application. Data analysis and functional capabilities go hand in hand to describe the information processing capabilities of the system. 

· task knowledge analysis focuses on the cognitive characteristics required of users by the system, e.g. the search strategy required, cognitive loading, the assumed mental model, etc. This analysis is device dependent and hence requires some design to have been completed before it can be undertaken.

· user analysis determines the scope of the user population which the system is to respond to. It is concerned with obtaining attributes of users which are relevant to the application such as the required intellectual ability, cognitive processing ability, and prerequisite knowledge required. The anticipated user population will be analysed and categorised according to aspects of the application derived from task, functional, data and environment analysis.

· environment analysis covers the environment within which the system is to operate. This includes physical aspects of the environment and ‘softer’ features such as the amount and type of user support that is required.

As pointed out by Benyon, there are few attempts at providing methods for user- and environment analysis. In our work, we are not going to discuss environment analysis further even if this clearly came into our studies. What became one crucial step in our analysis, was the task analysis. By extending it to also include gathering information about user characteristics, it fulfilled our needs for analysing both users and their tasks. 

Task analysis is used as a means to get at the tasks users have in a particular problem scenario, and as such it can be used as the basis for what kind of functionality a system should possess in order to aid users. It is used as a means to get past the surface of interface design, and study the match between the organisation of the system’s interaction with users, and the tasks users are attempting to solve together with the system. There are several different task analysis methods, for example, the Hierarchical Task Analysis (HTA) (Shepherd, 1989). HTA is an iterative process where we identify user goals, organise them, break them into subgoals, check accuracy, and then go on to applying the same procedure with the subgoals. One problem is knowing when to stop this iterative process. A good criterion is to stop when we arrive at single actions that can be executed at the interface (Shepherd, 1989):

”If we are looking to discover how people interact with a system, such as in the design of displays or the development of user manuals, we need to continue redescription until we are describing goals that can be achieved with interfacing responses, i.e. operations that will directly change the state of the system.”

A problem with task analysis in general, is called the ”paradox of change” (Downs et al. 1988): 

”Current practice in a task analysis is frequently tied to the existing technology employed in the task and it is therefore difficult to produce a creative, novel solution to system design based on such methods.”

So, in order to apply task analysis, there must be a tool that is used by a user population that we can study, which is not always the case. If there is, another drawback is that the analysis can become affected by this previous organisation of work, or by the tools used. Task analysis must therefore be applied with care to make sure that the tasks identified are the optimal ones even if the work is re-organised and new, creative, solutions and tools are introduced. 

Our project was fortunate in that SDP was already well-documented in the available on-line FrameMaker manual. We could therefore study users’ needs for information and how well those needs were met by the existing manual. On the other hand, our users were very busy completing their projects and were sometimes reluctant to share their time with us – a common problem to most projects which require time from the experts and users in the target domain.

Another source of inspiration as to how we would approach the user- and task analysis in PUSH, was the knowledge acquisition methods employed in the area of knowledge-based systems. Acquiring knowledge about users in order to build an intelligent help system like ours is similar to, but distinct from the problem of gathering knowledge for knowledge-based systems. When developing knowledge-based systems, the focus is on the domain expert and the problem of how to ‘extract’ the expert’s knowledge, whereas when we design an adaptive help system, we must focus on users and their needs.

When PUSH was started there existed no off-the-shelf methods for task- and user analysis aimed at adaptive systems. Our first exploratory study was instead inspired by the cognitive task analysis method (Roth and Woods, 1989) used for the development of knowledge-based systems. As we describe below, our interpretation of the cognitive task analysis method was therefore quite liberal.

Let us first discuss what problems CTA aims at solving and then provide a short introduction to CTA. We then compare its aims to the demands we have on a method for designing adaptive systems and describe the approach taken in PUSH.

Cognitive Task Analysis – the Problem

CTA was developed as a reaction against the iterative refinement process that was the most prominent method for development of knowledge-based systems. The iterative refinement process starts out from a few example problems as defined by some expert in the field. It analyses how the expert solves those, quickly attempts to implement a prototype which is tested with new cases and shown to the experts. This provokes another round of refinement of the prototype to cover more example problems. The goal is to end up with a system that covers all the possible problems. 

Apart from the obvious problem that the iterative process will take quite some time, Roth and Woods point to the danger of it causing the designer of the knowledge-based system to make faulty decisions too early on in the development. If the identification of the most prominent problems to solve, the system design, the knowledge representation and other design decision are made based on a few examples given by the expert initially, the solution might not scale up to the whole problem scenario.

Roth and Woods also point at the fact that the expert’s problem solving behaviour might not be optimal. It might be the case that there is a lack of information, which causes the expert to behave in a certain manner. Given a better basis for making decisions, the expert might perform much better. So, in some cases, the underlying system / environment / information source must be changed first, before it is possible to find the optimal problem solving process in the domain.

Roth and Woods also criticise an assumption often made by designers of knowledge-based systems, namely that the human agent is not co-operating with the system in solving problems. Instead, the system asks for some input, and then the system comes back with a solution and some justification for that particular solution. As always, intelligent systems will only have limited knowledge, and will not be able to solve all problems. Unless the system and user share the burden of identifying the problem, going through the problem solution steps, and arrive at the solution, the user will be unable to judge whether the advice given by the system is correct or not.

In order to make the user into a participator in the process, we cannot only study experts’ problem solving behaviour. Instead, we must help the designer to get to know how users in general solve problems, which misconceptions they have, etc., in order to know how to meet all users with relevant support. 

Clearly, adaptive systems share most of the above outlined problems, even if the emphasis is not on the expert problem solver, but on the novice.

Cognitive Task Analysis – the Method

Roth and Woods propose a remedy to the problems with the design of knowledge-based systems by dividing the analysis into two steps. The first, the problem formulation stage, is aimed at assessing the whole problem situation. During this stage the cognitive engineer is attempting to define what makes the domain problem hard, what errors domain practitioners typically make and how an intelligent machine can be used to reduce or mitigate those errors or performance bottlenecks. 

The result of this stage will be an assessment of the dimensions of task complexity and the cognitive demands imposed. Roth and Woods propose that the output of this analysis should be two models, a competence model and a performance model. The first is a model of the requirements for competent performance in the domain. The performance model describes how practitioners actually will go about the tasks in the domain. The difference between the two is that the first will only describe the demands that are imposed by the task, while the second will add how practitioners actually go about solving the task, and their errors and misconceptions in doing so. 

After having performed these two kinds of analysis, the system designer is ready to make an outline of how the intelligent system should function. At this point, we come to the second phase in constructing an intelligent system – the knowledge encoding stage. It is during this stage that issues of how to efficiently elicit specific information from domain experts and encode it in a specific computational formalism become relevant. This part of the analysis is not as relevant to the issues studied in PUSH since our system was not going to be a knowledge-based system – still we needed to get the SDP developers to provide us with relevant information on the method in the form needed by our users. That problem turned out to be very similar to the knowledge encoding stage as described by Roth and Woods.

User and Task Analysis

Even if CTA was specifically aimed at the design of knowledge-based systems, we found that the same basic view on system design could be used in PUSH. The main difference was the need for a better focus on user analysis. Roth and Woods mention the need to study both good and bad practitioners in order to see how users in reality will go about solving problems, but no methods are provided for analysing what differs between individual users, and whether the system should monitor and adapt to any of those aspects.

Another difference was the requirement on co-operation between system and user, where Roth and Woods emphasised that the problem solving process should be shared between system and user. Our system will not be solving problems. The only inferencing it does concerns adaptations, and in doing so, it must allow the user to control its actions, but it is not required that the user and the system solve the adaptation problems together. In fact, this would only be irritating to the user since it would distract him/her from his/her main reason for using the system. It is the control over the adaptations that needs to be shared in POP. 

Still, many of the problems in designing user-adaptive systems are similar to the problems outlined in CTA. We must find out which tasks users have and what their main problems are instead of starting out from a few example problems and adapt to those. We must study how users, both good and bad practitioners, solve the problems they have, in order to find the cognitive demands imposed by their tasks.

Method Chosen in PUSH

Four analysis steps were taken in PUSH: (1) identification of ”hard” problem(s), (2) user and task analysis, (3) domain analysis, and (4) design of adaptive solution. These can be seen as a variant of Benyon’s five analysis phases described above.

Firstly, it must be established that there is a need for an adaptive solution. There must be difficult problems that cannot be solved through ”standard” interface techniques, a good organisation of the information in the database or special-devised functionality. This analysis step should be an open analysis, similar to the problem formulation stage in CTA.

When such ”hard” problems are found, a set of characteristics in the user population that can divide users into different categories must be identified – the user analysis. There are several requirements on those categories: 

· First, the user characteristics must be related to the ”hard” problem so that there is a chance of improving the system through modelling those characteristics. 

· Second, it must be possible to infer the user characteristics from their interactions with the system or let the users define them (not always possible).

· Finally, the user characteristics must be related to some model of the information (or actions possible) in the domain. Domain modelling should preferably happen in parallel with the identification of user characteristics.

In the user analysis, it is important that the designer has an open mind in searching for the relevant user characteristics. Preferably, aspects of all the three categories outlined in chapter 2 should be considered: users’ knowledge, users’ plans and goals, and users’ cognitive abilities and personality traits. 

In parallel with the user analysis, the task analysis is performed. In PUSH it was done in a fashion similar to the hierarchical task analysis described above. Important is to focus on users’ tasks without being too influenced by their current work organisation or tools, otherwise it will be hard to change the situation with a new tool. 

Domain modelling involved identifying a set of parameters by which we can characterise the domain concepts or entities. Obviously, an information database can be characterised in numerous ways, which is why domain modelling should go hand-in-hand with user analysis so that an appropriate description can be achieved.

Given the results from the three steps, the designer then has the basis for design of the adaptive solution. Since the field of adaptive systems is still in its infancy, there is not a range of techniques proven useful in different circumstances to choose from. Instead, as proposed by Oppermann (1994), the design should be iterative and the adaptive behaviour bootstrapped through user studies. Rapid prototyping can be one way to test ideas for adaptive behaviour at an early stage. Both rapid prototyping and, later on, bootstrapping studies were used in PUSH.

Initial Interviews With Users of SDP

The first study in PUSH corresponded to the early phases in CTA where the aim is to get a grip of the whole problem situation. As proposed in CTA we used free interviews in this work, and we interviewed both experienced and less experienced users.

The initial interviews described here were done during autumn 1993 by Catriona McDermid and Anna-Lena Ereback, (McDermid and Ereback, 1994). At that time SDP had recently been introduced and the method was quite unstable and was frequently released in new versions. So this should be seen as a snapshot of users’ feelings about a method still in its infancy. What we report here are first and foremost the problems users of SDP experienced, not the advantages. We have summarised the results from the study due to the secrecy restrictions imposed by the former Ellemtel. 

Method

The initial interviews were informal. Users were asked to give their opinions on SDP and its usage. Fifteen subjects were interviewed. Most were software designers. Their knowledge of SDP ranged from those who had only recently had initial training in SDP to those who had had practical experience of an entire design project using the process and those who had several years’ experience of design projects using the methods used prior to SDP at Ellemtel (AXE-10).

The interviews lasted between thirty minutes and two hours. They were tape-recorded. Most interviews were conducted with individual users, but two were conducted in small groups.

The analysis of the interviews is centred around two themes: using SDP and evaluation of available help sources.

Using SDP

Several interviewees expressed the feeling that they needed to be more aware of the whole SDP process, to feel that they had understood it. They found the whole method too complex to summarise. This is in fact a very serious problem. Unless users feel that they understand the whole method at a conceptual level, they will not be able to produce the kind of information needed in each process step that will feed into the next step.  

Among the important underlying principles of SDP, we can note the life-cycle perspective and the object-oriented analysis and design, all of which pose difficulties to our users.

Users had difficulties with applying the life-cycle perspective taken in SDP. They wanted to find information on how to sequence the processes. This was particularly difficult to users who were experienced in the water-fall method AXE-10, used previously at Ellemtel. Connected to this problem was knowing when a certain process should be considered to be finished, and the next process to be started. In fact, the designers of SDP emphasised that the correct approach was that any process could be started at any point in time. The important question to ask is when to ”close the door behind you”, i.e. when a process is finished. Still, there were not many clues given to users on how to evaluate their work and determine when a certain process should be finished. 

Since SDP is a method that should be applicable to many different kinds of projects, all parts of the method are not equally important for every project. A problem for users was to decide when certain stages of the method could/should be omitted.

The other important principle underlying SDP is the object-oriented analysis and design. Users seemed to have problems in how to apply the object-oriented style of problem solving. They expressed a gap between the SDP theory and practice, and felt that little support was given in how to go from the abstract theory to actual realisation of the object-oriented thinking. In particular, those who had worked with the previous more procedurally oriented method AXE-10, had difficulties in grasping the ideas around object-oriented thinking.

In fact, our later studies showed that several of the very fundamental concepts in SDP and in object-oriented methods in general, are fuzzy. What has to be communicated is a way of thinking, a way of solving problems. Since object-oriented thinking is a paradigm shift from procedural problem solving, it should be treated accordingly in courses, documentation, etc.

 Available Help Sources

Since we were interested in how we could design a good help system on SDP, we needed to see how well the available information sources worked. As mentioned above, there existed an on-line manual on SDP, implemented in FrameMaker. At the point in time when the interviews were done, there was also a paper back version of the manual. Users of SDP also went through a four day course on SDP. Finally, they had access to the developers of SDP through the SSN network – a network where users could query the developers of SDP about various issues utilising News, local experts, e-mail, etc.

In these interviews (and also in our other studies) we found that many users did not use the manuals at all. They relied entirely on receiving instructions from their supervisor and local experts. 

Among those who used the manuals, the gap between the theory and practice was emphasised again. Users lacked concrete examples in the manuals. They also felt that there was too much information. Information was repeated and standardised information cluttered the texts. Since there was no index to the manual it was also difficult to get to the right topic. Users asked for tailor-made information rather than many, quite general, documents.

The on-line manual was found more useful, than the paper back version. Users often fetched template information (which helps them to create an instantiation of an object type – which IEs to create, which format they should have, etc.) and apply it to their project tasks from the on-line manual.

Summary

In the interviews, many users complained about the lack of information, but at the same time they were overwhelmed with information. Partly, it is true that information about SDP was not complete at that stage: for example, the manual lacked examples of how to apply the method. But even so, it seemed as though even when the information was there to be found, they would either not find it or not understand it once they found it. So one part was a navigation problem: users lacked powerful tools that would aid them to search for information, examples, guidelines etc. The other part was in making the information useful and understandable to users. 

Another problem that came through in these studies was the need for user motivation when introducing SDP. If people are not motivated to use SDP, or feel too time-pressed to learn it, they will tend to misunderstand and misuse the method no matter how well it is explained. An underlying problem might have been the switch from traditional software development in a water-fall model, to the object-oriented life-cycle software development in SDP. The whole approach to specification, implementation and testing changed completely.

Task Analysis and Corpus of Questions

The purpose of the second phase of our knowledge acquisition was to perform a task analysis and find out about users’ information-seeking tasks and to collect a corpus of questions (Bladh and Höök, 1995). We were especially interested in seeing how the available on-line manual was used in the daily work situation. This phase corresponds to the problem formulation phase of the CTA method where the competence and performance models are developed.

Method

It should be observed that there was no existing communication between users and SDP developers that we could easily tap. Instead, we had to find other ways of reaching users and SDP developers so that help questions, answers, and reactions to these answers could be gathered. 

What we wanted to do was to go through three steps:

1
Get questions on SDP from users – with the special aim of getting the help needs they have in their daily work situation.

2
Finding answers to the questions with the help of SDP developers.

3
Getting feedback on the usefulness of those answers from users.

The first step, getting user questions, proved to be difficult, but in the end, the method that we got most out of, used the fact that SDP is already documented in the on-line manual implemented in FrameMaker. This manual is reached through the background menu on users’ UNIX systems. We installed an item on the background menu in such a way that each time users opened the on-line manual, a second window was also opened. In this second window the user could enter the reason for opening the manual. This text was automatically sent to us via e-mail. 

The questions that arise naturally in users’ daily work contexts are sometimes quite different from what users believe to be questions they would like to ask when interviewed. We found questions that were vague, and questions that turned out to hide completely different help needs but that were formulated to fit what users believed they could find in the on-line manual system. Finding out the more precisely which questions actually turn up in users daily working situation is crucial when designing a help system.

What we missed through gathering the questions this way were the informal conversations users have between themselves. We tried to collect conversations through placing a tape recorder in the local SSN representative’s office
, but that did not give us any results. We managed to collect some e-mail conversations between local experts and users, and we received a set of questions compiled to be used at a meeting between an SDP designer and a group of project members.

Once we had gathered some questions from users, we interviewed them on the reasons for posing the questions, the situation in which the need arose, etc. Sometimes the original problem was quite different from what they finally decided to go and look for in the manual. In the interview, we also checked whether they had found the answer in the manual, or if they had been helped by somebody, or just given up. 

An example of a query which turned out to hide a quite different need that literally expressed was:

What are the different subprocess activities within X?

The person who posed the question was in fact trying to calculate how much time should be spent working in the process X since he was planning a three-month period in a project. Going back interviewing users about their real needs was crucial.

The second step, getting answers from SDP developers to the collected queries, turned out to be difficult. The SDP developers were too busy to spend time writing down tailored answers, and the answers could not always be found in the on-line documentation. We decided to write the answers ourselves, and then check with the SDP developers whether our answers were correct or not. This way we managed to provoke the SDP developers to improve our answers.

Finally, we went back to our users with the newly written answers for a second interview, trying to spot weak points in the explanations. The answers we took back to them were divided into sub-parts so that we would know which pieces they found useful. We also needed to check that the level of information in the different pieces was useful to a particular user.

In this three-step process we were in contact with more than 25 users, who provided us with about 70 questions. For about 15 of the questions we constructed answers that were taken back to users in order to find out how useful they were.

Results

The results of this second round of interviews can be divided into several parts:

•
an information seeking task hierarchy

•
a characterisation of users’ background knowledge and its influence on their understanding of the explanations

•
a mapping between users’ roles in the projects and their corresponding information seeking needs

•
a first indication that users differ in their ability to search and navigate in the on-line database

•
a corpus of questions and an analysis of those questions which translate most of the questions in the corpus into a smaller set of ‘standard’-questions

Below we describe each of these points in detail.

Task Analysis

As said above, we followed the cognitive task analysis method by (Roth and Woods, 1989). During the so-called problem formulation in that method:

”... the cognitive engineer is attempting to define what makes the domain problem hard, what errors domain practitioners typically make and how an intelligent machine can be used to reduce or mitigate those errors or performance bottlenecks. In this stage the domain experts are not the sole subject of focus. Understanding the knowledge and strategies currently employed by a rich average and low skill practitioners is equally important. Understanding the limitations of the knowledge (e.g., incomplete or inaccurate mental models of the domain) and strategies (e.g., failures to consider multiple interacting goals in plan formulation) across the range of domain practitioners for whom the intelligent advisor is intended is a prerequisite for defining how machine intelligence can be deployed to enhance their performance.”  

In figure h, we see the hierarchy of information seeking tasks users are performing when learning and using SDP as extracted from our interviews. The figure describes the results of the problem formulation stage of cognitive task analysis. 

We define the information seeking task to be users’ overall goals held when entering the help system. The task is more than just the literal query posed, it also includes the reasons for posing the query. For example, if the query is ”describe rom”, then the information-seeking task might be ”describe rom so that I can apply it in my project” or ”describe rom so that I can plan how to complete it” or ”describe rom so that I can learn more about it”. A task has a limited time span as compared to the user’s knowledge or role that stretches over a longer time period.
In our analysis, we found several problems that could not be solved by a help system on SDP itself. The reason is that users’ specific problems arise from their current project task rather than from difficulties in understanding the development method as described in the on-line manual. An extremely well-adapted solution would be to include a model of users’ project tasks, and then make the help system follow the project development and continuously try to aid users with information only relevant to their current project tasks. The problems that arise in different projects may be more or less unique to that particular project, so modelling the project tasks would have had to be on an abstract level (and thereby of less use). More abstract project information such as which objects have already been produced in the particular project, or who is responsible for certain processes in the project, was unfortunately not available for our system to access. The project results were documented, but not always at the same rate as they were produced. Usually it would take a few weeks from when a particular object was produced until it was documented in the system. For these reason, our studies have concentrated on extracting users’ information-seeking needs rather than their project tasks. Their information-seeking tasks are also their primary reasons for addressing the help system.

The task hierarchy, as depicted in figure h, is based on the corpus of questions and the interviews we made. It may well be that there exists tasks that are not included in our hierarchy. Since we base our design of the system on this hierarchy, it is therefore important that we can extend the task hierarchy if needed.



Figure H. Task structure of the information needs on SDP.
The abstracted task structure in figure h is divided into three main classes: tasks to do with finding information needed when working in a project, tasks to do with finding how various concepts from other methods or general concepts are defined in SDP, and finally, tasks to do with learning the method. Among the tasks that support the work situation, the division between ”Performing an activity”, and ”Reverse engineering” is important. In the first case, users are inexperienced and therefore feel a need to follow the exact order of activities in SDP. After having done so for a couple of projects, users often leave the exact ordering of activities and instead focus on what should be produced
. The task ”Reverse engineering” is a description of the method used by those who do not follow SDP strictly, but work in a reverse engineering fashion. This means that any tool that provides information based on a too strict reading of the order of activities will not meet the needs of users. Flexibility the part of the help system and allowing users to make their own choice of view, is important. 

In our analysis of the users, we found that users may well start one task, and then move freely between tasks. The division of tasks in the structure does not exclude moving between tasks. For example, a user may have been assigned the task of planning the process ”ROM”. His initial behaviour can best be described by the task ”Planning a project”, but as he discovers that certain aspects of some object types are unclear to him, his information-seeking task is altered and his new behaviour is best described by the task ”Learning the method”.

Our hierarchy of tasks was taken to the level just above where each task corresponds to a direct action at the interface of the on-line manual. Since the POP system will be different from the on-line manual in FrameMaker available at Ellemtel, it would not be useful to distinguish between tasks which are interface or system dependent – our goal was that the POP system would be quite different from the FrameMaker on-line manual so the direct interface actions would be quite different. This problem, the paradox of change, was introduced above where we discussed the problem of task analysis when attempting to design new tools. Usually detailed task analysis requires that there is a tool to study, and the analysis will also be partly dependent on how that tool might force users to organise their work in a certain manner. Here we tried to avoid getting stuck in the problems of the available on-line manual through terminating the task division before arriving at the direct actions at the interface.

Which task a user is currently performing may also depend on the user’s role and experience of SDP.

The User’s Background Knowledge

Apart from studying users’ information-seeking tasks, we collected information about users’ background knowledge, roles in the project, and anything that could influence users understanding of the explanations. This was done every time we interviewed a user who had entered a question via e-mail to us. The purpose was to see whether users’ knowledge of SDP or background knowledge from other software development methods influenced their understanding of the information in the on-line manual. Since SDP-TA is used for telecommunications development, we also checked to see how experienced they were in developing that kind of software.

Not surprisingly users’ expertise did affect their capability to understand an explanation. Experts in SDP are able to understand explanations based on other SDP concepts, because they know most of them, while novices are not helped by such explanations. Novices need explanations based on fundamental and simple SDP concepts or basic software programming knowledge.

Concerning users’ knowledge about telecommunications we knew from the initial interviews that experienced users found it difficult to map their knowledge about ”how to develop telecommunication products” onto SDP. It is important to take advantage of their previous knowledge when explaining SDP, instead of viewing their knowledge as an obstacle. The ideal would be if users could refer to their application in telecommunication terms when they pose questions to the help system, but this would require too much of the help system, both in terms of being able to represent vital facts about the applications as well as being able to map those onto the method. A more realistic way to help experts in telecommunications could be by examples illustrating how a real telecommunication project are structured in SDP. 

Novices in the area of telecommunications, on the other hand, need simple examples which do not require any knowledge about telecommunications in order to be understood. 

Many users have some experience of software/system development and have ideas about what is supposed to be done during a software development project. This experience can be fundamental knowledge taught during their training to become programmers, or specific knowledge about a particular method. Many users had followed a previously used method at Ellemtel, AXE-10. The users experienced in AXE-10 would often be experienced in telecommunications as well. 

In order to meet the demands of users who have previous knowledge about software or system development, we must allow them to map their previous knowledge onto SDP. It is important to make use of what they already know when explaining new concepts.

figure i illustrates what kind of knowledge different categories of subjects possessed in terms of SDP and/or AXE-10 knowledge. The figure shows only the combination of two dimensions of experience: AXE-10 and SDP. The reason for not having one axis for basic knowledge in software/system development and one for telecommunication is that the users’ levels of knowledge in AXE-10 and telecommunication are correlated. A user experienced in AXE-10 is often also experienced in telecommunication and vice versa. Furthermore, most users have some kind of basic knowledge about software/system development.



Figure I. User groups divided by their knowledge of AXE-10 and SDP.
In summary, users were very different in terms of their background knowledge, and we did find that this influenced their understanding of the explanations we provided them with. For example, a user posed the question:

”What is MO used for?”

As it turns out, MO was a quite fundamental concept in telecommunications development within Ellemtel. When we turned to our SDP-expert asking for an answer, he was therefore quite confused by the query and wondered at what level the user expected the answer to be. In his reply he wrote: 

”[…] But an answer at this level [referring to a previous part of his answer] should be completely uninteresting to a user, since this should be obvious. On the other hand, since the query is posed in such general terms I’m quite confused and cannot understand what the user wants. […]”

In fact, as it turned out, this particular user did not know what MO was at all, and needed an answer at a very fundamental level – contrary to what the expert thought.

Users’ Roles

Another axis along which users may have different information needs is by which role they have in the project. We interviewed users acting in the following roles: 

•
project planner,

•
SSN-representative,

•
project manager,

•
plain member of a project.

The project planners do not require information on how to produce an object type or to perform an activity. Instead they need to know about issues as: how long time will it take to perform this activity? how many persons can work together? how should we distribute the work? Planners quickly need to get an overview of what to produce, what resources are required, in what order the work should be performed, and similar issues. Preferably, the developers of SDP should have provided that kind of information for every process under a separate ”project planning” header. An optimal solution would have been if they had provided rule-based information as: ”if your project is small (i.e. dealing with less than X object types) you should not spend much time on this process, instead…”. Since such information was not available, project planners would have to extract that kind of information through reading the on-line manual in detail and trying to estimate the amount of work and the relevance of the object types and processes with respect to their particular project.
The second role, the SSN-representatives, often try to solve other users’ SDP problems. This means that they rarely have the complete background of the problem and therefore may not completely understand what information the original questioner wants. They are also interested to learn more about SDP to help them perform better in their role as the local expert. So an explanation to a SSN-representative can be more detailed and comprehensive than explanations for other users. We may assume that SSN representatives are experts of SDP on some level and so are able to pose questions to the help system using SDP terms. 

Users acting as project managers do not require knowledge about how to do the work in detail. This means that explanations about how to perform an activity or what an object type contains can be simplified. What a project manager needs to know is how the different activities of the method are connected and how the work should progress. Thus they must have a deep understanding of how object types and processes in SDP are related to each other. Overviews illustrating the SDP structure and the dependencies between different parts should be provided. 

In the last role as member of a project is where we find the ”real” users – the engineers that develop software using SDP. They need detailed explanations of the part of SDP that they are working with right now, but also overviews of other related parts. Today this group of users complain about a lack of examples, procedural explanations (e.g. ”How do I identify the ROT:s?”) and practical information (e.g. ”Where should I store the .hh files?”). 

There may well be other roles than the ones identified above, but these were the once that we came in contact with during our study.

It is not the case that a particular user can be assigned a particular role, and then expected to always be acting in this role. We met project members who had been assigned tasks that we would have classified as project management tasks. One engineer was helping his project manager to assess how much work a certain process would involve, since she was planning for the next phase. SSN-representatives would sometimes put in hours working in the project. 
Graphic Lovers / Graphic Haters

Some users told us that they found it difficult to read the graphs in the Framemaker on-line manual, while others did not seem to have the same problem. Our hypothesis was that the difference depended either on users’ differences in spatial ability (similar to the dependencies found in (Benyon and Murray, 1993)), or, simply, was due to a bad organisation of information in the on-line manual. In particular, the requirement to navigate to information via graphs, seemed unnecessary. The on-line manual did not allow users to navigate and search in a sufficiently efficient way: users were ”lost in hyperspace”. 

In section ‎0, we describe a study devoted to investigating this issue, where we did in fact find that spatial ability was linked to users ability to navigate in the on-line manual. 

Formulation of Queries

A second problem related to navigation in the on-line documentation was users’ lack of ability to formulate to themselves and to others, what their goal or query was. As described above users’ expertise varies with respect to their knowledge in SDP, knowledge in telecommunications and knowledge in software development in general. The more knowledge subjects possessed in these three areas, especially on SDP, the better they could formulate their needs for information. Still, even with a very good understanding of SDP, the problem itself might be vague, and therefore needs to be vaguely expressed.

So, some users know exactly what to ask and how to ask questions, while others may have problems both with the actual problem as well as with how to formulate it. Users must therefore be allowed to pose both explicit and vague questions to a help system.

Users’ Questions

The corpus of questions which we gathered was analysed thoroughly. Our approach was to do two kinds of analysis and structuring in parallel, using the data we had collected:

•
we identified a set of general questions from users’ questions that we had gathered, for example, ”Describe X”, ”Compare X to Y”, etc. (the complete set can be found in table a),

•
we structured the answers we constructed into information entities that corresponded to the various parts of an answer needed, such as a general description of an object type, the purpose of having that object type, the relation to other object types, and a procedural description of how to generate such an object type.

	Process
	Activity
	Object type
	IE

	Describe
	Describe
	Describe
	Describe

	Compare
	Compare
	Compare
	Compare

	Purpose 
	Purpose 
	Purpose 
	Purpose 

	Simple example
	Simple example
	Simple example
	Simple example

	Advanced example
	Advanced example
	Advanced example
	Advanced example

	Superprocess
	
	File structure
	Format

	Activities / subprocesses
	
	IEs
	

	Sibling-processes 
	
	IE groups
	

	Input object types
	
	Status
	

	Output object types
	
	Relations to objects
	

	Purpose 
	
	Super-object type
	

	How to work
	
	Children-object types
	

	What to do
	
	How to produce it
	


Table A. The set of standard queries.

We iterated over this division several times, both with the purpose of relating the question types to the information entities (not a one-to-one mapping, but rather a one-to-many mapping), and also with the purpose of finding the influence of individual differences on the interpretation of the question types and choice of information entities. 

We collected 71 queries. For about 15 we constructed answers. The set of general queries depicted in table a covers 87 % of the corpus. In the first column we see all the queries that are applicable to processes in SDP, for example, the user can ask ”What are the input object types of the process X?” (input object types) or ”How are we supposed to work in this process?” (how to work). In the second column we see those queries which are applicable only to activities. (The lowest level processes consist of activities – fairly small steps of work where, for example, the input or output object types are not specified.) In the third column we find the queries applicable to object types in SDP, and finally, in the fourth column the queries applicable to IEs (object types consists of several IEs). Not covered by the standard queries in table a are vague queries:

”What does testing and verification in X mean?” 

”How should a Y property be used?”

Some queries turned out to hide a completely different need than what was literally expressed. One example is this query:

”What are the different subprocess activities within X?”

The person who posed the question was in fact trying to calculate how much time should be spent working in the process X since he was planning a three-month period in a project. Another example is:

”Where do object types X and Y indicated as input to Z originate from?”

Our first answer to the query was constructed with help from one of the SDP developers. The user could not understand the answer that the SDP developers had provided at all, and as it turns out, the query really meant that the user did not understand what X and Y were. By asking where they originate from, the user was hoping to find a place in the on-line manual where there would be more information on X and Y. A more detailed answer with explanations of X and Y was more helpful to this particular user.

Obviously, the underlying purpose of the two vague queries above can never be inferred from the context in which the queries were posed, unless we could represent the whole project and every project member’s knowledge in perfect detail, their roles, their current project tasks, etc. Not until the user is explicitly asked why the question is posed can we get to know about the circumstances it was posed, and what kind of replies would be most helpful.
We also collected a set of invalid queries. When SDP experts see these queries they can either immediately detect the underlying misconception, or they pose a set of follow-up queries to determine the real need underlying the invalid query. For example, we have the following two queries:

”I am looking for a survey of all information elements (IE) and documents, that should be produced in each DPC.”

”Should the IE:Implementation within an OMC contain all the code for this SWC? Or should it be a reference to where the files are stored? Are you supposed to import the code into the FrameMaker document at this IE?”

The first question reveals that the user has not understood the difference between documents and IEs
. A survey of all the IEs would include thousands of items, and the concept ”document” should not be used in this context. In the second question the user indirectly indicates that he thinks that an IE must be a FrameMaker file which is not true. An IE can be of any file type. We need to help the users to formulate these questions on fundamental concepts and terminology introduced in SDP and make users aware of their misconceptions – or at least, make it possible for them to find information on issues such as what the difference between a document and an IE is.

One final distinction should be made regarding users’ queries: one set of queries concern SDP processes or object types, while the other set is either on general concepts used in SDP or on concepts from other methods (that are not used in SDP). 

General concepts which are part of the SDP world, but not names of SDP processes or object types, are, for example: reuse, object-oriented analysis, object-oriented design, objects, object types, processes, etc. These are used in the descriptions of the SDP processes or object types in the on-line manual, usually without any good explanation of their intended meaning. Sometimes, there exists separate documents which describe the more fundamental ideas conveyed by some of these concepts, but these cannot be accessed directly from the context in which the concept is used in the FrameMaker manual. Users therefore have to actively search for documents on concepts that they may not know that they have misunderstood, and were there is no guarantee that there actually will be a document describing this particular aspect. 

Sometimes users’ questions included concepts that came from other methods or general software development terminology. For example, one user asked:

”Where is testing done in SDP?”

The concept ”testing” is not used in SDP, and it is not located to one particular part of the software development cycle. Instead, it is spread all over the method, and it is divided into verification, validation and certification.
In summary, we need to provide a rich language for search queries. Some should be placed as potential follow-up queries on concepts used in the explanations. We should also allow for vague queries. But, as we were able to cover a large proportion of the corpus through the set of ”standard” queries as depicted in table a, our first effort should be directed at implementing those in an efficient and useful manner.

Answers

As mentioned previously, we found that it was possible to divide the explanations into what we call information entities. An information entity is a piece of information on a process or object type which will provide all information about a certain aspect of that process or object type. The entity is stand-alone; it is not necessary to read one entity before another and one information entity has no or few relations to other information entities. 

It has been shown that this ”stand alone” principle is not an impossible requirement on technical documentation. For example, Svenberg, (1995), studied technical manuals, and found that the information could be divided into pieces of text which had none or few references to other parts of the text. We found that the same was true for the documentation of SDP.

An answer to a query could consist of one information entity or a set of information entities. For example, let us study this general query:

”What is an object type X?”

The following information entities could potentially be relevant (some of them would be more or less relevant depending upon the context in which the query is posed, some would be displayed in text, others as graphical information):

•
an introduction to X.

•
a basic introduction, containing some instructions on the basic concepts of SDP and how they should be understood in relation to X.

•
the purpose behind X – why is it there at all?

•
how the object type X should be produced, in which processes, and activities.

•
a simple example.

•
an advanced example.

•
relations to other object types surrounding X.

•
release information – what has changed in X since the last release?

•
file structure information – where in the file structure should the object be stored?

The information entities we finally used are described in detail when the design of POP is discussed in chapter ‎0. 

Questions not Gathered

Some questions which may arise as a natural consequence of the on-going dialogue between the system and the user could not be gathered in the knowledge acquisition. These questions fall into two categories: 

•
questions posed in connection with an answer, follow-up questions, and 

•
questions that refer to the dialogue itself.

The latter type of questions give the user the chance to pick up an earlier discussion and continue it where it ended last time. Users may also utilise these kinds of questions in order to help them find information they have seen previously (e.g. ”Last time I asked something about X. Could I please see that answer again?”).

The follow-up questions may contribute to two aspects: 

•
one is to help users specify their vague information needs, and

•
to allow users to be unhappy with the explanation they are provided with and request modifications.

A potential third contribution arises if the system displays the set of follow-up queries associated with the concept they concern. Users would then be provided with hints as to what they should be asking in this particular context, a form of tutoring, or ”query enrichment”.

Summary of Design Demands

To summarise the quite complex analysis made of the target domain into a few statements, the help system on SDP should be designed to: 

•
allow for free navigation to meet the needs of inexperienced users who are about to learn SDP,

•
allow for specific search questions to meet the needs of more experienced users, and users who find it hard to understand and navigate in graphical structures,

•
allow for vague search questions to cater for users who cannot find the right information through using graphs, but who have too little knowledge to formulate specific well-defined search questions,

•
provide answers differing in terms of their requirements on the reader’s expertise but also in order to meet users acting in different roles and with different information-seeking tasks.

Finally, the help system must, of course, meet the real needs of users in terms of what users ask about. The answers must be relevant information that helps solve users’ problems.

Individual Differences and Navigation in Hypermedia

The next study (Höök et al., 1996a; Dahlbäck et al., 1996) is part of the user analysis. The purpose is to see whether the system should be adaptive to any characteristics from the third category of user models, the cognitive abilities or personality traits. The study derives from two important observations. First, that navigation in hypermedia is a difficult task, and second, that individual cognitive differences play a role in how well users are able to efficiently use computer systems, in particular information retrieval systems. The study is not a wild search amongst all imaginable cognitive user characteristics, but based on the results obtained in our knowledge acquisition where we came across users who were quite unwilling to navigate by the graphs provided in the on-line manual. Other users did not seem to have the same difficulties – some even preferred this interaction style. This caused us to perform a focused study on this difference and the underlying reasons for it. Our hypothesis was that users’ ability to navigate via the graphs was correlated with their individual cognitive abilities, in particular spatial ability.

It should be noted that the difficulties that users experienced with the on-line manual could perhaps be attributed to the particular structure of the manual and its graphs. A better structured manual may not have given rise to the same difference performance with respect to cognitive abilities. On the other hand, the on-line manual described a domain which has a complex structure, and no matter how well we design the interface, users will still have to grasp this structure. 

Navigation is a Difficult Cognitive Activity

Navigation in large hypermedia information structures has long been recognised as a difficult and demanding task. The expression ”lost in hyperspace”, (Conklin, 1987), describes what happens when users lose track of where they are and where to go next in the hypertext (see for example (Nielsen, 1990)).

Navigation is a concept which has been studied with respect to such things as Polynesian sailors crossing the sea (for an overview, see (Hutchins, 1994)) and finding one’s way around cities (Streeter and Vitello, 1985; Streeter et al., 1985; Streeter and Vitello, 1986; Höök, 1991). In the world of interaction with computer systems, navigational issues are part of several different aspects of the user interface, and there have been several studies of those aspects:

· in the progression of the dialogue (be it via commands or menus or some other interaction style) in interacting with a database system, as studied by (Jennings, Benyon and Murray, 1991)

· in search for information in databases and considering users’ conceptual models of the information found, as studied by e.g. (Reisner, 1980; Karlgren, 1992)

· in task completion time and the number of errors in information retrieval in database systems, as studied by (Borgman, 1989)

In general, it is recognised that navigation is a complex activity which substantially adds to the cognitive load of users. 

Individual Differences Influence Navigation

Individual differences appear to have a big impact on human-computer interaction in general (Egan, 1988). When designing tools for navigation in hypermedia, individual differences may be one crucial factor that a system should accommodate to (van der Veer, Tauber and Wærn, 1985). It has been suggested (van der Veer, 1989) that some characteristics of people are more resistant to change than others. We should therefore try to find other ways of aiding users than training. Attempts to isolate individual cognitive differences are generally based around the production of various aptitude tests and other devices designed to isolate specific factors (Dillon and Schmeck, 1983, Dillon, 1985). Cognitive abilities, or cognitive skills, seek to describe the methods by which humans process information (van der Veer, 1994).

The relationship between navigation in hypermedia and the user’s cognitive abilities is not clear. There are studies that show that previous experience is the most important factor for determining the ability to navigate in hypermedia (Karlgren, 1992), while other claim that search tactics are influenced by, among other, spatial scanning abilities (Allen, 1992). For other kinds of human-computer interaction situations, spatial ability seem to one crucial factor. For example, Vicente and Williges found that spatial ability could be linked with whether users get lost in a hierarchical file system (1988). Benyon and  Murray, (1993), found that spatial ability determined how well users performed with different interfaces to a database system. Users with low spatial ability performed better with a aided-navigation interface with a constrained dialogue, while users with high ability made better use of a non-aided navigation interface with a flexible command-based dialogue. Borgman found that academic orientation was a good predictor of successful information retrieval behaviour, (1989). Underlying academic orientation, she found a complex mix of personality factors and technical aptitude. Technical aptitude is the term used by Egan (1988) to describe a cluster of factors including spatial and reasoning aptitudes and background (typically coursework) in mathematics and science. Again, we find spatial ability to be among the factors that determine information retrieval success.

Spatial ability is a cognitive characteristic which offers a measure of a user’s ability to conceptualise the spatial relationships between objects. It is closely allied to the notion of a cognitive map (Neisser, 1976), and (following (Vicente et al., 1987) and (Vicente and Williges, 1988)), may also be related to a user’s ability to navigate through a complex space. 

Conceptual Issues

While there are similarities between navigation in the real world and navigation in the virtual world of hypermedia, there is also at least one important difference. In the former case, people live in the world and they can move physically in it, whereas in the latter the groundedness is more limited, i.e. the possibility to interpret actions and objects in terms of real physical actions or objects. The question then arises whether a consequence of these differences is that different cognitive abilities are crucial for the successful task fulfilment in these different ‘worlds’. In the present study we make a first attempt towards answering this question by including a fairly large number of different cognitive tests of visual, spatial and other cognitive abilities, making it possible to analyse the contributions of different aspects of visio-spatial cognition to the task of navigating in hypermedia.

Hypothesis

Our hypothesis was that people with a low spatial ability have more difficulties in navigating to and interpreting information in a hyperspace. 

We tested subjects’ cognitive abilities, and then made them solve six tasks using the hypermedia system. By choosing the navigational tasks so that they included navigation between several ”pages” of information in order to find the requested information, we provoked navigation. The cognitive tests included tests of verbal ability and logical-inductive ability (apart from the tests of spatial ability and perceptual-analytic ability) in order to exclude the possibility that it was general intelligence which was related to the subject’s navigational skills.

Characteristics of the Hypermedia Tool Studied

In section ‎0 we gave an introduction to the domain, SDP, and the on-line manual in Framemaker that was available to users. Note that the manual studied here was the existing SDP manual studied, i.e. not the POP system.

There are two aspects of the domain which are spatial in their nature. The domain itself is an abstract structure with relations between processes and object types. Second, the on-line manual is, as said above, structured in a set of documents with specified relations between the documents. The structure of the on-line manual is only partly based on the structure of the domain. Therefore, a user has to learn two structures: the manual structure and the domain structure of processes and object types.

 Method

Subjects

There were 23 subjects in the experiment, 19 male and 4 female, all employed at Ericsson Utvecklings AB or Ericsson. The subjects were in a range of 20 – 55 years old (m=34 years). All had some computer training, but not all had gone through higher academical training (18 had higher academic training and 5 had no academic training). All had recently gone through a four day course on the SDP method itself, but they had received little or no training on how to use the on-line manual.

Material and Procedure

The experiment was divided into three parts. First, subjects’ cognitive abilities were tested, followed by a questionnaire about their background (education, age, etc.) and finally, they completed six navigational tasks (while being video-taped) using the on-line manual. 

Subjects were first tested on their cognitive abilities using a subset of the Düremann-Sälde battery (Psykologiförlaget, 1971), which is a Swedish standardised test of cognitive abilities. The cognitive tests took approximately 2 hours per subject. The tested abilities, as described in the test manual, were:

•
verbal ability, tested in a synonym test where the subject was supposed to pick one out of five words meaning the same as a given word. 

•
logical-inductive ability, tested through making the subject pick one image out of five based on it being different from the four other.

•
perceptual analysis ability, tested through requiring the subject to draw imitations of images.

•
spatial ability, tested in three different tests: 

•
rotation of images where the subject should choose, by turning the images in their mind, the images that were identical with the image in the task (the number of correct images differed in each task, but they always came from a group of seven).

•
identification of left or right hand in pictures of hands that were turned in different ways.

•
a blocks test (Koh’s block test) where the subject makes a pattern with blocks to be identical with a pattern displayed on a card.

The results from the cognitive tests were transformed into stanine scores (1 to 9) based on the standardisation of the tests on a sample of 166 persons balanced for age (between 15 and 64) and gender.

In a questionnaire the subjects were asked to estimate their own knowledge of SDP on a scale from 0 to 5. The questions concerned both the domain of the on-line manual (the SDP method), the actual on-line manual and their experience with it, and also their computer literacy in general, as well as their knowledge of other hypermedia tools, and point-and-click interfaces. Finally, they were asked about their map-reading skills and their sense of location in the real world. Our hypothesis was that their map-reading skills would be related to their navigational skills. 

Finally the subjects were asked to complete a set of six information seeking tasks and after each to evaluate their own performance, e.g. whether they thought they had found the correct answer and whether they found it the most efficient way. The six tasks to be solved with the on-line manual and the subjects evaluation of their own performance took approximately 1/2 – 1 hour per subject. The information seeking tasks tested were designed to have the following properties:

•
We used questions that we had collected in our previous studies (see section ‎0 above) from users actually working with the method and entering the on-line manual to find particular pieces of information.

•
We designed two tasks, number 2 and 6, so that they asked for the same information concerning two different processes in the method – our hypothesis was that the second time around, users would more easily find the right information if they had built a good mental map of the information space.

•
One task, number 5, could only be solved by looking in the textual parts of the on-line manual. This to see when the subjects made the decision to use that part of the on-line manual (immediately or after hesitation) and once in this part of the on-line manual, how they searched for information in the text.

•
A criterion for some of the tasks was that they should force the subjects to navigate between the different graphs, this to see if and how the subjects used a mental model of the information space.

•
Some of the answers to the queries were in the object-view and some in the process-view, this to see if there were any differences in the way of seeking information in the different views. 

The queries were:

1
What is the relation between the object type ROT and the object type IOT? (Vad heter relationen mellan objektet ROT och objektet IOT?)

2
In which order should the sub-activities in the process NodeS be applied? (I vilken ordning ska delaktiviteterna i processen NodeS påbörjas?)

3
Describe all the relations between the object types SWI, OTS and IS and specify the relationship between OTS and IS. (Beskriv alla relationer mellan objekten SWI, OTS och IS och specificera sambandet mellan OTS och IS.)

4
In which process is the object type OTS first produced? (I vilken process skapas först objektet OTS?)

5
Which are the formal criteria (exit criteria) which must be fulfilled in order to be allowed to exit the IOM process? (Vilka är de formella krav (exit criteria) som ska vara uppfyllda för att man ska få lämna IOM-processen?)

6
In which order should the subactivities in the process LNRM be applied? (I vilken ordning ska delaktiviteterna i processen LNRM påbörjas?)

The order of the questions was the same for all subjects. The reason for not varying their order (which would be the normal procedure in order to avoid learning effects) was that it was easy to stumble over information which would be relevant in questions posed later on. 

The performance on the solving the six tasks was recorded on video and analysed. Task completion time was calculated from the first ”click” to the last written letters in the answer. The number of ”clicks” in the graphs was counted for each task, and a map depicting how a particular user had navigated in the on-line manual between graphs and texts was drawn.

Results

The results of the study show that our hypothesis of a correlation between spatial ability and navigation in the hypermedia tool was indeed correct, but that we should make a distinction between different aspects of spatial ability. We start by describing our analysis of the cognitive tests and the different aspects of spatial ability. 

Patterns of Cognitive Abilities

A factor analysis of the results of the six cognitive tests revealed three underlying factors, with two tests with high loading in each factor (see table b). (The factor analysis was done based on the results in each cognitive test, not on the stanine points.) Factor 1 with high loading on figure drawing test and the block test, factor 2 with high loading on the tests of synonyms and the classification of images, and factor 3 with high loading on the tests on rotation of images and of hand identification. 

	Cognitive test
	Factor 1
	Factor 2
	Factor 3

	Synonym test
	.164
	.843
	.046

	Classification of images
	.284
	.810
	-.041

	Image drawing
	.958
	.071
	-.071

	Rotation of images
	.227
	-.393
	.654

	Rotated hands
	.00001
	.067
	.940

	The block’s test
	.792
	-.001
	.376


Table B. A factor analysis of the cognitive tests.



Spatial ability (measured in stanine points 0 – 9)

Table C. The correlation between completion time and spatial ability (please observe that the scale has been truncated to start from 3 since we had no subject with lower scoring).

What is especially noteworthy here is that the pattern obtained seem to put in question the test manual’s classification of these tests. The third factor seems to relate to spatial ability, but the blocks test does not belong here. It instead goes together with another test requiring manual manipulation of the test materials. This could indicate that from a psychological point of view there is a difference between the manipulation of spatial information in the mind and the acting in the world, even if both from a superficial point of view seem to concern the same kind of information processing.

Cognitive Ability and Task Completion Time

We checked for any correlation between the individual tests, the three underlying factors, subjects’ previous experience and knowledge, etc. and their completion time/number of clicks to solve the navigational tasks. We could only find one correlation, namely between completion time of the navigational tasks and subjects’ spatial ability as measured by the two tests in factor 3 (r = .56, p < . 005). No other correlations achieved significance. The correlation between the completion time and the blocks test was for instance only  r = . 04.

In table c, we see how the subjects are distributed with respect to task completion time and the spatial test. The spatial tests are converted into stanine scores (between 1 and 9), and we see that this particular group of subjects are spread from 4 to 9 on that scale. The facts that the subjects lie slightly higher on this scale than the normal population (as measured in the Düreman-Sälde test battery) was expected since this group of subjects are fairly well-educated and work with tools and problems which require these kinds of abilities. 

The difference between the best and worst performance of subjects in our test is 19:1, i.e. the best subject solved the tasks 19 times as fast as the subject who solved them slowest.

	Spatial ability (factor 3)
	Time
	Clicks

	High (12 subjects)
	16.94
	49.67

	Low (11 subjects)
	25.47
	54.09


Table D. Total time and total number of clicks done in order to complete the six navigation tasks for the low and high ability groups on factor 3.
If we divide the subjects into two categories, those with high ability with respect to factor 3 and those with low ability, the result becomes even more evident. The group is divided into two halves of (almost) equal size: the high ability group, consisting of 12 subjects has an average stanine-score above 6.5 points, while the low ability group, consisting of 11 subjects lies below 6.5 points. In table d, we see the results: the low ability group took about 25 minutes in average to complete the tasks, while the high ability group completed the tasks in 17 minutes. There was no significant difference in the number of clicks (i.e. moves between pages of information or graphs) between the two groups. It seems as though the low-ability subjects spend more time studying each page. As each page in the on-line manual provides a window to the SDP structure, it can be assumed that the reason subjects spend time studying each page is in order to build their mental map of SDP.

Tasks 2 and 6 were designed to be the same tasks but for different processes in the domain. Our hypothesis was that subjects with a high ability would perform much better for the second task. That would indicate that they had built a mental map which allowed them to navigate faster to the answer. In table e we see the results for the whole group of users, where we see that the time and number of clicks are slightly less the second time around. There was no significant difference between the subjects with low and those with high spatial ability, only a slight difference in time and number of clicks. Perhaps the difference between users with low and high spatial ability does not necessary have anything to do with learning the structure faster, but perhaps more to do with faster getting a grip of the structure as communicated by the interface. This should be tested further with tools where both groups are complete novices with respect to the content and organisation of the information.
	Task
	Time
	Clicks

	2
	1.76
	4

	6
	1.37
	3


Table E. Median time and median number of clicks spent for solving the tasks 2 and 6.

Somewhat surprising is that subjects’ self-estimated knowledge of the method, SDP, is not correlated with completion time. Instead, their previous experience of the on-line manual and completion time for the navigational tasks are related (r=.428, P<.05), and experience of actually applying SDP (which normally also involves using the on-line manual) is also related to completion time (r=.417, P<.05).

We draw two conclusions from our material. First, that there seems to be a correlation between users’ spatial abilities (as measured by factor 3) and their ability to use the hypertext based system.

Second, the correlations obtained between these factors, together with the non-correlation between the ability to use the hypertext system and the blocks test or other visio-spatial tests, gives some support to the hypothesis that spatial navigation in the mind and spatial navigation in the world are, somewhat surprisingly, rather independent cognitive abilities. Or at least, that there seem to be differences between them that warrant further studies to clarify the issues involved.

 Correlation with Map-Reading Ability

In our questionnaire, we asked the subjects to estimate their own ability to read and use maps and their ”sense of location”. Streeter and Vitello, (1985), found that subjects’ self-estimated ability to read and use maps was strongly correlated with their actual map-reading ability. It is also the case that those who tend to like maps will use maps more often and thereby improve their performance. So, our subjects’ own estimate of the map-reading ability can be taken as a good measure of their actual ability. 

We found that subjects’ map-reading ability was correlated with factor 1 (the ”external” spatial ability) in our cognitive tests, r=.42, P<.05, while there was no correlation between map-reading ability and factor 3 (the ”mental” spatial ability).

Again, this would indicate that there is a difference between spatial ability for solving problems in the world (where groundedness is possible) and spatial ability for extracting abstract structures from non-grounded domains.

Confidence and Efficiency

After completing each of the six tasks, subjects were asked to evaluate how efficient they thought that they had been in completing the task. Here we could see a clear correlation between how quickly they completed the tasks and how well they thought they had performed. (They graded their own performance on a scale from zero to five, where zero meant not very efficient and five meant very efficient). 

	Task
	Time
	Click

	1
	r = .679
	r = .525

	2
	r = .576
	r = .600

	3
	r = .405*
	r = .433

	4
	r = .550
	r = .545

	5
	r = .464
	r = .434

	6
	r = .669
	r = .695


Table F. Significant correlations for all six tasks between time/click and subjects’ own estimation of how well they solved the task (p<0.05). (* expect for task 3 where p=0.055).



Table G. Medium number of clicks performed by the subjects compared with minimum number of clicks possible for each of the six navigational tasks.
In table g we compare the mean number of clicks the subjects took in order to complete the tasks with the optimal, lowest, number of clicks by which someone could have found the answer. As we can see, the amount of ”unnecessary” clicking is not so bad for some of the tasks. Task 3 and 4 stand out from the rest of the tasks. Task 3 required that the subject studied at least two different graphs and computed the answer from relating the two graphs. Most subjects studied three or more graphs and looked at each graph several times in order to make sure that they had understood the relations correctly. An example of a graph that they had to study  can be found in figure j. As we see, each graph is in itself fairly simple.Task 4 was a search task in which subjects were required to look through several nodes in order to make sure that they had in fact found the correct answer. The minimum number of clicks for this task was based on the fact that we knew were the answer was. So, in fact, subjects did not perform too badly in terms of visiting too many nodes in the information space.

It seems as though the hypermedia tool raises the expectation of finding the information ”just a few clicks away”. As soon as the subjects have to perform more than a few clicks, they assume that they have gone wrong somewhere in the hypertool. As we can see in table h, the subjects tend to be more unsure of whether they have actually found the correct answer when they have to study several pages of information (as in task 3 and 4) in order to find the answer: for task 3 eight subjects had a low confidence in whether they thought they had found the answer, and for task 4 ten subjects had a low confidence in having found the correct answer. 


Figure J. An example graph from the on-line manual. The graph shows how the different object types are connected and the names of their relations.
Another tendency, which we cannot verify in this study, but that should be dealt with in subsequent studies, is a relation between being unsure about whether the answer is correct, when the answer was to be found in a graph (or a combination of several graphs). Our subjects sometimes stated that they would have liked to see the answer in text to make sure that the answer was correct. This tendency can explain why they despite performing so many clicks for task 5 (where the answer could only be found in the text) could still have such a high confidence in having found the correct answer. It can also explain why they were so unsure about whether the answer was correct for task 3 and 4 where the answer had to be computed from different graphs and was hard to find in the texts.

	Confidence
	Task 1
	Task 2
	Task 3
	Task 4
	Task 5
	Task 6

	0-2 (low)
	1
	5
	8
	10
	3
	3

	3-5 (high)
	22
	18
	15
	12
	18
	19


Table H. The number of subjects who had a high (grading their own confidence between three and five on a scale from zero to five) or low confidence (grading their own confidence between zero and two) in having found the correct answer to the six different tasks.
 Discussion 

Our hypothesis that navigation in the on-line manual could be correlated with spatial ability turned out to be correct. There were no correlations with other cognitive abilities. 

The results with the two factors, factor 1 and factor 3, as different aspects of spatial ability should be verified in other studies, but should they hold also under closer scrutiny, this could not only have theoretical, but also practical consequences. 

A practical consequence can be that we should be supporting users of hypermedia with low spatial ability with external aids that transform an internal task into an external one – something we discuss below. In fact, as pointed out by Vicente and Williges (1988), such aids might also help users with high spatial ability by decreasing their cognitive load.

On the theoretical side we have argued that a distinction could, and perhaps should, be made between spatial tasks that are performed as bodily actions in the world and those that take place solely in the mind. Our analysis of the subjects’ response pattern on the cognitive abilities test gave some support for that notion. Further support was gained from the fact that the only cognitive abilities tests that correlated with the performance in using the help system were those that seemed to measure internal spatial tasks. The fact that the ”external” spatial ability was correlated with subjects’ self-estimated ability to read maps but not correlated with their mental spatial ability, reinforces the messages that the two abilities are different.

Finally, we also found some interesting aspects of graphical versus textual presentation of information. It seemed as though textual presentation was considered to be a more reliable source of information, or that the subjects found it hard to interpret the graphs provided in the on-line manual. Also, compiling an answer from several graphs seemed to be a difficult task – even though each graph in itself was fairly simple.

 Implications for Interface Design 

Since spatial ability is resistant to training, it is necessary that we find ways to improve the interfaces instead. Then users with low spatial ability will be enabled to better solve their real tasks. The are numerous ways by which we can improve the interfaces to hypermedia.

Firstly, it has been pointed out by, among others, Vassileva that search in a hyperspace should always be complemented by the possibility to pose search questions (Vassileva, 1995, Höök et al., 1995) which is also supported by the results of Stenning and Oberlander, (1995). Our subjects sometimes said that they would have wanted to see the information written in text, but since it was so hard to navigate to a text and then find the relevant information within those text pages, they were hardly ever able to find the right information. Provided with search questions, they would (presumably) have performed much better. This would furthermore have avoided the graphical characteristics of the interface altogether, and might therefore be better suited for some users.

Secondly, hypermedia is sometimes provided together with a navigation map which allow users to trace where they have been previously, or at least they are provided with an overview of the information space. This would have helped users to know where in the information space they were currently at. On the other hand, it is not clear that all users with low spatial ability would be helped by such maps. We know that there are many users with low map-reading skills (Streeter and Vitello, 1986). Still, since map-reading skill was correlated with factor 1 and not with factor 3, we could achieve a better interface for those with high ability in factor 1 but not so high ability in factor 3. 

Thirdly, it has been shown that users with low spatial ability are helped by a system which achieves visual momentum (Vicente and Williges, 1988). Visual momentum is achieved when parts of the previous state of the interface are visible after a user has made an action at the interface. Let us take a hierarchical file system with folders and files in folders as an example. When the user attempts to open a folder, the content of the folder can be shown in a new window, perhaps completely covering the set of files and folders on the higher level. A way to achieve visual momentum, on the other hand, would be by inserting the file names in the folder indented inside the list of files and folders on higher levels. 

The reason that visual momentum helps users with low spatial ability is that we move from requiring that the users recall where they are and where they should go next in the hyperspace, to recognising the structure and the links and basing their decisions on that recognition. So the interface provides memory support. 

In a hypermedia system, it is harder to achieve visual momentum in a simple way since the whole idea is to move between whole pages of text (or graphics). Still, a dialogue history (either in map form or as a list of the names of visited nodes as in Netscape) could be an improvement. 

It should be observed that offloading the mental load of spatial cognition might help both those users with low and high spatial ability, as discussed by (Vicente and Williges, 1988). It is not clear exactly what is improved by providing the kind of aids outlined above. 

Implications for the Design of Navigational Tools

In the design of POP, this study influenced several aspects of the interface. We decided to always provide information which could be displayed graphically in text as well. We tried to find a way to display the information space in a kind of map – unfortunately, the structure of SDP is very complex, so we had to provide two maps: the process view and the object type view. These two are in the current implementation too local: they only display the current process or object type and its relations to other object types and processes one step away. A more complete overview would have provided a better understanding of the total information space. This overview might also have provided us with the means to create animation that would have achieved some kind of visual momentum. Clearly, this would need some more experimentation than what has been presented in this thesis.

Concerning how queries should be posed to the system, we allow both for navigation via the graphs and also search queries that will help a user to ”jump” to a specific position in the database. 

Learning SDP Concepts and Principles

Before we summarise the results from the three studies described above, let us provide a short summary of a study performed by Klas Karlgren on users’ understanding of concepts and principles in SDP, (1995). This study contributed to the design of POP, but was performed with a somewhat different focus than the studies in the rest of this thesis, namely to see if learning of SDP could be modelled by Micki Chi’s ”natural categories”, (Chi et al. 1994) (explained below). We just briefly summarise the results here. 

In the initial interviews, (McDermid and Ereback, 1994), section ‎0, subjects claimed that they wanted a better conceptual understanding of SDP and the object-oriented ideas that underlie SDP. Many complained that the method was too abstract, and very different from the previously used method at Ericsson (AXE-10). In the task analysis, (Bladh and Höök, 1995), in section ‎0, we saw that some of the queries posed by users revealed conceptual misunderstandings of SDP. Also the teachers on the courses in SDP given at Ellemtel, claimed that there were certain fundamental problems in learning SDP. All of these indications of difficulties in learning SDP led Klas Karlgren to perform a study on novices’ and experts’ understanding of SDP concepts and principles.

Karlgren’s starting point was to study subjects’ understanding of central SDP terms and principles, not how subjects follow SDP in their work. In part, we had already explored how users applied SDP in previous studies. Another reason to study users’ conceptual understanding had to do with the domain. The domain is a general software development method. As such it is not founded in any knowledge the learner may have about the ”real” world, instead the whole domain is abstract and learning it can be compared to a language game. By language game we understand seeing words as defined by how they are used rather than having proper definitions: language is defined through a negotiation process between those who try to communicate.

In SDP, as opposed to, for instance, physics, it is not always clear what the correct answers to questions are. In physics there are theories, grounded in observations of reality, that are conventionally considered to be the correct answers to the issues they cover. But SDP is more vague and not always so comprehensive as a scientific theory, simply because it is not a descriptive scientific theory but a development method. A question is in what way our POP system should convey the meaning of SDP-concepts and underlying principles.

The study was designed starting from a particular view on language: it is the use of words that will determine their meaning. The meaning of words, SDP terms and others, is not viewed as something abstract just grasped by the language user. It is essential that the language user is able to employ the word in correct ways for him/her to be said to have understood the meaning of the word. 

Karlgren used the theories from Micki Chi and colleagues (1994) as a starting point. They analysed studies of people’s understanding of difficult concepts and then tried to formulate a theory that would explain why certain concepts are harder to learn than others and more often give raise to misconceptions. Their theory assumes that entities in the world belong to different ontological categories, such as MATTER (things) and PROCESSES. Conceptual change occurs when a concept is reassigned from one category to another. For example, if a learner first assumes that a whale is a fish, and then learns that a whale is a mammal, the learner has to move the concept whale from one category to another. 

Micki Chi and colleagues are mostly concerned with what happens when a concept is first learnt as part of our ordinary everyday life, and then given a new meaning when learnt as part of a scientific theory. In particular, some concepts which are perceived as belonging to the MATTER category will turn out to belong to the PROCESS category, and this particular category shift is difficult to learn. 

Method

The purpose of Karlgren’s study was an attempt to describe the SDP domain in terms of some categories, and then identify whether there were some concepts which were often learnt as part of one category, and that then have to be relearnt as part of another category as the novice gradually becomes expert. He did this through a questionnaire where subjects would in various ways ‘reveal’ their understanding of certain concepts. The questionnaire was distributed to 18 novices and 10 experts of SDP.

Results

As SDP is abstract the domain did not easily lend itself to modelling into strict categories. Still, there were some distinctive differences between novices’ and experts’ understanding of SDP concepts and principles. Somewhat surprising, it was found that the novices’ understanding of the most fundamental concepts like object, process, object-oriented thinking, etc., was very fuzzy. On the other hand, understanding these terms and applying them correctly requires an operational understanding rather than being able to properly define the concepts.

For example, when asked to describe how many IEs there are in SDP, novices would have a confused understanding where they would not distinguish between IEs and instances of IEs that are produced as a result of applying SDP. In general, novices had problems with the distinction between instances of, for example, object types and the object types themselves. This is a crucial point in understanding any object-oriented method.

We can note that there are some studies which show that there is knowledge transfer that may both hinder and help the learner to move from a more procedural perspective on programming and design to the object-oriented view (Detienne, 1995; Pennington et al. 1995). In general, learning different programming paradigms might be difficult, and novices with different problem solving models will learn the new paradigm differently.

 Conclusions for Design

In summary, the conclusion we draw from this particular study was that we must make it possible for users to ask specific questions about the fundamental SDP concepts. Also that we should not avoid those terms in the explanations but rather use them in their proper context. There is little we can do in order to help users obtain an operational understanding of these concepts: that can only be done through applying them. A good way is to provide examples where possible.

Summary of the Knowledge Acquisition Phase

Let us briefly summarise the results from the four studies done during the problem formulation and knowledge acquisition phase of PUSH. 

After limiting our analysis to the information seeking situation and not to the whole project development situation, we could see that there were three interrelated problems that prevented users from utilising the on-line manual efficiently:

•
There was too much information in the on-line manual, users suffered from an information overflow situation.

•
The navigation in the on-line manual was difficult for two reasons: the domain itself was structured in an intricate structure which was hard to penetrate, and the on-line manual presented this structure through another information organisation with graphs as the main navigational tool. The graphs proved to be difficult to use for some users. Also the mere fact that there were two different structures to learn added to the learning difficulties.

•
Once information was found, users would have a difficult time understanding the explanations provided. This seemed to be emanating from the domain itself which is an abstract structure, not grounded anywhere, and also from the fact that these texts were not written with any particular user and task in mind. 

As we studied the user population more closely, we saw that there were several different aspects of users characteristics which influenced their ability to cope with the three outline problems. These user characteristics included:

•
the user’s knowledge of the domain, of telecommunications application development, and of software development in general

•
the user’s spatial ability and previous experience of the on-line manual

•
the user’s role in the project and the connected information needs

•
the user’s information seeking task, which to some extent subsumes some of the differences in terms of knowledge possessed by the user and the role they take on in the project

From these studies we could also extract a corpus of queries and an initial stab at the problem of which answers would have been most helpful and relevant to users in their actual work situation. We structured the answers into information entities, and constructed a set of standard queries from the corpus of user questions.

Design

As mentioned in the introduction, the design of POP was done in parallel with the knowledge acquisition and user analysis in the PUSH project. Here it is described it as if we first did the studies of users and then designed and implemented our system. Instead, what we did was to develop a first prototype already during the first year of the project. This prototype was shown to users, and their comments and our further studies of their information seeking behaviour were used as input to the development of a second prototype and later on, the WWW interface to this second prototype. The POP system as described here is a description of the second prototype.

In order to make the description of our system comprehensible, we start by showing two example interactions, one non-adaptive, and one with adaptivity. Hopefully, this will aid the reader in understanding the rest of the description of the design of POP. After the examples we provide a quite extensive motivation for the design basis for the POP system that we arrived at, the glass box model, in section ‎0. The intention of the glass box model is to offer users a means to understand the system’s internal workings, but without overloading them with details of the adaptive mechanism.

We then go on to describe why the system actively adapts to users’ tasks and not to any other characteristics, and how this can be done, in section ‎0. Section ‎0 is devoted to explaining the relation between the glass box model and our design.

Example Scenario

Let us start by describing two example scenarios with our system. The first scenario is without adaptivity, and it concentrates on the interactional aspects of POP’s interface. It illustrates both how navigation through the interface takes place and the relation between texts and graphs. The second scenario shows how adaptivity reduces the information space, and how users can adapt the adaptivity.

 Non-Adaptive Scenario

A software developer at Ellemtel has been assigned the task of producing a specification of one subsystem in the software her project is developing. The software developer has quite extensive knowledge of the application domain, but is fairly unfamiliar with the SDP-TA method. Her project manager has informed the project members briefly about where in the method they should start working. Let us call that part of the method the process subD:iom. Our software developer enters the on-line help system, POP, through entering Netscape and finding the POP web-server.

She formulates an unspecified, quite general, question about the process subD:iom: ”describe process subD:iom”, hoping that this will help her in getting a first grip of what she needs to do. The question is posed through using the pull-down menu named Pose Query in the graphics window, see figure k, where the question is one of the menu alternatives. In reply, the system provides her with some information about process subD:iom in what we shall call an answer page. The answer page consists of both some graphics and also some text under different headings.
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Figure K. The interface of the current version of POP: the Netscape window with two frames, one guide frame and one text frame, and the Java applet with the graphs.
The graphics window contains two graphs, the process graph and the object type graph. The process graphs presents the process currently in focus with its relation to input and output object types, which subprocesses it consists of and which super-process it inherits from. The object type graph (below) presents any object type in focus (or previously in focus) with its relations to other object types, its super class and potentially any sub classes. In this particular example, the top graph is the process graph with the process subD:iom in the middle, its super process, sdp:subD above, its sub activities below (due to space limitations
 of the graphs we cannot see all the subactivities, we only see two of the seven subactivities: iom:IdentCandObjTyp, and iom:EvalReuseIss), input object types (NodeF, MO, MONB, CRM, NIRP, RP) and output object types (IOM, IOT). 

The other graph, the object type graphs, contains the object type IOT, with its relations to other object types, MO, NodeUC, RP, IOT, OTS. IOT also has a super-class object type above it, SPI. The object type IOT is in the middle of this window since our user has previously asked some questions about this object type – otherwise the top object type in the object type hierarchy would be displayed (constituting a starting point for search among the object types).

The text in the text-window describes the process, subD:iom in the SDP method. The answer page is divided into two frames
:

•
a textual description (on the right) of the process consisting of a summary, a basic introduction, a purpose description, and some other information entities not visible on the screen, but available further down in the page.

•
a guide to the textual description (on the left), consisting of the headers to the information pieces. The ones marked as bold are those currently available in the textual description. 

In the textual description we see two information entities: the summary entity and purpose entity describing the reasons behind process subD:iom. There are also some headers without associated texts, as basic introduction. These headers can ‘opened’: if the user clicks on the triangle symbol next to the header, the associated text will be inserted into the page. This is our variant of stretchtext.

The guide frame shows all the headers of the information entities, and the user can use these to jump within the page. By clicking on the header in the guide frame, the textual frame will be scrolled so that the header that was clicked upon is shown on the top of the frame (the information entities are never reordered, the system will just scroll within the page). The user can also see in the guide frame which information entities are open and which are closed. By clicking on the triangle, the user can also cause the system to open the information entity just as in the textual window.

When reading through the text some terms are quite unfamiliar to our software developer, she gets confused by: …perform and document an object-oriented analysis… The concept object-oriented analysis is displayed in bold style, indicating that it is possible to ask follow-up questions on that concepts. This is what we name a hotlist. By clicking on the button next to the word object-oriented analysis, the user causes the system to show a list of alternative follow-up queries (as shown in figure k). She decides to ask the system to compare object-oriented analysis to object-oriented design. The answer to this question is also inserted into the page, see figure l – it is inserted below the summary introduction, before the basic introduction. The software designer also decides to open the basic introduction (also shown in figure l).




Figure L. The interface after ”opening” the basic introduction description and posing a follow-up query comparing object-oriented analysis and object-oriented design.
The follow-up questions are currently available through first ”opening” the hotlist (i.e. clicking on the icon next to the hotword), which makes a set of alternative follow-up questions available as links
. 

As our software developer is getting a first grip of what she should do, she understands that she shall be producing object models of the subsystem and that those has to be documented in instantiations of the object types IOM and IOT marked as output from subD:iom. She navigates to these object types through clicking on their symbols in the upper graphics window. She then re-enters the description of subD:iom through clicking on the subD:iom symbol in the upper graph.

When our user feels satisfied with the information about the process subD:iom, she can turn to other processes in SDP-TA, or gain information about the object types. The new object type or process is then presented in its own, dynamically generated, answer page in WWW.

Adaptive Scenario

In which ways does the adaptivity change the interaction with the user compared to what was described in the non-adaptive scenario above? Since our most difficult problem is information overflow, our adaptiveness is directed at reducing that problem. A related problem is the relevance of the information: users in our studies complained that once they found the information they needed, they could not understand it and make use of it to solve their current problem. Our adaptive solution therefore strives to find the most relevant answer given a particular query in a particular context.

In our non-adaptive scenario above, the user was presented with a textual description, which may turn out to be several pages long. In the screendump in figure k, only the first page of information was visible – if all the stretchtext-headings had been stretched, the page would have been in the order of twenty A4 pages. POP uses the user’s current information seeking task as the basis for reducing that textual description. When the user first enters the adaptive POP system, the system will assume that the user is performing any task (an unspecified task that only provides the most basic information about each process or object type on the database).  The user can immediately change this to some particular task, chosen from a list of tasks displayed in a menu (named Change task in the graphs window), or just allow the system to try to infer a task that better describes his or her needs from his or her interactions with the system.

The inferred or chosen task then affects the answer page, making certain information entities open and others closed, and affecting the order of the follow-up questions (on hotwords). A third effect is that POP either writes the whole name of SDP-concepts or just the acronyms, i.e. either Ideal Object Modelling (IOM) or just IOM.

It should be observed that the system does not stop the user from getting at all the information – all it does is hide some of the information from the user’s immediate view. By clicking on the headings of information that is closed or ask follow-up questions the user can change a given answer.

As the user starts manipulating the answer page, opening and closing stretchtext, and asking follow-up questions, the adaptive system might decide to alter the assumed current task of the user, and this in turn affects the answer page. In order not to confuse the user, the user’s choice of which information entities should be opened and which should be closed will always override what an adaptation to the user’s task would render. This override rule can be seen as a dialogue history; what the user has once chosen to open or close during a session will stay opened or closed.

As the task is changed the user may disagree with the task the system has inferred and decide to change the task back to what it was originally or to some other task. This can be done through clicking on the hotlist in the answer page which displays which task the system has inferred that the user is trying to complete – the chosen task is always visible in the top of the page in the sentence: The system has generated this answer assuming that the user is learning the structure of SDP (the word in bold corresponds is a clickable hotlist). Only those alternative tasks that actually will alter the presentation will then be shown to the user in an ordered list according to what the system believes to be the most probable alternatives. The user can also change the task through the Change task menu mentioned above – in this menu all the alternative tasks will be displayed.

In other words, the adaptivity will try to make the answer page as short as possible given the demands that follow from the specification of the information seeking task.

Going back to our example with the system designer who wanted to know about the process subD:iom. When entering the adaptive system, she did not specify her intended task, instead the system inferred the task from her interactions with the system. So, when she came to the subD:iom answer page, it only showed information relevant to the inferred task Learning details about SDP. This means that the system will immediately have opened the summary, the purpose description, and further down the page some other information entities relevant to this particular task. The system reinforces it’s choice of what should be opened by colouring (in red) the headers of those information entities that were deemed relevant. Those headers are also preceded by a (red) dot in the guide frame. (The red colours appear as grey in figure k). The text will also show the full names of SDP concepts (plus the acronym in a parenthesis following the concept) rather than only the acronyms normally used by the experts in SDP.

Design Basis

From the knowledge acquisition phase, we concluded that we needed to create a system that will exhibit the following properties:

· it should aid learners of SDP to find relevant information about general concepts and principles of SDP, as well as information on the processes and object types – potentially some kind of tutoring is needed (or at least, we know that the user will, in some situations be attempting to learn aspects SDP, software development, or telecommunications)

· it should try and be adaptive to some characteristic of users that affects how much information needs to be presented – as previously mentioned we decided to use plan inference as a means to infer characteristics of users that we could adapt to.

· it should compose good explanations that provide enough but not too much information – i.e. some form of explanation generation is needed

There are three field within artificial intelligence that tackle precisely these issues: 

· the intelligent-tutoring systems (ITS) area is concerned with creating tools that will actively tutor the user based on a student model of the learner’s knowledge

· the plan inference field (mostly related to natural-language research) is concerned with following users’ actions, thereby inferring users’ intentions and adapting accordingly.

· the explanation generation field is concerned with generating explanations that are fitted to users’ knowledge, contexts in which explanations are used, or other aspects of users or situations in which the explanations are needed.

Systems produced within these three fields are all examples of adaptive systems, and they were the main inspiration sources when we designed the POP system; or rather, the recent critique of these fields motivated some of the design decisions made. Apart from the specific critique of each of these areas, the general criticism of artificial intelligence systems has been that they are not scaleable: they work for a few well-chosen examples, but will not scale to a realistic real-world domain (Schank, 1991). We wanted to avoid that problem with our solution as we were tackling a real-world industrial domain. 

In the framework in chapter 2 provided an introduction to adaptive systems, but it was not divided into these three different areas but analysed various dimensions of adaptive systems. Let us therefore provide a summary of how ITS, explanation generation, and plan inference have been criticised lately, and how we used those points to form the basis of our design.

 Intelligent Tutoring Systems

The field within adaptive systems that attempts to address learning and tutoring issues is the Intelligent-Tutoring Systems (ITS) area (for an introduction to ITS turn to Wenger, (1987)). By combining knowledge representation techniques from artificial intelligence with computer-aided instruction, the ITS-field emerged in the early 1970’s (Carbonell, 1970; Brown et al., 1973; Self 1974, 1977). An ITS will try to model the learner’s knowledge in a so-called student model, which in turn will direct the tutoring efforts. Two well-known representations of the learner’s knowledge in the student model are the overlay and buggy models. The overlay model views the learner’s knowledge as a subset of the expert’s knowledge, and the task of the ITS is to help the learner to increase this subset. The buggy model views the learner’s knowledge as a mental model with potentially some bugs and misunderstandings. The task of the ITS is to find those bugs and help the learner to discover his/her misunderstandings and thereby correct them. Since it is, as we have already discussed, hard to model the learner’s knowledge most of the research in the ITS area has been focused on this particular problem, (Self, 1988).

Starting around 1987 with Lucy Suchman’s book on situated action (Suchman, 1987) and followed by for example (Brown, 1989; Pea, 1989), the ITS approach to system building has been attacked. Instead of putting teaching in focus as in ITS, the focus should rather be on learning. How does learning happen? Why? When? 

The main part of the criticisms has been that learning is not de-contextualised. The goal of learning as being knowledge that resides in the head as explicit concepts and reified, abstractions, is questioned. In particular, the overlay and bug catalogue approaches of capturing learners’ knowledge were criticised since these build on the idea that learners’ knowledge can be characterised as mental models of the subject area. These mental models were independent of their context in relation to the world and other circumstances, and characterised as integrated, but sometimes faulty, theories of the subject area. The following (interrelated) notions are put forth as ways of achieving a better understanding of learning and cognition:

Learning is embedded
Learning will take place in a situation – we learn out in the real world where the knowledge is needed to solve problems. As Brown puts it (1989):

”We must, therefore, attempt to use the intelligence in the learning environments to reflect and support the learner’s or user’s active creation or co-production, in situ, of idiosyncratic, hidden ”textured” models and concepts, whose textures is developed between the learner/user and the situating activity in which the technology is embedded.”

So the critique of the early ITS’s is that they are not embedded in real-world situations to which the learners can relate. Instead, they focus on teaching of abstracted skills like equation solving using algebra, or geometry rules based on abstracted figures (as for example in the Geometry tutor by (Anderson et al., 1985)).

Learning (and knowing) is a constructive process
As indicated by the fact that learning is embedded, we should view learning as a constructive process rather than a passive absorption of facts. The view that the learner should acquire the expert’s knowledge does not acknowledge this perspective. Knowledge is gained and regained over and over in an on-going process between the learner and situations in which the knowledge is required.

Learning is a social process
Several researchers, (Dillenbourg and Self 1992; Brown, 1989), point out that learning is a social process, it happens in collaboration between people or together with technology. So when introducing technology the view should be shifted from seeing it as a cognitive delivery system to seeing it as means to support collaborative conversations about a topic (Brown, 1989).

Knowledge is not stored as explicit ”rules” in the learner’s head
Suchman (1987) claims that knowledge is not stored as rules in the human brain. Instead, knowledge or sense making is an interplay between the mind and the world. She uses this interplay as a way of explaining human action, and she claims that a lot of action is done on implicit assumptions, and only when otherwise transparent activity becomes in some way problematic will we move to an explicit and explicitly representable understanding of phenomena. 

So the rule-based teaching as done in ITS’s may not always be the optimal form of knowledge for every subject area. 

Intelligence and cognition is distributed
According to the distributed intelligence view, intelligence can not simply be seen as a set of rules that resides in the learners head without a relation to the rest of the world and other people. Instead, intelligence exists as an interplay between people, objects in the world and in general the environment. Roy Pea, (1993), formulates this view as:

”When I say that intelligence is distributed, I mean that the resources that shape and enable activity are distributed in configuration across people, environments, and situations. In other words, intelligence is accomplished rather than possessed.”

This means that a learner will be acting intelligently when placed in a situation where there are other people or objects that together with the learner can solve (real-world) problems. For example, together with the slide rule a learner can solve much more difficult problems than would be possible with a pen and paper. We all use our embodied and embedded position in the world to off load onto our environment part of the representational and the computational burden of cognition.

A Balance Between the Two Viewpoints on Learning

Learning declarative, formal, general problem solving methods and representations is according to the critique outlined above not ”natural” and will therefore be difficult and sometimes not even very fruitful. The abstract rules learnt in the classroom are hard to apply in real world situations. We do not provide our pupils with tools that they can use in situations where they need them. So according to this critique, learning should be seen as a constructive, social and situated human activity. We learn from particular situations, together with other people or objects in the world, and groundedness, i.e. interaction with the real world, is important in this endeavour.

Even if the critique of the artificial intelligence view on knowledge as de-contextualised rules is in many respects correct, we still must be careful about how we understand it. In the European tradition of teaching, there has not been such a strong dichotomy between teaching of declarative, non-situated knowledge, and the (procedural) use of that knowledge. Both are needed in the process of learning. Not every student can rediscover the whole scientific history. We must help learners to transfer their knowledge and skills to the next situation, and therefore the more abstract theories for problem solving in different subject disciplines are needed. 

Furthermore, even if human knowledge cannot be re-represented as simple de-contextualised rules, these might very well serve their purpose as tools for how we build systems that mimic or meet users’ needs and reasoning. As pointed out by Sandberg and Wielinga, (1991), not all artificial intelligence researchers have assumed that the representations used in artificial intelligence systems are a direct reflection of what we store in our brains, but these are useful representations that enable us to build systems that mimic human behaviour, or aid users in learning and interacting. 

New Directions for ITS

There are several attempts to take the critique into consideration and design new learning environments that try to embed their tutoring, help the learner to construct their knowledge, etc.  For example, these viewpoints have been considered by Dillenbourg and Self, (1992), who attempted to construct a system for tutoring which implements a learning companion. The learning companion will acquire knowledge together with the learner, and will attempt to possess a complement of the learner’s knowledge in order to enhance the learning process.

In more general terms, John Seely Brown, (1989), made a very good summary of the design demands that these new perspectives on learning put on systems. Brown talks about three different glass box levels:

”The goal of design of any tool or device, therefore,  should be to produce ‘glass boxes’, which, first and foremost, connect users to the real world. Further, in response to examination and investigation, they should allow users to build adequate mental models and provide useful focus for collaborative discussions and the social construction of knowledge. Essentially, the current opaque technology or ”black boxes” must become ”transparent” to the user, allowing him or her to see ”through” the tool (”domain transparency”)  or ”into” the tools (”internal transparency”), or to see the relationship of the technology and its users in the larger context of the interaction between the user and the tool (”embedding transparency”). ”

By domain transparency we understand tools that allow the user/learner to see through the tool and see the domain behind it. For example, a tool that helps an auto mechanic service the ignition should allow the mechanic to see the ignition system through the tool. Or even work as a magnifying glass bringing the working of the domain into coherent focus.

Internal transparency is concerned with the tool itself and how the user can see through the tool’s interface into its internal workings. So the auto mechanic would not only see through the tool into the ignition, but also be allowed to learn parts of how the diagnostic aid itself reasons. This is the same perspective put forth by du Boulay, O’Shea, and Monk, (1980), when they talk about the glass box metaphor for programming languages: the programmer must be allowed to understand the execution mechanism of a programming language at some level of abstraction, in order to become a good programmer.

Finally, the embedding transparency refers to the whole environment in which the tool is going to be used. As John Seely Brown puts it: 

”Technology design must concern itself with ways to remain connected with the world so that the interactions with the technology take place within the context of on-going interactions between the user and the world”.

Influence on Pop

Even if John Seely Brown’s perspective was that of learning environments, we found them most useful in designing POP. Obviously, his design ideas are very abstract, and need to be interpreted and applied when designing a particular tool. Below we come back to how they can be interpreted in our domain – with an emphasis on the internal transparency aspects.

The whole issue of learning and its prerequisites was of fundamental importance for the PUSH project. Since we were aiming at a help system that would aid users in applying a software development method that some of them did not know beforehand or had difficulties in understanding, we had to consider how users learnt the domain, how they applied their knowledge in projects, and how we should aid them in this process. In the study particularly directed at exploring the difference between novice and experts in SDP, (Karlgren, 1995), we noted that the one difficult aspect of SDP is that is abstract and not grounded anywhere in ”reality”. The only way that SDP and object-oriented problem solving methods become grounded is through experience of solving problems and working in projects of this kind. There are not really any physical experiences in the real world to relate to, as is often done when learning physics or similar subject areas. From this we concluded that one main part of learning SDP could be characterised as learning a ‘language game’: learning to use concepts in their proper context. This means that we cannot, and should not, avoid using SDP terms in our explanations. Instead we should include them in our explanations but potentially offer users the possibility to ask follow-up questions on the concepts they do not know. Also, we could see in the information seeking task hierarchy that there were certain tasks all to do with learning. Those had quite specific requirements on both navigation and on what should be the content of the explanation.

 Plan Inference (in Natural Language Systems)

The second area which has had a great influence on the design of PUSH is the area of plan inference. Sandra Carberry, (1990), provides a useful background to plan inference in natural language systems. She starts off by showing how plan inference shares its roots with planning in artificial intelligence. Planning is the research field that attempts at planning the actions of, for example, a robot in order to make it possible for it to reach some specific goal. Planning usually involves setting up a goal and then planning a set of actions (more or less abstract) that will, performed in some order, reach the goal.
In plan inference, we shall be working the other way around: by watching an agent performing some actions we shall attempt to infer the goal of that agent. In the plan inference area, an ‘action’ often takes on a specific meaning as being a ‘speech action’, since most plan inference systems have been implemented for natural language dialogue systems. The observable actions of the user will be the utterances he/she makes when interacting with the system. 

The concept of speech act was introduced by the philosopher Austin, (1962), as a means to emphasise that utterances cannot simply only be viewed as true or false. Instead, they should be viewed as actions. In making an utterance as ”The eye of the hurricane is expected to pass over us”, we have according to Austin, performed:

•
the locutionary act of uttering the sentence, 

•
the illocutionary act of issuing a warning,

•
and, potentially,  depending on the circumstances under which the utterance is made, the perlocutionary act of scaring or exciting the listener.

In the PUSH project we studied a limited set of utterances which are not expressed in full natural language but instead as clicking in graphs or text, on hotlists, or posing queries in a limited free query form. Our analysis of users’ utterances when turning to an on-line manual can be seen as an attempt to capture the subset of speech acts possible in this particular domain and give them a very domain specific interpretation.

Given that we can see an utterance as an action, we can regard a task-oriented dialogue, as for example, information-seeking, as one agent (the information-seeker) trying to reach a goal via several actions that together constitute a plan for how to retrieve some specific information. 

As we discussed plan recognition in chapter 2 we noted problems with inferring users’ plans from their interactions with the system and difficulties in constructing and maintaining a plan library.

Cognitive Foundations of the Plan-Based Approach

The most serious attack against the approach of using users’ goal or plan as a basis for natural language processing comes from the work by Suchman (1987) and the situated cognition theories. Suchman questions the whole idea that people have definite goals and plans to achieve those goals. Instead of regarding plans as abstract entities that can be generalised over many situations, Suchman holds the view that actions can never be interpreted without a notion of the situation in which they occur. Drawing upon developments in the social sciences, principally anthropology and sociology, her aim is not to produce formal models of knowledge and action, but to explore the relation of knowledge and action to the particular circumstances in which knowing and acting invariably occur. She furthermore claims that organisation of situated action is an emergent property of moment-by-moment interactions between actors, and between actors and the environments of their action, rather than preconceived cognitive schema or institutionalised social norms. In this view, the foundation of actions is not plans, but local interaction with our environment, informed by reference to abstract representations of situations and of actions, and available to representation themselves. In a sense, Suchman claims that plans will not govern an actor’s action – the situation will. Plans in humans are therefore always vague with respect to the details of action.

We might disagree with Suchman’s strong viewpoint on the existence of plans in humans, but the fact remains, that plans held by humans can be sketchy, temporarily unordered, and rapidly changing due to the situation.

As pointed out by Wærn and Stenborg (1995), we can see yet another complication when we move from human-human dialogue to human-computer dialogue. A user would typically not reason about his/her goal as a joint goal of her and the system. Instead, the user perceives the system as a tool, with which the user can perform a set of low-level menœvres or manipulations that will help fulfilling his/her goal. This attitude makes the user free to move between different plans for the same goal without notifying the computer counterpart. Since the computer system is a low-level tool with respect to the user’s goal, the user’s singular actions may say very little about the overall task. We believe that this problem exists for most of the computer applications we can see today since few exhibit a behaviour that would enable users to talk about their intentions, or perceive the computer agent as a human counterpart.

Influence on POP

The situated cognition view has had a strong influence on the solutions we viewed as possible and interesting in the PUSH project. When designing the plan inference algorithms for the self-adaptive parts of the POP system, Wærn (1996) decided that the best would be to make the plan inference component forget actions earlier on in the dialogue. The system would furthermore adapt continuously throughout a session instead of looking for one underlying goal and sticking to it. This way we can follow users’ actions even if they are continuously adapting to the system and the environment and thereby changing their goals and plans.

In addition to making the plan inference into a better model of the changing behaviour in the user, we wanted to place the adaptivity in a multi-modal, dialogue-oriented setting. Thereby, the user would be in control of the interaction with the system, and would be able to interpret the state of the system and act accordingly. So, we allow the user to pose follow-up questions, to navigate in graphs and via queries, and in general, provide a rich environment in which the adaptivity is only one part. Even if singular actions say very little of the user’s overall goal, a rich environment can still give sensible adaptations. Thus, some of the burden of making the adaptivity work satisfactorily is given back to the user. Again, this related to our glass box design metaphor. 

Explanation Generation

The last area which has influenced PUSH is explanation generation. User modelling research in this area has been driven by attempts to create natural language interfaces to systems that can be characterised as co-operative problem solvers. Examples of such are intelligent interfaces to knowledge based systems (Moore and Swartout, 1989), interfaces to database systems, interfaces to ITS’s (see above) (Wenger, 1987), and interfaces to help and advisory systems (Wilensky et al. 1984, Chin, 1989, Cawsey, 1992). POP will provide explanations which are generated to fit with users’ needs – these explanations are not a result of a problem solving process as in knowledge-based systems, but we still share many of the research problems with the explanation generation field.

Knowledge-based systems was a big research field in the eighties. An assumption made early on, was that a knowledge-based system should have a natural language interface. It would contribute to the ‘naturalness’ of the system – in line with the general goal that the knowledge-based system (or ‘expert system’) was going to imitate a human expert. As pointed out by Shneiderman, (1987), the claim that a natural language interface would make the system natural was not very well supported. Still, it had a big impact on research within the area and a lot of effort has gone into dialogue research and explanation generation in knowledge-based systems. 

There are two strands in how to approach explanation generation in knowledge-based systems. One is basically centred around the organisation of the knowledge database so that it is possible to generate better explanations (Neches et al., 1985, Swartout and Moore, 1993). The other is to improve the explanation process, i.e. the dialogue with the user or choice of modality for the interaction (Moore, 1989; Roth and Woods, 1989). 

Within the area concerned with improving the explanation process, we can see four main categories of technical solutions, (Cawsey, 1992). The simplest approach to providing different explanations to different users and in different contexts is through incorporating a set of canned texts in the database. The designer of the system attempts to predict which queries will be posed (or situations in which explanations will be needed) and creates one canned text for each possible answer (or situation). Obviously, for any realistic application this will be unfeasible since there will be too many different explanations to keep track of. Kathy McKeown and later on Cecile Paris and others, showed that it was possible to use regularities in naturally occurring explanations as a basis for how to construct systems that generated explanations (McKeown, 1985, Paris, 1988). One method is to use simple templates that can be filled in with the attributes of the particular object being described. This is possible where there are many objects with similar sets of attributes that can be described in the same manner. 

How-it-works  Structure, Process, Behaviour

Structure  Identification, Components, Function

Structure  Similarity, Component-Differences

Components  Constituency, Component+

Component  Identification, Behaviour

Process  Causal-event+ (sequence)

Behaviour  Causal-event+ (examples)

Figure M. EDGE Explanation Content Grammar, (Cawsey, 1992), which describes the rules for how to construct explanations of electronic circuits.
A more flexible approach is to use schemata. A schema will be a set of rules that capture the underlying structure of the explanation. This approach has been used by Paris, (1987, 1988), and McKeown, (1985). Such schema may be construed to fit, for example, different user groups: we might have one schema for novices and another for experts. Depending on how specialised we make these schemata, we might have to construct many different schema to fit with different queries and users. This is why some researchers have moved on to text planning methods, (Cawsey, 1992, 1993; Moore, 1989; Maybury, 1991). The text planning process can be influenced by many aspects, as users’ goal, users’ knowledge, previous discourse, and focus of the dialogue. So instead of having many different schemata, the planning process may generate several different explanations based on one content grammar (as for example depicted in figure m, from (Cawsey, 1992)), together with focusing rules, a user model, etc.

Human-Human Communication

A quite common starting point for explanation generation, especially for computational linguists is to analyse naturally occurring human language or dialogue and then attempt to describe the findings in a content grammar or schemata. For example, both Paris (1987, 1988) and Cawsey (1992) started by analysing naturally occurring texts and dialogues and then built their systems according to some of the underlying principles found in the empirical material. In fact, the same approach was used by myself and Jussi Karlgren when designing the interface to a route guidance system, (Höök and Karlgren, 1991, Höök, 1991). We first analysed route guidance dialogues between experts and novices and experts and experts, and then built different schema directed at the different groups of drivers (tourists, taxi drivers, commuters, etc.). These were then used to generate natural language descriptions of routes to the driver in the car. A problem with this approach is that human-human dialogue is not always the most efficient way to communicate route guidance instructions (we all know of situations in which we have obtained strange and faulty route descriptions), so when building the system, we had to view the collected corpus of dialogues as a source of inspiration rather than as a prescription as to how the instructions should be generated. We believe that the same view has to be taken also for other areas than route guidance instructions. So, as we shall see in PUSH, we do use some of the results from research on empirically established principles for descriptions, but we use them as a source of inspiration rather than as strict principles.

	The part-oriented explanation
	The process trace

	{Identification (description of an object in terms of its superordinate) }

{Attributive* (associating properties with an entity) / Cause-effect*

Constituency (description of subparts of subtypes)

Depth-identification / Depth-attributive


{Particular Illustration / Evidence}


{Comparison ; Analogy}  }+

{Attributive / Explanation / Analogy}
	(For each object, give a chain of causal links)

(1) Follow the next causal link

(2) {Mention an important side link}

(3) {Give attributive information about a part just introduced}

(4) {Follow the substeps if there are any. (These substeps can be omitted for brevity)}

(5) Go back to (1)

(This process can be repeated for each subpart of the object.)


Figure N. Process-oriented and part-oriented explanations.

Paris analysed the difference between encyclopaedias directed at children and those addressing adults. She noted that explanations to novices were process-oriented while experts received part-oriented explanations. Paris was able to describe the difference between process and part-oriented expressions as rules that could be used to generate different explanations, see figure n. Thereby she could implement a system that could describe concepts in several different ways combining the two description methods. 

Cawsey analysed instructional dialogue on electronic circuits. She then constructed an explanation content grammar that she uses as the basis for explanation generation. From the grammar we see that an explanation of how a circuit works can start by an explanation of the structure of the circuit, its components, etc. Then a process-oriented explanation of how it works and an example of its behaviour may follow. Based on a user model, Cawsey uses a text planning process to decide which of the alternatives rules in the content grammar to use.

Influence on POP

The explanation grammars put forth by Paris, Cawsey, McKeown, and others, have served as a source of inspiration to the PUSH project, but as we shall discuss in section ‎0, it was not feasible to construct a knowledge representation from which we could generate explanations from first principles. Instead, we have to rely on a set of canned texts, some generated texts and find a good structure already from the start by which we organise the information – our explanation generation can be characterised as a combination of templates and schemata as discussed above. 

As we can see from the kinds of grammars introduced by Cawsey and others, they are fairly domain dependent – the grammar described in figure m is suitable for explanation generation where there is a physical entity that can be described. In more abstract settings, such as the domain of our work, it is not relevant to talk about, for example, ”causal-events” in the same manner.

Our perspective in PUSH is also slightly different from the two strands in explanation generation; improving the organisation of knowledge and/or improving the explanation process. We are concerned with marrying a good organisation of the knowledge with the explanation process, since it is the combination of what you say with how you say it that will produce good explanations. Furthermore, our approach is also to diverge from the line of research that is directed towards imitating human-human dialogue and explanations. Instead we allow users, with help from the system, to construct explanations which are fitted to them interactively using interaction metaphors, like direct-manipulation of hypermedia, which are more easily handled by computer systems. This standpoint we share with other researchers, e.g. (Dahlbäck  et al., 1993). So, our explanation generation in PUSH can be characterised as predictable and rigid and not human-like in all respects.

In PUSH we constructed a set of explanation generation rules that would pick out which fairly large chunks of text (canned or generated) to display to users in different situations. These rules were not constructed from an analysis of human-human dialogue, but instead we constructed them and bootstrapped them in several studies with users as part of our design of POP. So the whole starting point was human-computer interaction rather than human-human dialogue.

 Our Viewpoint: The Glass Box Model

Now that we have provided some background to the three fields of tutoring systems, plan inference and explanation generation, and some of the research problems in these areas and critique of them, we can expand on our view of design of adaptive systems and generation of explanations.

Control, Transparency, and Predictability

Utilising adaptive interface techniques in interactive systems introduces certain risks. An adaptive interface is not static, but will actively adapt to the perceived needs of the user.  Unless carefully designed, adaptation and the changes it produces may lead to an unpredictable, obscure and uncontrollable interface.

As is frequently pointed out it is important that users are in control of the systems they work with. This becomes increasingly important when systems act autonomously: e.g. read and sort our mail, choose which news items to read, book our meetings. Systems that act too independently, e.g. knowledge-based systems or systems with adaptive interfaces have not always been acceptable to users (Berry and Broadbent, 1986; Meyer, 1994: Vassileva 1994). One reason for this is that complex problem solving should not be implemented as a system task alone, but rather be approached as a joint task of the system and the user, to be solved in interaction (Pollack et al., 1982; Suchman, 1987; Brown 1989).

Giving users a sense of control can be achieved only if the system’s internal workings are transparent to users or if the system’s actions are predictable to users. Adaptive interfaces sometimes make very bold assumptions about user characteristics, and adapt accordingly. It is not to be expected that such adaptations always will be correct.

We believe that virtually all adaptive interfaces will at times make mistakes resulting in erroneous adaptations. This is a strong argument for ensuring that an adaptive interface provides mechanisms for control, again on an appropriate level of abstraction, in order not to confuse users with technical details of the adaptivity mechanism.

Transparency gives users a view of the internal workings of the system. Ideally, users should see a system as a glass box, within which the lower level components act as black boxes (du Boulay et al., 1981; Karlgren et al., 1994; Brown, 1989), see figure o. The black box / glass box view given can be very abstract: Maes, (1994), e.g., represents the internal state of a personal meeting booking agent as a facial expression – the form of visualisation and the level of abstraction must be chosen carefully in order not to lead users’ expectations astray.

In our work we have been mostly concerned with what Brown called internal transparency – i.e. making the internal workings of the adaptive system visible to the user. Brown also identified two other forms of transparency: domain and embedding transparency. The first would mean that our information tool should be transparent to the actual domain that users are acting in – in our case, this would mean that we should be transparent to users’ project tasks. As we mentioned previously, we could not find any way to keep track of users’ project progress, and so we could not connect our advice to the stage their project was in. On the other hand, the information content of our information system, is all tied to users’ project tasks: there are instructions, definitions, examples, etc. construed to help users make the connection between the abstract method, SDP, and its application to their specific domain. 
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Figure O. It is important to hide the intelligent mechanisms at some level in a black box, but allowing the user to look through the glass box.
Embedding transparency means that the information tool should be placed in its context and be a natural part of users’ whole work situation. Since all the system designers at Ellemtel were working the computer as their main tool, this was not specifically problematic. Also, as we choose a WWW interface to the POP system, our tool can easily be integrated with the other resources available within the company in their Intranet.

In order to provide the user with control, we need to make the system transparent, but another important aspect of control is predictability. If users can foresee what a particular action will achieve and how it will alter the system’s response, it will be much easier for them to learn the system.

Predictability can be more difficult to achieve in an adaptive interface. Meyer, (1994), describes this requirement as a requirement of a stable relation between stimuli and responses, that is, the same input in the same context (or what the user perceives as being the same input in the same context) should always give the same output. There is an inherent contradiction between this requirement and the general idea of adaptive interfaces, that of changing presentations according to the perceived needs of the user. The design of adaptive interfaces must thus aim at achieving predictability in some alternative way than a strict adherence to the stable stimuli – response requirement.

One solution is to split the interface into a stable unchangeable component, which is carefully designed to be predictable, and one which does change, e.g. an interface agent. The hope is that the unpredictable, and sometimes, uncontrollable behaviour of the agent will not be as disturbing or crucial to the user’s main task as it is only an add-on to the predictable, controllable, tool that the user is working with. This approach is used by Kozierok and Maes, (1993), in their agent that helps the user to sort mail or book meetings. It is also used by Meyer, (1994), who designed a help system to a cash register system. In the latter case, the help system was displayed on a screen separate from the cash register system, and though the help system was connected to it and thereby able to follow the user’s actions, the help system was not allowed to change the behaviour of it. In a study of the system, users’ liked the adaptive help system better than an non-adaptive variant of the same system. They also performed much better in terms of time taken to complete tasks and errors made.

Another approach to giving users control over the user model is by making the user model inspectable and allow users to alter its content. Judy Kay, (1994), uses this approach. The problem then becomes how to give users tools they can use to alter the user model. Most approaches to inspectable user modelling techniques are generic, i.e. not domain-specific. An example is the adaptive prompts system by Kühme et al. (1993). This design allows a user, or a program analyst, to tailor the mechanisms for adaptivity, but in order to do this, the user must learn a new, complex vocabulary which distinguishes between sets of terms such as e.g. ”goal”, ”action”, and ”interaction”. Using these concepts, the user is supposed to construct a set of rules rudimentary guided by an interface. Apart from having to understand the meaning of concepts as goal, action , etc., users will have to predict the effects of this tailoring, as the different parameters and rules interact in a complex way to achieve adaptiveness. 

Yet another problem with inspectable user models and allowing users to alter the user model is that it requires that users are willing to spend time on adapting the adaptivity. In some applications this may be perfectly feasible, but in our domain users are searching for information that will aid them with a project task. So their main task is to get on with their project, and the search process when looking for information is definitely secondary to their purpose. So we cannot expect users to spend much time optimising the search process. 

We drew two conclusions from these concerns for the design of POP. First, an obvious way to avoid the problems of adaptive interfaces is not to make the system adaptive at all! Our aim throughout the project was to find other ways of satisfying users’ needs and accommodating to the individual differences between users. We only wanted to apply an adaptive solution when it could substantially improve the interaction and solve a really hard problem. In our domain, the problem that required an adaptive solution was the information overload problem, and connected to it, navigational aspects and how to interpret information once it is found. 

Our second conclusion is that the adaptive solutions the system provides should be implemented in such a way that users can control them and preferably be able to predict them. Furthermore, that the adaptive behaviour should be transparent at some level of abstraction. Our solution has been to dress the rules of adaptivity in names that are domain dependent, and that can be understood by our target user group. This way, they can have correct expectations of the meaning of an adaptation. We provide some visual feedback (the red headings and dots discussed in the example scenario) that conveys the relation between choosing a particular information seeking task and which information it will retrieve. Thus, if a user does not understand the domain-dependant description of some task, they can still learn the relation between task and pattern of ”red headings”.

Different Explanations

Inherent in our view that adaptivity should be made controllable and, in some sense, predictable and transparent, is that the generated explanations must be such that users can see the difference between the variants. Only then will it be possible for them to detect the relation between what has been assumed in the user model, and the resulting explanation. So, we need to find a (at the surface) simple relation between what the system assumes about the user and the corresponding explanation, and we need to convey this in such a manner that it does not disturb the reader from their main task: to find relevant information.

Obviously, different explanations can have different content, and if users actually bothers to read the text, they will be able to detect whether it is relevant to their needs. But as we want users to more quickly understand the differences between explanations, and thereby learning the relation between explanation and user model content, we should try to make them substantially different also on the surface level. Headers, style and terms used may very well be good markers that can help users to quickly understand which purpose a certain explanation has, and thereby distinguish one explanation and its purpose from the others.

Finally, from the analysis of users’ problem in the domain, we know that information overflow was a big problem. Some user said that she felt that there would always pop up new pieces of information and graphs no matter how long she spent on searching through the database. If we would, on top of this large information structure, introduce an explanation generation component that could alter explanations and generate infinite amounts of new explanations, we would in fact increase the information overflow problem we are trying to tackle. So instead, we must aim at reducing the number of different explanations, and make sure that they ‘look’ the same whenever users come back to a particular node. In particular this is true for technical documentation domains where users frequently will search for the same information that they have seen before. If we make it impossible to ever see the same, exact, formulation of a definition or example, we would not be adhering to the conventionality principles in the domain. We take this as another reason why we should use syntactical markers and some stable explanation units as the basis for our explanation generation process.

Don’t Diagnose What you Cannot Treat

According to Karen Sparck-Jones, (1991), modelling the user can be done in a strong sense where characteristics not necessarily relevant to the functional task for which the system is designed are modelled, and modelling in a more restricted sense limited to those characteristics that are relevant to the system’s task. What we propose is even more restricted since we only want to model such characteristics that can help us solve really hard problems where non-adaptive solutions fail. In this case, the main problem is information overflow. We try to go as far as possible in tackling this problem with the direct-manipulation, hypermedia solution, and a good structure of the knowledge database. To that we add adaptivity that helps to provide the user with a subset of the information space. 

Our approach here follows what has been put forth by John Self in the area of student modelling in intelligent tutoring systems (1988). Self expresses his critique as ”don’t diagnose what you cannot treat’”. His critique comes from the fact that so much research effort was put into trying to infer rich and complex models of learners’ understanding of some domain, and not enough effort was spent on figuring out what to do in order to tutor learners based on the diagnosed problems. We can paraphrase this in the area of user modelling as ”don’t model user characteristics that do not (profoundly) affect interaction”, or perhaps even ”only model such characteristics of the user which cannot be catered for by other means”. If we can find ways by which users can control and alter a provided explanation so that it fits with their knowledge just by making the interface interactive and flexible, that is probably better than making the system guess at users’ knowledge or other characteristics. Still, we must not place a too large burden on users in finding the most relevant information. Our conclusion is to find a combination allowing the user to adapt the explanation, and making the system help the user to filter out the most relevant information.

Summary of the Glass Box Design Model

In summary, the design basis we arrived at above was that we should:

· allow the user to inspect the user model but only through a glass box, preventing the user from seeing the more gory details of the adaptive mechanism hidden in the black box. This would enable the user to stay in control of the adaptive mechanisms, and achieve transparency and some form of predictability.

· make the relation between what the system assumes and the corresponding adaptation visually available to the user as part of the interface. This will enable the user to learn this relation and thereby be able to stay in control.

· make the different explanations (directed at different individual users or user groups) visibly distinguishable in order for users to further enhance their understanding of the relation between the content of the user model and the corresponding explanation. Again the purpose is to achieve a form of predictability and clear feed-back, thereby making users stay in control of the adaptivity.

· attempt to model only such characteristics of users that will profoundly affect the interaction with them, helping them to tackle the information overflow problem.

Basing the Adaptivity on Users’ Tasks

Given the glass box design basis, we can now turn to the problem of what we should adapt to in order to solve the problems and requirements outlined in the knowledge acquisition phase. From the example above in section ‎0, we could see that the system is adaptive to users’ information seeking tasks as inferred from their interactions with the system or explicitly set by the user. The following questions can be asked:

· Why are we adaptive to users’ information seeking task and not to users’ knowledge background, their spatial ability or some other user characteristic?

· Given a particular task, which answer should be generated?

· How do we choose the information entities so that they can be fitted with the task?

· Will it be easy for the authors of the text to write the needed information entities? 

· How do we know which task a particular user is performing?

· Finally, how can we evaluate our choice? By which criteria?

Let us go through and discuss how we addressed these issues in the project.

Why Adaptive to Task? What Not to Adapt to?

From the knowledge acquisition studies we know that users differed in:

· their knowledge of the domain, of software development, and of telecommunications

· their roles in the projects: project planners, project managers, SSN-contact (local expert), etc.

· their spatial ability and related to it their preferences for navigation either in graphs or via search queries and their understanding of graphs versus text.

Finally, in a short term sense, users’ information seeking tasks are different, and their task is related to both their knowledge and their role in the project.

We also know that each of these aspects influence how well they are able to search for and make use of the information, so some way or another we need to cater for these differences. 

Users’ Background Knowledge  

Our first attempt in catering for users with different background knowledge, was to write each information entity in several different versions; one for novices, one for experts, one for users who had experience of another method previously used in the company, etc. This approach had several drawbacks:

•
it quickly became difficult to keep track of all the information pieces and make sure that nothing was repeated or inconsistent

•
SDP is not static, recurrent releases means that the information entities are not written once and for all, but must be easy to change and maintain

•
the authors of the texts must be able to keep different user models in their heads while writing the different versions of the same texts

•
only for some of the information entities were the differences between the versions of the same entity obvious to the reader

The worst problem, though, was that it was extremely difficult to write the different texts. Exactly what differs between a description of the purpose of a process directed at a novice of SDP and one directed at an expert? One obvious answer is that the use of SDP-concepts differs. The novice cannot be assumed to know what, for example, a reference point is. But, in trying to write a text that avoids the concept reference point we also avoid using concepts in their context and thereby the novice will not learn the proper terms used in their proper context. In fact, a novice might very well just read a text with unfamiliar concepts if the purpose is just to get a first grip of the content. 

Another variant then, would be to use the SDP concepts in the novice descriptions, but always insert a short explanation of them. This is a tempting thought, but in fact, we would do much better by just turning the concept into a hotword and then allowing the user to choose whether to get an explanation of it or not – this would make the explanation shorter and not so cluttered with repeated explanation of concepts. (There are other differences between novice and expert descriptions that we come back to below). 

Also, by writing all the information entities in different versions for users with varying background knowledge we would not reduce the amount of information or make the navigation easier. Instead, we would give the user an impression that there exist numerous different texts and that it is nearly impossible to retrieve a text that the user saw and read a few weeks back (as the system might have adapted the text by then to adjust to the user’s assumed increased knowledge). Technical documentation is such that the reader assumes that it is possible to retrieve a piece of documentation seen before. 

Yet another problem lies in the fact that users’ background knowledge was so diverse. In the knowledge acquisition we found that users’ knowledge of telecommunications, software development methods previously used, etc. was interrelated. So, it would not be enough to describe SDP concepts either for novices or experts, but also for novices and experts in telecommunications, novices and experts in software development, etc.

Users’ Information Seeking Tasks

We decided to take a closer look at our information entities to see how we could cater for users’ varying background knowledge and even more importantly, their reasons for reading the text. We found that by adding some information entities written with users’ information seeking tasks in mind, we could construct a whole range of reasonable answers consisting of a selected subset of those information entities. These answers were shorter than the full text answers (thereby reducing the information overflow problem) and the information entities were simple to write. They also had the advantage of not having to be written in several versions and thereby be difficult to maintain consistent and update. Most importantly, by knowing that we could find an answer that was directed at fulfilling a user’s information seeking task, we knew that we were directing our efforts at what the user’s real needs are. For example, a person might very well be an expert, and in one situation be attempting to apply SDP, and thereby needing certain kinds of information, and in another situation attempting to plan a project being a novice in project-planning, and thereby needing not only information at a more fundamental level but also other kinds of information. So, by trying to adapt the whole answer to an information seeking task, we could better map users’ needs and not only their differences in knowledge background. 

Adapting to users’ information seeking tasks also makes the authoring process simpler. It is much easier to write a text that the author knows the purpose of, rather than attempting to write the text in several versions where concepts are explained differently depending on some fuzzy anticipation of the future readers’ possessed knowledge. Writing one text with the aim to communicate the purpose of a process to someone learning it, is distinctly different from writing a text that explains how to apply the process and calculate how long it will take to go through the process as part of a project. It is obvious to both author and reader that these two texts will explain the process from different perspectives, including different kinds of information and also be written with different levels of detail. 

In order to adapt to users’ information seeking tasks, we refined our first choice of information entities and added some information entities that were directly directed at the identified information seeking tasks. Some of these entities are directed at only one particular task, while others can be reused for several different tasks. For example, we divided the example-entity into two different information entities, one with a simple example and another with an advanced example. A simple example for project planning purposes may be the same example that the user who is learning about SDP needs. It is also easier for the authors of the example to distinguish between how to find and describe a simple versus an advanced example, rather than writing the same example in several textual versions to fit different user groups. We also added an information entity directed at describing project planning information for both processes and object types. This entity is only relevant to the task Project planning.

Remaining Novice and Expert Differences

The issue now became whether our information seeking tasks covered all the relevant differences between novice and expert users? The task structure partly subsumes some of these differences: a project manager will be seeking information to do with Project planning or Global projects tasks, a novice will be trying to learn about SDP which is catered for by the Learning the method task. 

There are some differences between novices and experts which are not subsumed by the information seeking task hierarchy (depicted in figure h on page 56). The first is their understanding of more fundamental concepts in SDP, as mentioned above, which will be poorer for novices than the experts (as we saw in Karlgren’s study, (1995)). In addition to refining the information entities into a slightly larger set of basic information entities, we also introduced hotlists into the text. Hotlists constitute a means of making certain words clickable and possible to pose follow-up questions on. By allowing the user to pose a follow-up question on what a fundamental concept in the text means, the user can turn an explanation with expressions unfamiliar to him/her into one where all the difficult concepts have been explained. So, rather than avoiding unknown concepts (as proposed by, among others, Sarner and Carberry (1992)), we place them in their natural context in the text, and then allow the user to ask follow-up questions on them. 

Associated with each hotlist will be a set of pre-defined follow-up questions, and as we could see in the scenario in the beginning of this chapter, these questions are annotated as query utterances. For example, we saw the queries Describe object-oriented analysis and Compare object-oriented design with object-oriented analysis. By allowing a set of pre-defined follow-up questions we made it possible for users to ask different questions about concepts that they do not understand or that they want to have explained for some other reason. Let us provide one example. If the text contains the general concept object-oriented analysis as in the example in the screen-dump above, users may want to pose quite different questions about object-oriented analysis depending both on their knowledge of the concept, but also on what they are going to use the answer for. If they are attempting to perform an object-oriented analysis, they might need to know the difference between the analysis and the object-oriented design (in SDP analysis and design are performed in different stages). If, on the other hand, they are just attempting to learn the purpose of, in this case, subD:iom, they need to know what object-oriented analysis means rather than what makes it different from object-oriented design. A classification of the user as novice or expert would not have been able to cater for this difference. Our view is therefore that it is much better to leave the choice to the user and make the query-formulation signal to the user what sort of explanations to expect.



Figure P. On the left hand side, a traditional view of expert versus novice knowledge. On the right hand side, how novices’ knowledge may be partly at a expert level and partly at a novice level.
Since the choice of which hotwords should be explained is in the hands of the user, we avoid another problem with the difference between novices and experts. Novices’ knowledge cannot simply be classified as a strict subset of the concepts known by the experts, as depicted in figure p (taken from Wolz, (1993)). Instead their knowledge is sometime at an expert’s level, while in other areas at a novice’s level. There are also parts of the domain only learnt when needed irrespective of whether the user is a novice or an expert. This is what David Chin called the ‘esoteric’ category of domain concepts in KNOME, (1989). So, if we had designed novice explanations such that they always explain every concept and aspect of SDP, novices would have been overwhelmed with definitions and explanations some of which would be unnecessary. Most users stay complete novices in every respect for a very short time.

Another difference between novices and experts is how they can understand and make use of instructions. This difference has been discussed by Paris, who analysed naturally occurring texts, encyclopaedias, directed at children and directed at adults (1988). She noted that explanations to novices were process-oriented while experts received part-oriented explanations. This difference was used by us in the route-guidance system (Höök and Karlgren, 1991), and by Meyer (1994) in her system which distinguishes between short, declarative instructions and lengthy procedural instructions of how to manage a cash register. 

	How to work in the activity: Adjust the whole object model
	What to do in the activity: Adjust the whole object model

	Take a step back and view all the object types together as a whole, and revise the object model.

The object model is the collection of all object types. In this activity you should step back and view all object types together and their interaction. Your goal is to revise the model and verify it against the requirements. 

The final object model should contain the object types needed to perform the usage cases. The object types should be appropriately specified in terms of relationships and behaviour.

You should also study the model for inconsistencies and check that it is complete and nothing bas been forgotten. This is best done by studying the object model together with the requirements described in the functional description of the subsystem.
	The developed ideal object model is studied as a whole and revised if necessary.


Table I. One procedural and one declarative description of one activity in a process in SDP.
To handle this difference between novices and experts in this respect, we made an exception from our idea not to write several versions of the same text and created two information entities for instructions on how to apply SDP (which is the only information entity that explains how to perform some actions):

•
One lengthy, procedural instruction with many hints on how to complete the task, how to think when doing it, etc. This text is written in a subject-direct and procedural style: ”first you do this, then you go on with that, …”. The information entity is named: ”How to work in this process”

•
One short, declarative description of the state that the project development will be in after the activity has been performed. The information entity is named ”What is done in this process”.

Examples of the procedural and declarative descriptions are shown in table i. The procedural description is much longer, it is directed at the reader in its linguistic style, and it contains a whole set of hotlists (marked as bold) that the user can obtain definitions of. The declarative description is extremely short, and written in a matter-of-fact style. 

Users’ Navigational Habits

Let us discuss one final difference between users with different information seeking tasks, background knowledge, ability and role, namely how they navigate in the information space. We found that when users are learning about the structure of SDP or doing reverse engineering, relations between different object types and processes in SDP is crucial information. If information irrelevant to these tasks is presented at each node, users run the risk of getting lost in hyperspace or being lead astray from their goal to create a ”mental map” of the domain structure.

Users who are learning details about a certain process or object type, or who are working with a particular project task have other navigational needs. They must be able to pose questions that single out pieces of precise information. From those nodes it must be possible to ask follow-up questions which help to clarify all details. 

Again, the difference in navigational preferences tells us that just adapting to users’ knowledge is not going to render the system behaviour necessary in order to aid users with their needs. Obviously, the user who is learning the structure of SDP is a novice, but can we really claim that the user who does reverse engineering also is a novice? Still their needs for short descriptions at each node might be very similar.

We aid users in navigating to information in a combination of interface techniques combined with adapting the presentation to the task (as was also described in (Bladh and Höök, 1995)). First, we adapt the explanations to the task so that someone learning the structure of SDP or doing reverse engineering does not have to see lots of textual information when navigating to a particular node in the hyperspace. For the user who needs to see a particular piece of information, we allow for more precise queries via a menu. 

In summary, our approach to satisfy the demands on navigation is through allowing multi-modal navigation, and by allowing users’ tasks to affect which follow-up links are made available in the hotlists. One navigational mode is through clicking in the graphs, and another is by allowing questions in a restricted natural language format. (The natural language input device was an important part of our design, even if not fully implemented in our prototype system.) A third mode is via making any mentioning of a process or object type in the hypertext into a hotlist. By clicking on such a hotlist and posing a follow-up question, users will in fact navigate to the corresponding node’s answer page.

 Making Explanations Fitted to the Task

Given that we are now convinced that adapting to the information seeking task is a reasonable choice, and that we can meet the individual differences in background knowledge, role and cognitive ability through other means (via maps, hotlists, etc.), we need to connect the task with the corresponding explanations. As indicated above, POP creates an explanation fitted to the task through choosing among the set of information entities. The task together with a question that the user poses will affect which of these information entities are opened (stretched) in the answer page, and which are closed.

We make the connection through a very simple set of rules. In figure q we give examples of rules, or explanation operators, that control how the question describe process X should be answered given a particular task. The information entities in the right-hand side of the rule, are those which will be ‘open’ initially.

Learning structure 

Basic introduction, Purpose, List of activities, Input objects, Output objects, Relations to other processes, Simple example

Project planning 

Project planning information, List of activities, Release information, Entry criteria, Exit criteria

Performing an activity 

Summary, How to work in this process, Release information, Input objects, Output objects, Relations to other processes, Entry criteria, Exit criteria, Information model, Advanced example, Frequently asked questions

Reverse engineering 

Information model, What is done in this process, Release information

Figure Q. Rules for describing the relation between some tasks and information entities for the question ”describe process”. The information entities are only described by their name in this figure.
Let us describe the four examples rules from figure q in some more detail:

The learning structure task is where we allow users to ”surf around” the information space in order to get a feeling for what different SDP concepts stand for, what is important, how different items are connected, etc. Only very basic information is shown in each node, mostly in graphics. For a process, the system presents a textual basic introduction, a textual description of the underlying purpose behind the purpose, and a simple example. In the graph the system presents which activities the process consists of, which input and output object types the process has, and its relations to sibling-processes.

The project planning task provides project planners with the kind of information needed in order to make decisions about how to work with SDP-TA. Most important is to provide information as to why and when this process should be applied – the project planning information entity. A list of activities provides material for the project planner’s task. The release information informs experienced project managers of any changes of the process that can/should affect the planning of the activities. Finally, the entry and exit criteria inform project planners of when it is possible to start and end the process.

The following a process task is the most elaborate – it helps project members with detailed information on how to work in a project. They are provided with a textual introduction, followed by a detailed procedural description the process and of each activity. Information on input and output object types is provided both in graphs and in text.

The reverse engineering stems from our studies which showed that a lot of the time the SDP-TA users will not follow the method as it should be followed. Instead they just go ahead and produce code and documentation which they know will be needed. In the end, they have to turn their results into the correct SDP-TA object type structure. They need the information model, which displays the relations between activities and object types. That way they can trace backwards and find the places where the results they have already produced should be placed.

The Set of Information Entities

	Processes
	Questions to be answered

	basic introduction
	What do I have to know in order to understand this process?

What are the most important things happening in this process?

What is the important output we expect from this process?

	summary
	What are the most important things happening in this process?

What is the important output we expect from this process?

	project planning information
	What are the criteria that determine whether this process is useful for this particular project, or how it should be applied?

	purpose
	Why do we have this process?

In which kinds of circumstances is this a relevant process?

	how to work in this process
	How can I apply this process and its activities?

How should I do the work?

	what is done in this process
	What is supposed to happen in this process and its activities?

What will be the net result?

	list of activities
	Which activities does this process consist of?

	release information
	What has changed in this process since the last release?

	input objects
	What are the input objects to this process?

	output objects
	What are the output object types of this process?

	entry criteria
	When is the earliest stage we can start this process?

	exit criteria
	When can we close the door to this process?

	roles
	Who is supposed to work with this process?

	superprocess and related processes
	Which superprocess does this process belong to?

Which are its sibling processes?

	simple example
	Provide a simple example.

	advanced example
	Provide an advanced example.

	frequently asked questions
	What have other users asked about this process?

	compare to X
	What is the difference between this process and another process X?


Table J. Information entities which describe processes in SDP.
Given that we want to adapt to users’ tasks, how do we construct the explanations? Which information entities are needed? In order to provide an idea of how much information each SDP-object (i.e. process, object type, activity or IE) in POP’s database contain we now provide the complete list of information entities as present in the current version of POP. If new information needs arise, it is possible to cover them through adding more information entities. We describe each information entity by the queries it is supposed to answer.

	Basic introduction to the process subD:iom
	Summary of the process subD:iom

	In iom we search for and define the object types that best describe the domain we are analysing. We perform what is named an object-oriented analysis which may be compared with the object-oriented design performed in the process Real Object Modelling (subD:rom). 

We define the relationships between the object types and check to see that the resulting model, the Ideal Object Model (SPI) (IOM), does in fact describe the functionality that our domain should have.

We search for and define inheritance relations between object types.

The whole description in Ideal Object Model (SPI) (IOM) and Ideal Object Types (SPI) (IOT) is kept at a very high level and is later refined in the Real Object Modelling process (subD:rom).
	In iom we perform and document an object-oriented analysis of a subsystem. The model should include the abstractions (represented as object types) necessary to understand how the subsystem described by the functional requirements is expressed in an object-oriented world. This analysis will render us a high level view of the subsystem without any consideration (or at least as little consideration as possible) taken to distribution, persistence aspects or other design and implementation considerations. The goal is a model that clearly describes and gives an understanding of a subsystem without the gory details of design and implementation. 

The Ideal Object Model (SPI) (IOM) resulting from the ideal object modelling process, is functionally complete in the sense that it covers all areas of the functional specification of a subsystem.


Table K. A basic introduction and a summary of the process subD:iom.

Among the information entities for processes (see table j), one may note the two different summaries of what the process is. The first, basic introduction, is aimed at learners who are not familiar with the fundamental SDP concepts as object type, etc. The second, summary, is aimed at more experienced users who just want a brief summary of the process. In the basic introduction we make sure to mention general concepts (indicated as hotlists) so that users can click on them and improve their understanding. In table k we see an example of a basic introduction and a summary information entity.

	Activities
	Questions to be answered

	how to work in this activity
	How can I apply this activity?

How should I do the work?

	what is done in this activity
	What is supposed to happen in this activity?

What will be the net result?


Table L. Information entities which describe the activities in processes.
	Object types
	Questions to be answered

	basic introduction
	What do I have to know in order to understand this object type?

What does this object type describe?

What are the most important IE’s or other features in this object type?

	summary
	What does this object type describe?

What are the most important IE’s or other features in this object type?

	purpose
	Why does this object type exist?

	how to produce this object
	Where is this object type created? 

Which IE is produced in which activity?

Where is the object type used as input?

	states
	Which states can this object type be in?

	attributes
	Which attributes does this object type  have?

	release information
	What has changed in this object type  since the last release?

	list of IE’s
	Which IE’s does this object type consist of?

	descriptions of IE’s
	Which IE’s does this object type consist of?

What is each of these IEs?

	list of IE groups
	Which IE groups does this object type consist of?

	descriptions of IE groups
	Which IE groups does this object type consist of?

What is each of these IE groups?

	relations to other objects
	Which relations does this object have to other object types?

	file structure
	Where in the file structure is this object type going to be placed?

	simple example
	Provide a simple example.

	advanced example
	Provide an advanced example.

	frequently asked questions
	What have other users asked about this object type?

	comparison(X)
	What is the difference between this object type an object type X?


Table M. Information entities which describe object types.
The activities are presented in two ways in the current POP system, see table l. Either their descriptions are inserted into the process description in the how to work in this process or what is done in this process information entities describing the process. It is also possible to get a description which is solely devoted to a particular activity. 

Among the information entities for object types,  see table m, we would especially like to point at the how to produce this object type information entity. It will connect the object type with the corresponding processes in which the object type is created. It will even connect the object type with the particular activity in which it is created. This makes it possible for a user who is doing reverse engineering to find information about the processes and activities ”backwards” from the object and ”up” into the process or activity. 

Finally, the IEs (and IE groups) are described in the database only by their format and how they should be created, see table n. The IEs are treated just like the activities. Their descriptions are entered into the object type information entity named description of IE’s and displayed as subtitles. It is also possible to just study one IE in a separate page.

	Information elements (IEs)
	Questions to be answered

	how to produce this information element
	What is the content of the IE?

How do I produce this information?

	format
	What is the format of the IE?


Table N. Information entities which describe IEs.
Apart from all the information entities described above, each general concept is also described by one or several information entities: one for each query that can be posed on the concept. So, for our example introduced above on the general concept object-oriented analysis, we shall provide at least two different texts: one definition of object-oriented analysis and one comparison of object-oriented analysis and object-oriented design. Which texts each general concept should have depends on the concept. Each general concept will have a definition, but might also have other kinds of textual descriptions. The information entities for general concepts must be accessible from any of the other information entities, since, for example, the concept object-oriented analysis may be crucial to the understanding of several different processes or object types.

The Authoring Problem

Above we saw that there will be many different information entities for each process, activity, object type, IE and general concept. It is easy to understand that frequent updates by twenty (or so) authors requires a good structure of the database.

As mentioned above the POP representation of information in the database falls between the templates and the schemata methods, (Cawsey, 1992). There are two reasons for this: one is concerned with the authoring problem, and the other is concerned with the characteristics and textual conventions in a technical documentation such domain as ours.

As mentioned previously, the authoring problem is one crucial aspects which must be taken into consideration when producing an intelligent on-line manual that is subject to recurrent releases. The authoring can be enhanced by various authoring tools that help the author to keep track of the information space. The authoring will be dependent on the chosen representation of information in the database. As pointed at when we discussed explanation generation, we can see (at least) four different explanation generation techniques: canned texts, templates, schemata and text planning. Each of these methods will have different demands on the authors of the information content since they will require quite different representations of the information. The problem is that the authors of the information in the database cannot be required to understand the machinery for constructing explanations. They need to be allowed to enter the information in a manner that is natural with respect to the domain. We cannot expect them to be able to alter, for example, the text planning rules when they discover that they need to extend the database with a completely new attribute of an object. 

Since our representation requires that the authors put in quite substantial chunks of texts, we need to help them with some rules on what to write where. Boyle and Encarnacion, (1993), were tackling the same problem when designing their system MetaDoc. Their adaptive hypermedia system also uses a stretchtext technique, but they stretch the text at the sentence level, i.e. one sentence can be ”closed” or ”opened”, while we, as we saw in the example above, stretch by closing or opening whole ”chunks” of texts. When discussing the authoring problem Boyle and Encarnacion set up the following rules for their authors:

· ”It is essential that the document read smoothly between the different levels of stretch. Additional text should conform nicely to the existing text when more stretch information is requested, and also if less is requested. Seamless stretchtext is important in order to maintain the user’s view of the document as being personalised.

· Text cues must be retained between different levels of ‘stretch’ to minimise reader confusion. Loss of familiar ‘landmarks’ between levels of ‘stretch’ forces the reader the backtrack and re-read the node. A ‘chunky’ stretchtext has the same effect on the reader.

· There should be common node identifiers for both novice and expert readers, to facilitate discussion proving a common reference. Having sufficient commonalties between the different ‘stretch’ versions facilitates node identification among different readers.

· The stretchtext should be ordered. For example, the reader can move from the most detailed version to the least detailed by directing the ‘trottle’ in one direction or vice-versa.”

We believe that their requirements on the authors are quite hard to fulfil, even if Boyle and Encarnacion claim that: 

”[…] Our experience showed that writing stretchtext, although not much more difficult, is all the more time consuming than writing ordinary prose.”

It should be observed that they themselves were the authors of the stretchtext used in their prototype. Our experience from discussing with the developers/authors of SDP information, is that they had huge difficulties already in writing the text into the fairly straightforward plain structure that they had; introducing stretchtext and forcing them to model users’ knowledge as part of their authoring process would significantly add to their cognitive load. We believe, even if we do not have any experimental proof, that our method with somewhat larger chunks of text, will make the authoring problem simpler. Also, since the author can relate the text to users’ tasks, it will be easier to create explanations that they know will help users.

What is missing in the PUSH project is a proper authoring tool that would help authors to keep track of what they have written, what is missing, what to do next, etc. – we regard that problem as outside the scope of this thesis.

Another reason not to choose to generate the explanations from singular atomic speech acts, as in the text planning methods, is that the target domain is a technical documentation domain, not primarily a tutoring or dialogue system. Users will be looking for information that they have seen before, and if the information is generated, it would not necessarily be possible to retrieve exactly the same information, nor to recognise previously encountered text.

 How To Identify the User’s Task?

Above, we have assumed that the POP system somehow knows what users’ information seeking task. How does it know? Our approach to adaptivity has been to find a balance between a user-controlled and a self-adaptive system (Höök et al. 1995, Höök et al 1996). Thus POP can be informed of the user’s task in two ways: either the user sets the task himself/herself, or a plan recognition component infers the task from the user’s actions at the interface. 

Computer-Aided Adaptation

One way POP is informed of the user’s task is when the user sets it himself/herself (which is done either in the Change Task menu in the graphs window, or through opening the hotlist on top of the textual frame). This kind of adaptation is computer-aided since the system offers the possible adaptation alternatives among which the user can choose one that fits with his/her needs (Malinowski et al. 1992).

As indicated previously, pure system-controlled adaptation has some drawbacks. In a hypertext application the input from the user may be quite limited; we know which texts the user chooses to see and whether any links are followed from those texts. These manoeuvres provide very little information about the user.

As discussed above, the requirements on transparency, control, and predictability make it less desirable to keep a separate and generic user model, since users will have great difficulties in inspecting and controlling such a model. Even if users are allowed to alter the user model, it might be very difficult for them to foresee the effects of a modification. Furthermore, in our domain, and indeed in most applications, users are likely to spend very little time modifying the adaptive components, since this does not immediately provide mileage for their main task. This leads to a behaviour where users are forced to use unnatural and lengthy sequences of interactions geared to ”circumventing” the adaptivity when it goes wrong (Woods, 1993).

By allowing users to choose which task they think they are performing, we avoid some of the problems inherent in user modelling, but we also introduce some new ones. First, if there are too many tasks to choose from it will become very difficult for the user to predict what a change of task will result in. Second, even with a small set of tasks, users might not be willing to always restate which tasks they are performing as their goals and needs change during a session with our system. Users might start out trying to do some reverse engineering task, and then discover that they need to learn more about some aspect, i.e. a move to the learning details task. As shown by (Oppermann, 1994), the best solution seems to be somewhere in-between system-controlled and user-controlled adaptation, which is why we think that allowing the user to choose among a small set of predefined, stereotypical tasks, should be combined with the plan inference approach described below.

We have experimented with different sets of tasks, ranging from four to six different tasks. The task stereotypes are selected from the empirically established tasks (discussed in section ‎0 above) and the ones included are chosen to allow users to predict which explanation will satisfy their need in a particular situation. The tasks are expressed in domain concepts, and are understood by users of SDP-TA. They know the meaning of ”reverse engineering” and they also know whether they are working this way or not. So, as pointed out in section ‎0, we are not forcing users to learn and understand an abstract language with words like ”goal”, ”action”, etc., instead they express their needs for adaptation in the domain language. Also, we believe that if users utilise the system extensively, they will learn the relation between task and answer and will be able to just see the task name as a label for different versions of explanations of processes and object types. Thereby they can make the system behave as they please. Obviously, we must also allow experienced users to shut off the adaptivity altogether.

A critique of our user-controlled task adaptation could be that the explanations we provide will be too static to be a good approximation of what kind of explanations our users need. But since we allow users to change the explanation through opening and closing parts of it and through clicking on hotlists and receiving explanations to concepts that are unfamiliar to them, we have in fact introduced what Moore and Swartout have raised as a requirement on explanations, (1989):

”Explanation is an interactive process, requiring a dialogue between advice-giver and advice-seeker. Yet current expert systems cannot participate in a dialogue with users. In particular these systems cannot clarify misunderstood explanations, elaborate on previous explanations or respond to follow-up questions in the context of the on-going dialogue.”

Instead of drawing the conclusion that Moore and Swartout does, namely that explanation systems must engage the user in a natural language dialogue, we have a direct-manipulation, multimodal, hypertext solution to the same problem. Still, in some respects it is just as interactive and hence has the sought dialogue properties.

We see many advantages with this approach: it does not require a natural language dialogue, it builds on direct-manipulation techniques and simple queries in a multimodal setting. Finally, the appearance of the system as that of a familiar direct-manipulation interface will not lead users to create false expectations of its conversational competence.

System-Controlled Adaptation through Plan Recognition

In the plan recognition area we can distinguish three different kinds of plan inference (Wærn, 1996):

•
intended plan inference: when the actor is aware and actively co-operates in the recognition.

•
keyhole plan inference: when the actor is unaware of or indifferent to the plan inference.

•
obstructed plan inference: when the actor is aware of and actively obstructs the plan recognition process.

Plan inference in human-computer interaction contexts is almost always keyhole. The plan inference methods used in POP (as designed and implemented by Wærn), falls in-between the two first categories. Wærn makes points out in her thesis (1996) that:

”[…] applications of plan inference in human-machine interaction cannot be purely intended, and should not be purely keyhole.”

Instead she suggests that we should see the plan inference in human-computer interaction areas as ”co-operative task enrichment” – i.e. allow the users to inspect and control keyhole plan inference, thereby, sometimes, making it intended (Wærn, 1994a). An interface provides co-operative task enrichment if:

• 
it adapts responses to individual user interactions on the user’s task, that is, plan recognition is an integral part of the dialogue, 

•
it communicates its assumptions to the user, and 

•
it allows the user to explicitly interact with the plan recognition mechanism.

The POP interface is an example of a point-and-click interface that combines features both of intended and keyhole plan recognition by providing co-operative task enrichment. There are several keys available for inferring a user’s task: his or her moves between different information pages, the ways of selecting the page (navigation or direct query), the opening and closing of information entities within a page, and finally the explicit selections of tasks. The plan inference also is an integral part of the dialogue, as it selects what information to present and what to hide, at each time a new page is generated. As argued by Vassileva, (1995), it would be impossible to infer anything from an ordinary hypermedia system. A rich and well-defined interaction language is needed. As we allow the user to manipulate our information entities and we know the structure of those, we can know quite a lot from whether those are opened and some (not as much) from when they are closed (sometimes users close pieces of text just in order to make the page less cluttered).

Since we found in the studies in the knowledge acquisition phase that users will change goals and plans fairly quickly during a session, we need to make the plan inference component reactive. In fact, even in the evaluation studies where we explicitly told users which task they should attempt to solve, they would still wander off checking out other aspects of the information in the database that they found interesting, thereby switching task. Typically, a user may start using the system in order to get help to develop a particular object. But while reading the detailed description of this object, he or she comes across a term that is not understood, and starts looking for information explaining this term. This represents a shift in task to learning a concept. It is unlikely that users will go through the effort to always mark these new tasks explicitly  (this was verified in our last study) – especially since users are unlikely to actively reflect on the focus shift. Rather, they will open new information entities or pose new queries to cover their needs. We must therefore follow users’ actions and continuously adapt and sometimes abandon previously held assumptions about which tasks users are currently attempting to solve. 

Wærn implemented this behaviour in POP through making the plan inference algorithm forgetful (or fading). It will only take the last ten actions (or so) into account when trying to infer the current task. Also, the plan library consists of fairly short and simple declaratively defined plans that are partly based on the relevance rules.

For a proper, in-depth description of the plan inference component in POP, turn to Wærn (1996) and section ‎0.

 Textuality Principles

The last question outlined above was how to evaluate our choice of what we should adapt to. One obvious answer is that it needs to be evaluate in a proper user study, something that we have done and that is described in section ‎0.
Another dimension that we might want to discuss is how good our explanations are from a more principal, theoretical viewpoint. Cawsey, (1992), citing de Beaugrande and Dressler, (1981), outlined seven general, interrelated, principles of textuality that should govern work on how to generate explanations.

Cohesion: Surface Level Ties 

On the surface, the organisation of text much be such that cohesion is aided. This can be done via choice of pronouns, appropriate conjunctions, lexical and syntactic repetition, and ellipsis. This whole problem is evident when generating answers in a dialogue, or actually generating whole pieces of textual information. In PUSH we avoid this whole problem through not generating text at this level – instead we use canned texts, so we push the burden of choosing the correct surface level ties onto the authors of the information. (We do generate texts as lists of input objects, but those are very simple texts).

Coherence: Conceptual Relations
Coherence refers to the organisation of a text chunk at the level beneath the surface. Concepts must be introduced in a cohesive order, links between objects or actions must be followed in such a manner that the user can follow the reasoning in the text.

Again, we partly avoid this problem through requiring that the canned texts are quite substantial chunks of text – and the problem of writing these chunks of texts is left to the authors. Even so, at a higher level, the combinations of information entities will constitute the generated explanation, and that totality has to help users to follow the reasoning in the text. At this level, we made several experiments on how to combine the information entities into meaningful descriptions of the processes and object types in SDP. We come back to and discuss this ‘bootstrapping’ problem in chapter ‎0.

Intentionality: The Speaker’s Goal
The author of a text has goals that should be achieved through the text. Each subsection of a text may achieve a distinct purpose, each of which contributes to the overall purpose of the text. The speaker’s goal or intention can be (or should be) linked to the reader’s goal and intention. 

In the SDP domain, authors are attempting to communicate instructions on how to use a particular software development method. They wanted to teach the reader a way of solving problems, the object-oriented way, which is either completely unknown to the user, or learnt as part of some other method or as part of programming (in object-oriented programming languages). In addition, the authors provide various other bits and pieces of information that will structure their readers’ daily work situation. The text is there to motivate readers to actually follow the work-flow and problem-solving methods that the authors have designed and are now trying to communicate. This explains why authors’ goals are met through adding motivations to why certain processes or object types exist (as in the ”purpose” information entity). So, authors’ goals are not only to teach but also to convince readers of the usefulness of the method, and to tell them how to structure their work. We took special care in actually providing motivations in special information entities as the ‘purpose’ information entity. Also the ‘project planning’ information entity will address motivations for deciding whether or not to follow the directions in some particular process.

Acceptability: The Hearer’s Goals and Attitude
If textual communication is to succeed, then readers must recognise the text as relevant to their goals and interests. This is the most relevant principle to the solution designed in POP. We need to meet many different demands and reasons as to why users will seek the information in our on-line manual. Just as authors’ goals were varied to be both teaching, persuasion, motivation, instruction, etc., readers’ goals when entering the system will be diverse – this is what was depicted by the task hierarchy in figure h. As we are adapting the explanations to this task hierarchy, we shall be directly addressing these issues. The only way to make sure that we have actually been able to address hearers’ goals is through evaluating the system – an issue which we come back to in chapter ‎0.

Informativity: The Hearer’s Knowledge
A text should be sufficiently informative, without overloading the reader. As we have already discussed, most systems including a user model will be attempting to find a relation between users’ knowledge and the target information to be communicated. We have also discussed the various ways by which users’ knowledge can be inferred, represented, and then subsequently used to generate explanations at the appropriate level. 

In summary the approach in PUSH was to not adapt automatically to users’ knowledge, but instead provide for users through other means (e.g. the hotlists).

Situationality: The Discourse Context
Text must be made relevant to its situation of occurrence. For example, as discussed by Brusilovsky, (1996a), there is a difference between information systems that are part of some other tool and those where the information system is stand-alone. In the former case, users’ actions with that tool will be helpful in deciding their needs, while in the latter there is less context to adhere to. In POP, we unfortunately do not have access to users’ real tasks as appearing in their projects. This is one of the main weaknesses of our system. There is no way we can be sure that our explanations are relevant to the larger context in which users are trying to solve project tasks. 

Still, our adaptation to users’ tasks will hopefully make the explanations fitted to their intentions – and thereby to the context in which the information is needed. In a more local sense, our follow-up questions to general concepts will be inserted into their context, as we open up their explanations as part of the page the user is currently studying.

Conventionality
In many areas, text is written according to fairly strict conventions. For example, a business letter has certain elements which are always placed in the same positions and including the same information content. 

For the SDP information, we should adhere to the conventions of technical documentation, in particular to how development methods are described. Those rules are not as strict as manuals for programming languages or computer tools, but still, the prose is strict and the user will expect certain kinds of information.

In summary, our solution with fairly large chunks of information organised in a semantically rich structure, with added rules that will choose among the attributes of an object when composing the query, will avoid and solve some of the most difficult problems as defined by these seven principles of textuality. Our main contribution is in having found a structure that will aid authors to achieve their goals, and that will adhere to users’ goals and attitudes. Also, we provide for aiding users with different background knowledge, although we do this through providing hotlists, in some cases, variants of information entities, i.e. through other means than keeping a user model of their knowledge and adapting the content to it.

Where is the Glass Box?

We claimed that it was important to allow the user to inspect the user model but only through a glass box, preventing the user from seeing the more gory details of the adaptive mechanism hidden in the black box. This would enable the user to stay in control of the adaptive mechanisms, and achieve transparency and some form of predictability. The relation between the system’s assumption and the corresponding adaptation should be made visually clear so that the user could learn how the adaptive system works at a glass box level.

We also said that in order to make the adaptivity controllable, the interface must make it obvious in what ways the explanations are different. Finally, we said that we should only attempt to model such characteristics of users that will profoundly affect the interaction and help to tackle the information overflow problem.

Has the decision to adapt to users’ information seeking tasks in the way outlined above, the potential of fulfilling our design criteria? 

Choosing to adapt to the task does tackle the information overflow problem within an answer page, and it does profoundly affect the interaction with the user. I believe that adapting to users’ tasks is much better than adapting to users’ background knowledge. This adaptation will make the answers provided relevant to users’ needs, it will reduce the amount of information provided in the answer page, it lays the basis for a (to the user) comprehensible relation between adaptation and resulting answer, and, finally, as a by-product it makes the authoring problem much simpler. Also we first attempted a classical approach adapting to users’ background knowledge, and it did not work very well. In particular, the adaptations to a particular user’s knowledge are unreliable as we do not have a good enough basis for making any detailed assumptions about his/her knowledge, and, furthermore such a user model will sometime only achieve minor adaptations of the explanations (as discussed when we examined KNOME and KN-AHS in chapter 2).

Concerning the visual clues to how explanations differs, we provide a whole range:

· as we open and close whole information entities using stretchtext, it is obvious that the system is adapting the answer page since whole chunks of text will either be shown or not

· the different explanations in the various information entities are different in terms of choice of style (declarative or procedural, subject-direct or neutral, etc.), choice of concepts mentioned (either basic SDP terms are deliberately included or only included when called for), etc.

· we colour in red the headings of the information entities that the adaptive system has deemed relevant to a particular task

· we also place a red dot in front of the chosen information entities in the guide frame – the guide frame will thereby form a pattern and by switching back and forth between tasks, users can come to recognise those patterns 

· finally, in the top of the page the system explicitly states that: This explanation has been generated assuming that the user is …
Thus we fulfil the second criteria, that it should be obvious that the variants of explanations are different.

In the black box we hide the plan recognition mechanism. Users will not be able to see exactly how the system infers their task from their actions or how various actions are weighted together using probabilities and their history of actions. The glass box allows users to see that a certain task has been inferred, and it allows them to change that task and see which alternatives the system has deemed less probable. Also by switching to another task, users can create an understanding for the relation between assumed task and corresponding adaptation of the answer. Finally, the tasks have been given domain-dependent names that are more or less fuzzy but such that users can roughly understand their intended meaning.

The adaptivity in POP can be characterised as being in-between a user-controlled and a self-adaptive system. According to Oppermann (1994) this middle route is to be preferred since users must have control over the adaptivity, but they will not spend much time adapting the adaptivity when their main task is really something else. We allow users to set which task they are working with at any point during the interaction with the system, and then we use plan inference to update their assumed current task continuously (Wærn, 1994a, Wærn, 1996).

As pointed out by Johanna Moore and Cécile Paris, it is of crucial importance that users are allowed to be dissatisfied with an explanation, (Moore, 1989, Moore and Paris, 1992). Their conclusion is that the system must allow for a dialogue between user and system, where in the end the total dialogue will provide users with explanations that fulfils their goals. 

Our system also allows for a kind of dialogue, but it is not imitating the kind of dialogue that takes place between experts and novices. Instead, users can pose follow-up questions that are associated with the hotlists in the texts or in the graphics, and open or close the information entities that are available as an answer to a question, etc. This way, users can in fact turn an answer originally directed at somebody learning about SDP into a description fitted for a user trying produce an object or follow a process, or they can turn an explanation mainly fitted for an expert in the domain, into an explanation more appropriate for a novice.

We view this ‘dialogue’ as an example of how a computer can offer other and different ways to communication, and still reach the same goal as if we had chosen to imitate a more human-human kind of dialogue. The great advantage is of course, that it is not as difficult to implement, and it also contributes to communicating the limits of the system functionality to the user. In fact, it can even work as a form of tutoring in that users can always see what can be asked and more importantly, they can see what the authors/designers of SDP value as important (or possible) questions that users should/may ask. The concepts marked as hotlists signal to users that they should make sure that they understand them in order to be able to understand the whole description. In fact, it was shown by Zhao (1994) that visible link-types improved learning in a hypertext system.

What Is Unique?

As we have discussed the design of the POP system we have made several design choices more or less grounded in either our own studies or in the research results from the field of human-computer interaction. Some of these design choices make our system different from other adaptive systems:

· the domain-dependent glass box metaphor as a means for users to control the adaptive behaviour of the system

· the combination of computer-aided (user-controlled) and system-controlled adaptivity

· the adaptation to users’ information seeking tasks

· our variant of stretchtext that stretches whole chunks of text

Next, we shall describe the interface and the implementation in some more detail. After that, we can turn to our user evaluation and what we name bootstrapping of POP to see to what extent we have succeeded in meeting users’ needs.

Implementation

Even if this thesis is mainly concerned with the design of our adaptive system, we shall also provide some insight into how the actual implementation of POP works. We divide our presentation of the implementation into a description of the interface, in section ‎0, and a description of the system architecture and the implementation, in section ‎0. The reason that we devote a whole section to the interface despite the fact that we have already discussed it in the previous chapter is that it is part of the solution of meeting users’ needs, has some interesting WWW characteristics and is, to some extent, multimodal.

In the description below we shall be using the word object to denote a SDP process, activity, object type or IE, while we use the word object type to denote the object classes in the target domain, SDP.

The Interface

Our aim has been to produce a design which viewed as a total will fulfil users’ needs. Making the system adaptive is only one part of our solution. Another part is the design of the multimodal WWW interface.

We want to stress the importance of interactivity in this context. It is important that users are allowed to manipulate the answers provided by the system and alter them to better fit their needs. Since our adaptive system will change the answers provided by the system to hide some parts of the information from the user’s immediate view, we must allow the user to correct the system’s adaptations.

We choose to implement the interface in WWW for a number of reasons described below, but it should be observed that WWW is quite rigorous and does not allow for the kind of interactivity we would wish for. This is perhaps also the strength of WWW: it is extremely simple and can be used without much experience. But, we were fortunate as the extension of Netscape to include Java was released while we were implementing the interface to POP. This made it possible for us to implement most of our visions for how the interface should work. Where we would have wished for another solution that could not be implemented with existing technology, it is marked in the description below. Otherwise, the interface as described here is fully implemented and running.

 An Interactive WWW Interface

Our first design goal for our WWW interface was to make it interactive. Until now, the WWW potential for interactivity has been very limited: the user can choose to follow or not follow links to other pages of information. The demands on interactivity posed forced us to design new ways of interaction that stretch the original hypertext metaphor. 

A second design goal was to utilise the, by most users, known hypertext possibilities and de facto standard interaction with the WWW. It will be easier to learn our interface if it does not diverge too much from the prevailing web style of interaction, and as said in the interaction above, it is the simplicity of WWW which makes it so easily accessible to users. 

This latter goal conflicts with the demands on interactivity since WWW offers few possibilities for interaction. Still, we wanted to rely on the basic metaphor of pages and links as a means for moving between pages. The basic structure of our prototype is therefore that every object (process, object type, activity or IE) in the POP database will be presented in one answer page each, i.e. they will constitute one node each in the information space. This page/node contains all relevant information about the object, even if some of the information is hidden from the user’s immediate view. The choice of what should be in one node, and what should be divided into several nodes, was based on the structure of the domain. Rather than forcing the user to learn two different structures, the domain structure and the on-line manual structure, we would do better in making the two as similar as possible. By making the node represent one object, and the links between the objects be based on the links in the domain between objects, we shall be enhancing users’ understanding of the domain structure. 

It should be noted that there are numerous different links from one object to another. A link can be representing:

· the temporal order by which processes or activities should happen in a project

· the category to which an object belongs or categories that the object is divided into (hierarchical links)

· the relation between one object type and a process (input to or output from)

· the relation between object types (contained in, acquainted to, etc.)

It should be noted that the hypertext may also contain hotwords referring to other objects for other reasons (as comparing a certain object with another, explaining the reason why it exists by mentioning other objects, etc.). If we want to make the manual structure map onto the domain structure, we have to provide a whole range of links between the nodes. The domain has a complex structure, and we cannot make that problem smaller than it is.

By limiting the nodes to be the whole description of an object, we also limit the number of nodes in the hyperspace. An alternative would have been to divide the information into small, stand-alone units, presented in one page each. This would have meant thousands of potential pages in this particular domain. Clearly that is not feasible given the user goal to learn the structure of the whole method, not only tiny pieces of information on certain aspects of processes or object types. Also, as we saw in the study on the correlation between cognitive abilities and navigation in hypermedia (see section ‎0), we must not overload users with too many nodes in the information space or force them to learn several different abstract structures – that would only increase the problem for users with low spatial ability.

The problem with placing all the information about an object in one node is that each node might, if fully expanded in the page, contain too much information. It is therefore crucial to structure the information within the page, and to have means for navigation within that page. This is where the guide frame comes into play. While the graphs would help the user to structure the nodes in the information space, the guide frame will provide structure within the node.

Let us go through and discuss each part of the interface: the graphs, the text and guide frames, the hotlists, the dialogue history, the colouring of headings, and how to pose queries via menus and in free form. For each part we shall discuss how it is supposed to meet  some of the user’s needs and demands as found in our knowledge acquisition.

Graphs




Figure R. The interface where the graphs have been extracted and placed in their own window, placed to the left of the Netscape window.
In the interface in figure r, we see the graphics window to the left. It serves two purposes. First, it provides a comprehensive view of the information space at the current position; one of the graphs display all objects related to the current node as well as their relative positions. This gives the user a local overview of the domain. Second, the graphs allow the user to navigate in the information space by clicking on object symbols in the graphs. As the user clicks on an object the view changes to portray the new object in the middle of one of the graphs and its neighbours surrounding it. At the same time the appropriate textual information is retrieved and presented in the textual frame. This means that the text shown in the Netscape window will always describe either the process in the middle of the process graph or the object type in the middle of the object type graph.



Figure S.  The interface where the graphs are part of the Netscape window.
In the two main evaluations we did of the interface (see sections ‎0 and  ‎0), we tested different designs of the placement and size of the graphics window. In the first study, the graphs were part of the Netscape window and could not be moved or resized independently from the Netscape window. They were place in the top of the page, see figure s. Since the users wanted to be able to resize the graphs window independent of the textual window, we moved the graphs into their own window that could be moved and resized independently of the Netscape window. In the second study, we placed the graphs window (in the starting configuration) to the left of the text window, see figure r. This had a strong effect on how frequently the graphs were used. Users abandoned the graphs and navigated to a much larger extent via the menu and hotlists in the text when the graphs were placed to the left of the text window.

The two graphs
 in the graphics window are the process graph, on top, and the object type graph, below. The first shows a process (symbolised by a fish-shaped rectangle) with its superprocess above, its activities (or subprocesses) below, input object type to the left, and finally, output object type to the right. The object type graph shows a particular object type (symbolised either by a square or a circle) with its relation to other object types to the right, and object types which have relations to it to the left. Above we find the superclass of the object type, and below any subclasses. 

Through clicking on an object type symbol in the process graph it is possible to move to that object type’s node and thereby the content of the object type graph is altered (as well as the text). Unfortunately, the reverse is not possible. Since an object type can be input and output to several processes, it is not possible to show which process(es) it ”belongs” to in the object type graph. This would otherwise have made the object type graph similar to the process graph, and made it possible to move smoothly between the two, intricately related, structures in the domain.

Our last study showed that the more graphics-oriented users wanted to see more than the local graphical information provided in the two graphs. As said when we first introduced SDP, it consists of two main hierarchies: the process hierarchy and the object type hierarchy. Graphical presentations of these both structures could serve as maps by which the users could navigate. By marking which process or object type they are currently at in these hierarchies, they would have been provided with a global overview. They could potentially also be used as dialogue histories. We did not implement this facility, but we believe that it would have been a useful part of the design.

In summary, the presentation of the domain structure in the graphics window meets the needs of users who are not so knowledgeable in SDP. They need to see how the objects are related to one another. It also serves as a navigational tool always displaying the object that the user is currently at in the middle (of either the process or object type graph), thereby aiding the user to get a grip of the whole information space. Hopefully, the maps are also of use to users with low spatial ability, aiding them to construct a mental map of the domain structure.

The Text and Guide Frames

When the user has clicked on an object (or by some other means ‘jumped’ to an object), s/he also gets a textual description of it shown in the textual frame in the Netscape window. The textual description is structured by the information entities (as were described in chapter 4). The user can either ask for a general summary, or just one specific aspect, as defined by the set of standard queries introduced in section ‎0. The system will return an answer page in which all the information exists even if some of it is hidden from users’ immediate view – the hidden information will be visible as closed headers that users can click on in order to open them up.

If the user is not satisfied with the provided information in the answer page s/he can manipulate the stretchtext. S/he can close or open the information entities through either clicking on the triangle symbol next to the header, or on the triangles in the guide frame. Thereby s/he can create an answer page that is better fitted to his/her needs. 

The guide frame serves as a map to the textual information. Since the text may be extended over several pages, and we know that users usually will not scroll down the page, the guide frame will signal that there is more information further down the page and also where it is with respect to the other headings. Users can jump within the text frame through clicking on the headers in the guide frame causing the system to scroll to the corresponding information entity in the text frame.

The text and the guide frame and associated possible actions fulfil several user needs: they provide an overview of the information available about an object, they allow users to extend or reduce the text as they wish, and the guide frame is a navigational tool for the page. We believe, although this needs further study, that navigation within the page also requires a good spatial ability. The guide frame can perhaps be of use to those users who have difficulties in understanding what kind of information is offered by the system and how to navigate within the page.

Hotlists

Apart from navigating via the graphs, we also allow the user to pose follow-up questions on concepts mentioned in the text through turning them into hotlists. Two kinds of concepts can be turned into hotlists:

· names of processes, object types, activities and IEs

· general concepts that are crucial to users’ understanding of SDP 

Clicking on a hotlist from the first category allows the user to move from the current object to another object in the domain (this action is equal to clicking in the graphs or the menus).

Clicking on a hotlist from the second category produces a different response. In the interface picture above we could see the general concept object-oriented analysis marked as bold, and next to it a list of alternative follow-up questions that can be asked about this hotword. If the user chooses to follow one of these links, an explanation of the concept is inserted into the text frame below the information entity that held the hotlist. I.e. it changes the text in the current node rather than causing a move to another node.

The general concept hotlists allows users to increase their knowledge of SDP. If they are already knowledgeable in SDP, they do not have to read irrelevant information about these basic concepts. Also, annotating the links with query-formulations will guide learners to information.

We were worried that the users would be confused by the different behaviour the two kinds of hotlists exhibit, but it turned out to be unproblematic.

Menus

An important alternative to navigation in the graphs or via hotlists is the possibility to navigate by composing questions via a menu. The menu in the current prototype is one big pull-down menu, with sub-menus (see figure t). Since it is fairly large, it would probably be better to divide it into a set of menus that together would constitute the query. This was not easy to implement in Netscape, especially since the choice of one particular item in one menu should preferably affect what alternatives are available in the other menus. We can imagine having three menus: the first is the choice of query (describe, compare, provide an example of, summarise, etc.), the second is the kind of object (process, activity, object type, IE) and the third would be which of the SDP-objects to describe. Depending on the choices made for the first and second, the alternatives in the third will be affected, for example, by choosing first describe, and then process, the third menu should now only contain the processes names, and not the object type, activity or IE names. The way to implement this would have to be through another Java applet. 



Figure T. Pull-down menu available from the graphics window.

A typical question in the menu can be describe process iom as we saw above. A more specific question could be provide an example of sdp, as in figure t, which would result in an answer page with only one information entity open: an example of sdp. 

Allowing users to pose questions is crucial if we want to meet the needs of experienced users. They do not want to spend time navigating to a particular piece of information, but instead just ‘jump’ to it.

Information Both in Graphs and in Text

Some of the information entities outlined above are such that we can show them both as text and in the graph. For example, the names of the activities of a process will be visible in the graph and also displayed as an html-list in the information entity named List of activities. The reason that we provide that kind of information both in textual and graphical form, is based on the study of cognitive differences in users. We saw that when information was only shown in graphs users would be unsure of whether they had found the information requested. On the other hand, the graphical information is useful and needed when the user is not looking for a definite answer but just getting a grip of the information structure. The same argument was made by (Hare et al., 1995). In a study of the Intuitive system they found that users would double-check an answer first found in a picture through checking the corresponding text. The reverse was not true, if the answer was first found in the text they would not check the corresponding picture (or video clip). 

History

In the first evaluation we did of the interface, we found that it would be very confusing if the adaptive system would be allowed to close (open) an information entity that the user had previously, during the same session, opened (closed). In particular, we saw that users would open one information entity in one object’s answer page and then make small excursion from this ”base” to check out other objects. In between each such excursion they would come back to the ”base”. As the system may infer another task from the user’s excursions, it may decide that the information entity used as the ”base” should be closed. Obviously, this would be annoying. When we discussed potential problems of when the system should adapt in section ‎0, we mentioned the hunting problem. The problem described here is an example of one such potential problematic hunting situation.

The underlying reason why this is so annoying to users lies in their mental model of the POP system. Instead of viewing POP as a database program to which an infinite number of queries can be posed rendering an infinite number of different answers, they see the information space as a limited set of nodes and that during a session they are visiting (and re-visiting) these nodes. So when re-entering a node, they view it as ”going back” and assume that anything they had opened during their last visit will still be opened.

The remedy for this hunting problem was to implement a simple history. The history list keeps track of which information entities a user has actively opened (or closed) in a particular node. When a node is revisited, the history list is checked so that the same information entities that the user has actively opened (or closed) are still opened (or closed). This happens even if the system has inferred another task or if the user has asked a completely different question when re-entering the node.

In an ultimate design of POP, we wanted to include a visible history list as part of the interface window, perhaps in a separate window using some graphical overview, or at least as a plain list in a pull-down menu. By clicking in this history list the user would be able to move back and forth between previously visited pages similar to how the back-function in Netscape works. Since our system is adaptive, we needed to integrate this with the adaptive mechanisms, and we also needed to figure out how to handle our multimodal interface: when going back to a particular node, should we change the graphs back to what they looked like at that point of time? Should we furthermore switch the inferred task back to what it was at that point in time? We decided to leave these issues for future research. 

The Task Pattern Made Visible through Colouring

In both the text and guide frame we use red colour to indicate that the adaptive system has chosen those entities as most relevant to the assumed task. The reason that it is not enough just to open an information entity is the history. If the user has actively closed a particular information entity, the adaptive system is not allowed to open it again. Instead it is just coloured red to indicate that the system would have wished to open it. 

The red colours will also help the user to see a pattern between the system’s assumption of task and the corresponding answer.

Free Form Queries

We have indicated previously that we wanted our POP system to allow for free form queries. These would cater for users’ needs for posing vague queries – both for users inexperienced in SDP and therefore with difficulties in formulating a specific query, but also for users with a vague information need. In particular, Jussi Karlgren wanted to test his ideas for paraphrasing feedback as a means to help users to reformulate their queries into queries that can be understood by the system. As users start to use POP, or indeed any database information system, they will not know the scope of the system’s functionality or of the information in it. They therefore need feedback from the system that aids them in reformulating queries into such a form that they can be understood by the system. That feedback should also help them to see the scope and limitations of the database. 

Users have to learn two limitations: the limits of the language that the interface understands, and the limits of the possible actions in the system. If the system can provide good feedback on the two, users will stand a better chance in learning to use it. The same points were made by Sutcliffe and colleagues, (1995), as they designed the prototype in the INTUITIVE project. Their design principles for database querying involve: 

· visibility (browsing, overviews, etc.) 

· proactive support (query formulation should be aided by templates, etc.) 

· error repair (when things go wrong, the system should take the initiative)

· feedback (relevance feedback and iterative querying)

Much of their design for query support could potentially be used in POP, but as the design and implementation of these parts of the system were not finished when we did the bootstrapping and evaluation studies of POP, we leave this issue to be future work.

 Multimodal Input and Output

Given that we now understand how the interface works and how the adaptive features are integrated, we may ask ourselves whether this is really an example of a multimodal interface? In order to do that, we first need to define what we mean by multimodality and how multimodal interfaces are different from multimedia systems. 

In the literature we see many different definitions of multimodality, (Maybury, 1993; Roth and Helfley, 1993; Bretan, 1995). Influenced by Bretan, we define a modality as a specific way by which the user can either input information to the system or understand information provided by the system. The modality consist of an input or output device (mouse, screen, etc.), a syntactical language (a graphical language, English, etc.) and a linguistic level that specifies the semantics of that language. Multimodal systems are different from multimedia in general in that such a system will either interpret and co-ordinate several input modalities, or generate output in several integrated output modalities. An example of a system that accepts input in several modalities is the DIVERSE system which integrated speech input capabilities with a virtual environment (Bretan and Karlgren, 1994). The user can issue commands through talking and clicking: ”Paint this red”. An example of a system that generates output in several modalities is the WIP system (André et al., 1993). It provides explanations of how to switch cards in a PC through an integrated pictorial and instructional explanation. The explanation is generated on the spot in reaction to how a particular user queries, reacts to and understands the presentation. Another well-known example is COMET, (Feiner and McKeown, 1993).

In order for a multimodal system to work, there has to be some underlying knowledge representation that is used as the basis for the interpretation of input / generation of output. In POP we generate the graphs and texts interactively, and the text generated is based on our ”user model” of users’ tasks, so in that respect, we may regard the output from POP as a simple variant of multimodal generation. On the input side, even if we have several input modalities (graphs, queries, and hotlists with follow-up questions) these are not interpreted against the knowledge representation, but are hard-wired into the database organisation. Furthermore, it is not possible to use several modalities in order to compose a query, so the input modalities are not integrated. The current implementation, as it stands, cannot be regarded as multimodal with respect to the input from the user – only with respect to the output. Our original design, as presented in (Höök et al., 1995), would have been. The limitations set by Netscape prevented some of the more intricate combinations of direct-manipulation and querying that we originally envisioned.

Mark Maybury
 characterises adaptive hypermedia systems as the first baby steps towards useful and interesting combinations of multimodality, user modelling and the Internet (via WWW). In this sense, PUSH is an example of a baby step towards a multimodal, Intranet-based, adaptive hypermedia system.

 Summary of Interface Design

In summary, the basic interaction mechanism of POP combines navigation and search (Lemaire et al., 1994) through a hypertext space. The interface of POP is such that:

•
the user may enter questions via menus and follow-up questions on hotwords and thereby move on to other objects in the domain. 

•
the user may also choose to navigate through the graphs. 

•
the information is provided in both text and graphics – some of it in both modes simultaneously, whereas other pieces of information is shown in only one mode. 

•
the user can manipulate an answer through opening and closing subsections, manipulating the graphics and asking follow-up questions (placed in their context via the hotlists).

Since POP generates answers consisting of a mixture of generated texts, canned texts, and graphs, and the combination is based on a user model, we claim that the output is multimodal. The input is also done via several modalities, but as it is not integrated and not interpreted versus any knowledge representation, we do not regard the input mechanisms as an example of a multimodal system (at least not in the current implementation).

System Architecture

The main purpose of this thesis has been to show how a human-computer interaction perspective was taken on how to design an adaptive hypermedia system. Still, such a design must be realised in order to obtain a prototype that can be tested with users. The point of this section is to discuss how we realised the implementation of the design outlined in chapter 4. 

In figure u, we see a schematic picture of the different parts of the prototype. The POP system can, given a query and an understanding of the information seeking task of the user, generate an answer consisting of both hypertext and graphics. This information is sent to a system we call the Page Generator. It generates an html-page with the textual parts of the system. The graphical information is sent directly to a Java script which has been downloaded to the users at start-up.



Figure U. The system architecture of the POP system.
To the user, the interactive building and rebuilding of pages in response to stretchtext actions or follow-up queries on hotlists, etc. is invisible. To them it looks like any web-page.

When realising the system, our goal has been to create a modular solution. We separate the user model and information in the database which is necessary since the information in the database is changed over time. In our target domain, a number of authors work with recurrent releases of the information database. It would be impossible to require that they would mingle the target domain information with user modelling control sequences. 

We also separate the database from the generation of html-formatted code, which allows us to update our interface as the page viewers and html-standards are enhanced.

We briefly describe the knowledge representation in section ‎0, and the explanation operators and relevance rules in section ‎0. In section ‎0 we describe the plan recognition component (as designed and implemented by Annika Wærn). In section ‎0 we describe the Page Generator (as designed and implemented by Fredrik Espinoza). Finally, we summarise the strengths of our implementation in section ‎0.

Jag tycker att jag ska ändra ordning mellan det sm sägs i KR och Expl. opertors.

Knowledge Representation

Since SDP-TA is structured in an object-oriented fashion, it was a natural choice for us to structure the database as a hierarchy of software objects where the information entities constitute attributes of the software objects, see figure v. We used SICStus Prolog Objects (SICStus) to implement these objects.



Figure V. The knowledge representation and explanation operators in POP.(Lägg till en bubbla som pekar på inf. entitieterna).
In this hierarchy, we can associate some information entities (like comparisons) to generic classes (or super-objects) to be inherited by all objects sharing the same information. Similarly, the explanation operators constitute inherited methods of each software object. Each software object therefore has knowledge, through these inherited methods, about what it ”knows” about itself and can explain itself using an inherited explanation method.

We provide six such generic classes: PUSH, Process, Activity, Object type, IE, and Termobject. The PUSH class contains the generic generate-method that given a query and a task can generate hypertext and graphics. The Process, Activity, Object type, and IE classes contain methods that modify the generate-method to answer only those queries which are relevant to this particular set of domain concepts, and methods which modify the generate-method so that the right answer is generated for the different sets of domain concepts. Finally, the Termobject-class holds all the general concepts we may wish to provide explanations to, as, for example, object-oriented analysis. Each such concept will be an instance of the Termobject-class, and it can be accessed from within any of the information entity hypertexts of other objects.

As we can see in figure v, subD is a process in SDP. One of its subprocesses is named iom. It is in turn described by a set of information entities, one of them is an example. In subD we keep the information entity that describes a comparison between iom and another of its subprocesses.

As discussed in the beginning of this thesis, an adaptive system will usually consist of a domain model and a user model. The domain model in POP lies in the structure of the information in the database. Since our knowledge representation is object-oriented, it became possible to plunge the explanation operators into the database and make the objects inherit them. Instead of tagging each piece of information in the database with its difficulty level or which tasks it is relevant to (which would be the normal way to construct a domain model) we insert the explanation operators into the objects that contain the domain knowledge. They can thereby directly refer to the pieces of information that are relevant to a particular information seeking task. Since our solution is to infer the task and then apply a set of relevance rules for linking the task to an explanation, we do not need to separate the domain and user model any further.

As said previously, our organisation is based on dividing the information for each object into information entities. Information entities are of two kinds:

•
canned hypertexts, possibly containing references (links) to other objects in the database, or with references to general concepts in the domain (as object-oriented analysis).

•
lists of objects with specified relations to the current object. These lists of objects can be used as a basis for generating hypertext, or for generating the graphical information.

In the canned text, we also allow for pictures. Links are formulated as follow-up questions to the text. For example, a description of a process step may contain a link to a comparison between this process step and another. The object relationships are also represented as information entities, where the type denotes the type of relationship: for example, an information entity such as input objects is a list of the names of the input objects, associated with a set of (generated) possible queries for each object.

A typical hypertext
 in the database can be:

[”Nature, then, has distinguished between female and slave: she recognises different function and lavishly provides different tools, not an all-purpose tool like the ”,

hotword('Delphic knife',


menu([item('Describe Delphic knife',



'Delphic knife'::special)])),

”for every instrument will be made best if it serves not many purposes but one”].

As we see there is a references to a hotword Delphic knife. This object contains an explanation indexed by the query Describe Delphic knife:

[”Evidently a knife capable of more than one mode of cutting, and not perfectly adapted to any one of them.”]

The format of hypertexts is a bit too difficult for an author of a text to write in by hand. Instead we invented a simple extended html-like language in which the text is written. A simple Prolog-grammar then runs through the text and interactively, through querying the author, adds the links to follow-up queries on hotwords and associated Prolog-calls. This Prolog-grammar should be replaced by a proper authoring tool which aids authors in general to add and delete texts, objects and relations, but this is outside the scope this thesis.

The example above would be written in the following format if using our extended html-language:

Nature, then, has distinguished between female and slave: she recognises different function and lavishly provides different tools, not an all-purpose tool like the <hot>Delphic knife</hot> for every instrument will be made best if it serves not many purposes but one.

When run through our program, the grammar will detect that the string Delphic knife has been marked as a hotword, and it will ask the user to state which queries can be asked on this hotword and where the answer is to be found, i.e. which object in the database to link to in order to find the relevant hypertexts.

Let us provide an example object from our database, see below. The object is a process in SDP named ideal object modelling (or iom for short). It inherits methods from the super-object subD. Going back to the design of information entities in chapter 4, we can see that processes will normally be described by 18 information entities – here we have only indicated the 9 first. The object also has, in particular, the generate method inherited from PUSH with added modifying methods from the object class Process. It will also have a set of methods for how to display the graphics information. All the inherited methods are omitted from this example for the sake of clarity.

'subD:iom'  ::   {


super(subD) &


longname('ideal object modelling') &


shortname('iom') &


local_ie(input_objects, listof(['IOM', 'IOT'])) &


local_ie(output_objects, listof(['SWI', 'SWU']) &

  local_ie(inputProcesses, listof(['fsad:S'])) &


local_ie(outputProcesses, listof(['subD:dis', ’subD:lnrm’])) &


local_ie(activities, listof([
'subD:om:icot', 'subD:om:cot', 



'subD:om:drr', 'subD:om:msd',


'subD:om:eri', 'subD:om:dom',


'subD:om:aom'])) &

 
local_ie(release,[’Since the last release a number of changes …’]) &


local_ie(roles, [’In iom the following roles are …’]) &


local_ie(summary,



[’In iom we produce an ideal object model of one ’, 



hotword(’subsystem’, self, 




menu([item(’Describe subsystem’, subsystem::special)]), 



’ and we …’]) &


local_ie(purpose, [’The reason we perform iom is in order to … ’]) &


…}

The local_ie structure holds the information entities that are specific to the iom process (input and output objects, processes that precedes and follow after iom, the activities that constitutes iom, some release information, etc.). As said above, the information entity is either a list of objects (the listof-structure) or a hypertext as exemplified above.

Explanation Operators

Apart from the information entity attributes (or methods), the object has also inherited a set of methods, explanation operators, that enables it to answer queries about itself. The most important method is the generate method which given a query and a task will generate hypertext and graphics. When a question is posed about one of the objects in our knowledge base, the generate method will know which information entities it should return as an answer, and it will also know how to provide the necessary information that is used for constructing the graphs in the interface, i.e. the graphs are not predefined pictures, but generated on the spot. In fact, the whole answer page is generated dynamically on the spot as a response to the question.

The hypertext output will be a list of information entities, tagged with whether they should be opened or closed in the page. The tagging is done using the current task (as inferred by the plan inference component or set by the user) together with the empirically established relevance rules on the relation between query, task and corresponding answer.

Plan Recognition

The plan recogniser in POP is best described in (Wærn, 1996a, 1996b). We shall only provide a short summary here. The plan recogniser (as it is working in the last version of POP) bases it inferences on:

· any active choice of task that the user does

· opening or closing of information entities

· clicking on hotlists

The plan recogniser bases its assumptions on probabilities. If the user actively chooses a task, this, of course, means that the chosen task will have a high probability. By connecting the relevance rules to what opening or closing an information entity indicates, each open/close action is associated with the set of tasks that may be relevant. By grading their probability using weights, we can then infer from the open/close action a list of probable tasks. Finally, if the user clicks on a hotlist, this may indicate that the user is trying to learn more about the concepts in the domain, and therefore adds to the probability that the user is performing one of the learning tasks.

So, singular actions will point at some set of more of less probable tasks. In addition to this, we need to consider the history of actions in order to determine which tasks are most probable with respect to the user’s plan. This is implemented using a limited window of observed actions. Within this window, the most recent actions will be most important when determining the user’s current intention. The actions in the window are therefore given a fading importance. As put by Wærn, (1996b):

”To ensure that the most recent ‘hits’ are given higher rates, the probability attributed to a particular task by an observed strategy is multiplied with a fading function. The fading function is linearly decreasing with the number of actions observed after the occurrence, Weight = Prob * (W – N)/W, where N represents the number of actions observed after the recognised recipe, and W is the window size.” 

This fading plan recognition means that the user’s latest actions will have the strongest influence on which task the system assumes that the user is performing, but as the user performs new actions, the effect of this choice will gradually disappear. When the action is moved outside the window of observable actions, it no longer influences the assumption made by the plan recogniser.

This fading plan recognition with a limited window of actions gives the POP adaptation a behaviour that is continuously adapting to what the user does. This means that the system will not infer some specific task and then not follow the user’s changing intentions, but will keep changing its assumption following the user’s actions.

Originally, we designed the POP plan recogniser to only adapt when the user moved between pages. This meant that actions within the page affected the systems assumptions, but this would not be apparent until the user moved on to the next node in the hyperspace. In our last study, we saw that the user would sometimes stay for quite some time on one page, and would be helped if the system could adapt in response to their actions within the page. Also, by adapting immediately it would be possible for the user to see the relation between adaptation and inferred task. Otherwise, the correlation between action and adaptation would be too unclear to the user. So in the latest version of the system (not yet tested with users) the system is adapting within the page after each action by the user.

It should be noted that we keep a dialogue history in the system, so that even if the system is adapting all the time, it will not close (open) an information entity (as an effect of inferring that the user now has a new task) that the user recently opened (closed) in the page. The adaptive system is only allowed to close (open) such information entities that it has opened (closed) itself.

The history is helping us to avoid the hunting situation where the system adapts, the user tries to change it back, and the system adapts again. Also, giving the user’s choice of task a high probability ensures that the system will not immediately change the task that the user has recently set.

Summera med att vi alltså gjort koppligen fråga+task -- svar helt regelbaserad.

Plan biblioteketet blir litet och enkelt - vi undviker ett vitkgit plan inferens problem 

 Page Generator

To make the more or less non-interactive WWW environment as interactive as possible, several methods have been used: a Java program for client side graphics handling, a CGI
 program for dynamic generation of web pages, as well as the underlying adaptive database, implemented in SICStus Prolog Objects as described above.

The result is a platform independent, interactive, interface that is accessible from the WWW. This whole architecture is transparent to the user, who only sees Netscape. 

Generating Web Pages on the Fly 

The reason why the dynamic generation of web pages is preferable to keeping static pages on disk, is that the information entities can be put together in a multitude of ways, the sheer number of possible variants makes static pages impractical. From a system’s point-of-view the system can be seen as a database (as we have discussed, the users do not perceive the system as a database), to which numerous queries can be posed.

As a query on an object is made to POP, be it via menus, graphs, or hotlists, the hypertext data that are tailored to the current user is retrieved through accessing the generate-method in that particular object. The hypertext data is channelled to the Page Generator, a CGI program, via a socket. The Page Generator parses the information and builds the WWW page by incorporating html code into the textual data to construct interface tools such as clickable buttons and menus. When finished, the complete page is piped to the Netscape browser and displayed.

Generating the Graphs

A graphics engine implemented as a Java applet takes care of the graphics functionality.  At the onset of a query session when the initial page is served to the Netscape browser, the Java code is loaded. Throughout the query session, the Java program then receives and displays the graph data in its frame in the Netscape browser. The graph data is read each time it is updated. This happens when the view of the information space changes, i.e. when a new object is viewed. Since there are within-page actions that do not result in a change of the object that is being viewed, the graphs serve to reinforce the sense of a current object.  

Advantages of Remote Access to the Database

Remote access to a system such as PUSH, using WWW, has a number of advantages:

•
The Netscape Navigator and the Java language enable users on a number of different platforms to access the same data using a common interface.

•
The application software only needs to be implemented in one place, thus sparing users from the sometimes difficult task of down-loading and installing the software locally. 

•
All software and data updates are done at the server site. This means that the remote users can be assured that they have access to the latest information as soon as it is available. It also means that all users have access to the same information which is important when users are collaborating remotely. 

In (Rice et al. 1995) much the same argument about WWW and its availability across platforms is made. They construed a WWW interface to their ontology-system, and apart from the above mentioned advantages, they also extended the number of users to a much larger group as the system became much more easily accessible.

Our approach here may be compared with Kay and Kummerfeld’s adaptive hypermedia system for teaching the programming language C++, (1994). They mingle the html-format and user modelling instructions with the information in the target domain. We instead keep the html- and user modelling instructions separate from the information in the database, thus making it easier for authors to enter new information.

 Strengths of the Implementation

The actual implementation of POP has a number of strengths. One is the modular approach were we separate the user modelling information from the information in the database. Still, as we use an object-oriented approach, the relevance rules (that constitute the user model) will be inherited into each object, and the connection between the domain information and the explanation operator and relevance rule will be directly in the object itself. The object-oriented approach also makes it possible to have specific rules in objects that are to be treated / presented in any special way. 

The implementation is also modular in that we do not mingle the hypertext information with html-code. Instead the Page Generator program will add the proper html-commands when the page is being created. As html standards are quickly changing this makes it possible to update the interface without changing the whole database.

The modular approach makes the authoring problem simpler. By adding an authoring tool on top of the database, the authors would be able to easily enter their texts into the database with the proper links on hotwords either generated by the system, or interactively specified by the author together with the system. As each information entity is a tagged unit in the database, free of html- and user modelling information, the authors just need to be informed of the intended purpose of the particular information entity that they are about to write. We implemented a very rudimentary such authoring tool in order to aid us in entering the texts into the database.

The fairly simple plan recogniser has some interesting properties in that it continuously adapts throughout the session. The user’s latest actions will be most important in determining the current task. It also makes sure that the user’s active choice of task overrides the task inferred from the user’s actions for some time, but in a fading manner. The plans are furthermore based on the relevance rules which makes it possible to change those relevance rules and the plan recogniser will still be able to recognise actions and infer the user’s information seeking tasks.

Finally, as we implemented the system with a WWW interface, we have made POP platform independent.

 Bootstrapping and Evaluation

Evaluating systems is a difficult task, and it becomes even more difficult when the system is adaptive. It is of crucial importance to be able to distinguish the adaptive features of the system from the general usability of the designed tool. This is probably why most studies of adaptive systems are comparisons of the system with and without adaptivity (Meyer, 1994; Boyle and Encarnacion, 1994; Brusilovsky and Pesin, 1995; Kaplan et al., 1993). The problem with those studies is obvious: the non-adaptive system may not have been designed ‘optimally’ for the task. At least this should be the case since adaptivity should preferably be an inherent and natural part of a system – when removed the system is not complete. Still, it is very hard to prove that it is actually the adaptivity that makes the system better unless that condition can be compared with one without adaptivity. The last study presented in this chapter is no exception to the ”comparative studies” set-up, in section ‎0.

An alternative view on how to study adaptive systems, is put forth by Oppermann, (1994), who prefers to see them as part of the design cycle. Since adaptivity is a complex machinery, there must be several rounds of studies which aid the designers in getting the adaptivity right. For example, if the adaptive hypermedia system is supposed to provide different kinds of information to users depending on their knowledge, goal or needs, it may be necessary to make several studies before the right relevance-criterion can be set up between the user’s goal and the preferred information content (or information presentation). Prior to the last, comparative, study we did a couple of what we call ”bootstrapping” studies with the goal of finding the relevant relations between the users’ tasks and the information the system should adaptively provide the users with. This way, we could bootstrap the relevance criterion that our adaptive mechanisms make use of.

The approach taken in the PUSH project can be described as a combination of a design/bootstrapping cycle and a comparative study set-up.

Before describing the last studies of the PUSH project, let us provide some background to evaluations of adaptive systems.

Evaluation of Adaptive Systems

There are few studies of adaptive systems in general, and even fewer of adaptive hypermedia systems. The few studies of adaptive hypermedia systems have shown that the systems are quite efficient in reaching their goals. In the second of two studies of HYPERFLEX, (Kaplan et al., 1993), it was shown that the adaptive system could sometime decrease the search time by 40%. In the study by Boyle and Encarnacion on MetaDoc, (1994), it was shown that after using the adaptive system users solved a set of reading comprehension tasks in significantly less time, and they also had significantly more correct answers.

Apart from deciding the form of the evaluation (e.g. comparative study or design cycle), another important issue is what to measure when evaluating the adaptivity. In the studies of adaptive hypermedia systems by (Boyle and Encarnacion, 1994; Brusilovsky and Pesin, 1995; Kaplan et al., 1993) the main evaluation criterion is task completion time. This should obviously be one important criterion by which some systems should be evaluated. In our case, though, the goal of the adaptive hypermedia system is to provide users with the correct, most relevant, information and make sure that they are not lost on their way to this information. The time spent in retrieving information is not as relevant as the quality of search and the result.

Boyle and Encarnacion also measured reading comprehension, while Kaplan and colleagues measured how many nodes the users visited: in their case the more nodes the users visited, the better. Finally, Brusilovsky and Pesin measured how many times their students revisited ”concepts” they were attempting to learn.(the fewer the better?) In our study, we were interested in whether the subjects actually found the requested information at all with and without the adaptivity switched on. We were also interested in the subjects’ own evaluation of how well the adaptive system worked compared to the non-adaptive one. 

Finally, a last difficulty in making studies of adaptive systems, is in the procedure of the study. Most adaptive systems will be really useful when they are part of the users’ work for a longer period: only during that longer period can we see how the users’ needs and goals vary in a ”natural” way. Obviously, this may not be feasible in a research project which has to be finished in limited time. Instead, we have to make the subjects solve a pre-defined set of realistic tasks to which we know that the system will be able to adapt.

Bootstrapping the Adaptivity

There are two relations in POP’s database that will determine how well the adaptivity will work:

•
the relation between information seeking task and information entities (the relevance criteria)

•
the relation between users’ plans and their information seeking task (the plan library)

In our first version of the prototype we set up these two relations from what we had learnt in our studies as a set of declarative rules. This is, of course, not enough since our knowledge of the relations was based on studies done with a completely different on-line manual system, the Framemaker manual. This is what is called the paradox-of-change problem (as discussed in section ‎0). We now needed to empirically establish the validity of the relations based on users’ interactions with our prototype, POP.

A second problem then occurs
: how can we construct a plan library when the usage of those very plans will directly affect the dialogue structure? For example, if we set up a study where we ask the users to tell us which information entities they would open given a particular query and a particular task, we could log their actions and assume that this set of actions pointed at the users having a certain task. But, if we then implemented this as a plan in our plan library, this would change the interaction with the user so that certain information entities would be open from the start and others would be closed. So after a few actions the system would start adapting and thereby making certain actions in the plan impossible (it is, for example, not possible to open an information entity that is already opened) while making other, previously impossible, actions possible. The log with actions empirically collected cannot be used as a plan in the plan library as it stands.

The relation between task and generated answer was easier to establish empirically.

In addition to the problem with the bootstrapping of the plan library and the relevance criteria, we also had to consider the evaluation of the WWW interface. We had to make sure that the users understood how to interact with a non-adaptive version of the tool before we could test how well the adaptivity worked. Since our system would provide a richer environment than normally available in WWW, we wanted to see whether the users would understand the ”links” provided in our interface.

So, in order to bootstrap the adaptivity we had to consider several different kinds of studies or combination of studies. In the end we decided to do three different studies:

•
An initial evaluation of the relevance of the information entities to the tasks as a paper-and-pencil exercise, see section ‎0.

•
A study of the non-adaptive version of our system where we asked the users to tell us which information entities would be most relevant to a task through navigating to them and opening them. In this study we also evaluated the usability of our interface, see section ‎0.

•
Finally, a study comparing the adaptive system to a non-adaptive variant of the same system in order to evaluate the usefulness of the adaptive behaviour, see section ‎0.

In short summary, the first study convinced us about the usefulness of adapting explanations to the information seeking tasks, and it provided some input into the relation between the explanations and their corresponding tasks. The second study convinced us about the usefulness of our WWW interface, and it provided more input to both the relation between task and explanation and between plan and task. The third, comparative, study showed that:

· the adaptive system reduces the number of within-page user actions

· the adaptive system influences subjects choice of information entities to be included in their solutions

· the subjects preferred the adaptive system over the non-adaptive variant

· there is a weak tendency that the adaptive system will, in the long run, reduce search time

Paper and Pencil Exercise

We have argued that is important that users can distinguish between the different explanations. Only then can users make the connection between task and explanation and learn how to best utilise the system. In order to find whether users could distinguish between the different explanations and tasks, we tested the explanations on seven users. We provided them with four different explanations and brief descriptions of the four information seeking tasks (project planning, reverse engineering, learning structure, performing an activity). We then asked them to pair the tasks and explanations and motivate why they could/could not be paired. The explanations were provided as an answer to the fairly general question Describe the process subD:iom.

Out of the seven subjects, five were experts on SDP and two were novices. The experts could be divided into two groups: those who had taken part in developing SDP (three subjects) and those who had gained their knowledge from applying SDP in projects (two subjects).

Five subjects did a ”correct” pairing of task and explanation, while two subjects mixed the ‘planning project’ and the ‘learning structure’ explanation. After adding an information entity with the goal of telling the project planner why a certain process should be employed in a project (‘Project planning information’), these two subjects found the explanations helpful and distinguishable from one another. Åsa undrar vilka fem dessa var
The subjects all reported that having different explanations on SDP like the ones we presented, would be very helpful to many groups of users. 

Interface Evaluation and Bootstrapping of Adaptivity

Our prototype was not in a completely stable state when we did our first (proper) evaluation of it in December 1995, (Espinoza and Höök, 1996b). Partly, we were not finished implementing parts of it and partly it was due to the problems with Java and Netscape that were being released in beta-versions. Even so, we were able to conduct a first evaluation of the interface parts of our system. The purpose was to collect information that would help us to further bootstrap the adaptive parts of the system. At the same time as we collected that information we also logged the users’ actions and posed a number of queries to them on how the perceived the interface.

At the time of the study of the interface, we only had the graphs and the text frame. The interface was similar to that in figure s on page 124 but the guide frame had not yet been implemented. Instead we showed our design with the guide frame as a picture to the subjects after their session with our system, and they all expressed a feeling that this would improve the interface.

 Method and Subjects

The purpose of this evaluation was to get the users’ initial reactions to the interface and its potential usefulness. At the same time, we wanted to give them the task of telling us which explanations would be most useful and relevant to them in their work given a certain task. We wanted to get at their subjective opinions and not restrict them to the kinds of explanations or relations available in our prototype. So we decided to allow for an open interview situation rather than a controlled study. Our subjects were asked to talk aloud and comment on anything they found appealing or strange. 

13 subjects participated in the study. We logged all the users’ interactions with POP onto files and we tape-recorded their comments. 

The subjects first got familiarised with the tool by just ”clicking around”. We pointed out the four different actions possible: clicking in the graphs, posing queries via menus, opening and closing stretch-text, and hotlist actions. They filled in a form about their background knowledge. They were then presented with different ”tasks” and asked to pick one which fit with what they knew about a particular part of the process, what they usually did, their background knowledge and work-style, etc. (like ‘reverse engineering’, ‘project planning’, ‘learning structure’, etc.). They were then asked to tell us which information about a process and an object would be most relevant given the task. In addition, some subjects performed two tasks searching for specific pieces of information.

Finally, the subjects were asked to answer a set of follow-up questions on their impressions of the interface. 

 Evaluation of the Interface

We had two design goals particular to the interface: that the system should be interactive, but also that it should be web-like. So we wanted to know whether our subjects would be able to understand which interactions with the web-page that were possible, and whether they could anticipate the result of those actions. 

First, we can observe that they all made use of the possibilities to click in the graphs and the stretchtext. Everybody used the possibility to pose a query via the menus of via hotwords a few times, although their main interaction was via the graphs. Second, when asked after the session whether they had found the ”links” and possible actions at the interface understandable, eleven said that they had no problems, while two felt that as beginners they had problems. Two subjects (out of the eleven) said that the result of a follow-up query on a hotword resulting in an insertion of an explanation into the current page should be better marked, perhaps with another colour or indented. 

Related to the possible actions at the interface, was whether they could make sense of how the information space was organised. On the query ”Was the information space understandable (did you get lost at any point)?”, seven subjects claimed to have no problems, while three asked for go-back functions, and two were irritated by the fact that when they did what they felt was going back to a previous page, the system would have closed some information entities (this triggered the implementation of the history). Finally, one subject had problems with the navigation, but liked the possibility to have control over the textual parts and wanted those to be the basis for navigation rather than the graphs.

Concerning the graphs in the interface, the users’ were not confused by the fact that they were both used for navigation (implicitly posing queries) as well as for presenting information about the target domain. Some complained about the fact that they were designed to be quite small. In general, the impression was that the subjects would have liked to decide how big the graphs versus the text frames should be. Sometimes and for some subjects the graphs were more important, while for others the text was the main source of information. (This, by the way, conforms with our distinction between graphics lovers and graphics haters). This is why we changed the interface and place the graphs in their own window, as in figure r on page 123.

So, in summary, it seems as though our subjects made use of the possible actions at the interface and they did not have too big problems with getting lost or understanding how to interact with the system.

 The Relevance Rules

As this study was used to bootstrap the adaptivity, we asked the subjects whether our ”tasks” were realistic and whether the kind of adaptivity envisioned would be feasible. All seemed to find the scenarios realistic. Many added that the project status also determined which information would be most relevant. If they were just about to start a process, they would require information related to the learning task, while towards the end of a process, they would require very specific information on how to document the results of the process in the objects and the relations between the objects, etc. 

Adding the project status to our system and using it as an additional source of information for the adaptive behaviour, was unfortunately not possible as the project status of projects at former Ellemtel was not accessible in any reliable form.

Comparative Study of Adaptivity

The evaluation of our adaptive system was designed to address the goals of the system and to see whether the users felt that they were in control, (Höök, 1997). This means that task completion time is not as crucial in our evaluation, as ways of measuring whether the users actually found the most relevant information and whether they were lost in the information space. We did this by making the users solve a set of tasks with a non-adaptive version of the system and then solve a similar set of tasks with the adaptive system (the order of which came first was varied).

The non-adaptive variant of the system looks exactly the same as the adaptive system. The only difference is that no information entities are opened, instead everything is closed when the user enters a new page.

 Method and Subjects

The study was done in a usability laboratory at Nomos Management AB. Subjects were videotaped and an image of POP interaction was recorded on the same video tape. The test team sat behind a one-way mirror but could communicate with the subjects if needed via microphone. Subjects’ actions were tracked using DRUM
 and statistics of task completion time, actions performed, inefficient use of the system, etc. could be easily computed using this tool.

There were 9 subjects in the study, 3 female and 6 male, all employed at Ericsson. All had computer training and experience of WWW and hypermedia. 

Subjects spent approximately two hours in the experiment, of which one hour was spent solving the five tasks. The rest of the time was used for questions on their background, small diagnostic tests on their understanding of certain concepts in the on-line manual before and after using our system, and finally some questions about their preferences regarding the adaptive versus the non-adaptive system.

Each of the subjects solved a set of five tasks, where two tasks, no 1 and 4, were designed to test the explanations provided by the system rather than test the usefulness of the system as such. These two tasks also served as a means to introduce the system to the subjects. The subjects first solved three tasks either with (or without) adaptivity. We then switched system, and they solved another two tasks without (or with) adaptivity. We did not vary the order of the tasks since information could be found while solving one task which would affect the answer of the next. The tasks were (translated from Swedish):

1. Find an explanation of the concept ”information element”. Find the hotword in some description of an object (e.g. ROM) under the heading ”Descriptions of information elements”. Once you have found the explanation, answer the following questions: Was the information good and relevant? Did it add anything to your understanding of the concept? How much sense could you make of the explanation? Was anything missing from the explanation? Other comments?

2. Where in subD does object-oriented analysis and object-oriented design happen and what is the difference between the two? Write down the process-name(s) and a keyword or two about the difference.

3. Imagine that your project has completed the FSAD phase and you are now approaching the phase where you are supposed to do object-oriented analysis. Your project manager has asked you to compile some information to be used as a basis for deciding how to plan the project from now on. As usual you are under stress and only want to do what your project requires and no more. Find out what you must do in subD:iom and write down the headers under which you found relevant information.

4. Find an explanation of what an ”object” is. Go to the object IOM and look under ”Basic introduction” or ”summary”. Choose the hotword ”Object type” and then choose the hotword ”Object” (in the explanation of ”Object type”). Once you found the explanation, answer the following questions: Was the information good and relevant? Did it add anything to your understanding of the concept? How much sense could you make out of the explanation? Was anything missing from the explanation? Other comments?

5. Imagine that your project has completed the FSAD phase and you are now approaching the phase where you are supposed to do object-oriented modelling. Your project manager has asked you to compile some information to be used as a basis for deciding how to plan the project from now. As usual you are under stress and do only want to do what your project requires and no more. Find out what you must do in subD:rom and write down the headers under which you found relevant information.

Tasks 3 and 5 are similar, but concern different processes in SDP. This to enable comparison between subject performance with and without adaptivity for a particular task. Task 2 is a search for one particular piece of information, while tasks 3 and 5 are solved through picking out a set of IE’s that put together will provide the reader with an understanding of the two processes.

Usually, the system adapted correctly to what the subjects were up to, which meant that it adapted the explanation for task 1, 2 and 4 to be Learning details about SDP, tasks 3 and 5 triggered the task Planning a SDP project. If the system inferred that the subject was planning a project, it would open five IE’s (Project planning information, List of activities, Release information, Entry criteria and Exit criteria).

 Results

Our results are divided into those concerning:

· the navigation within and between pages

· the quality of the answers and their relation to whether the subjects saw what the adaptive system had chosen

· the subjects’ satisfaction with the system

· some remarks concerning task completion time.

 Navigation

POP’s adaptivity is supposed to affect the problem of information overflow within a page. By choosing to open only that information which is most relevant, the users should not be overwhelmed by the amount of information in the page. In table o, we see that the total number of times that the subjects had to open or close an information entity (within-page actions) is substantially less (half) in the adaptive case as compared to the non-adaptive version. As the non-adaptive system requires that subjects themselves open or close the information entity, this may not seem to be a particularly strange result. But if the adaptive system had not adapted in an effective way, we would have seen even more opening and closing of information entities as the subjects tried to correct the system’s choice.
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Table O. The number of open/close information entity actions (within page) and navigational actions (between pages) in total for all nine subjects in the adaptive versus the non-adaptive conditions.
In table o, we also see that the number of navigational actions between pages (clicking on graphs, making menu-choices, and clicking on hotwords) that subjects take is not much different in the adaptive and the non-adaptive cases. This confirms the result that the adaptive parts of POP affects the within-page actions, but not the navigation between pages.

Since we provide unusually rich interaction possibilities (as compared with normal WWW interaction), it is interesting to see the extent to which users were able to make use of them. In PUSH it is possible to navigate between pages using either a menu-choice, clicking in the graphs, or clicking on certain hotwords. In table p, we see that subjects made use of all these different means of navigation. As we shall see below, subjects were not confused by having so many possibilities for navigation. They were quite happy to sometimes use the menu to ”jump” to a particular process or object type and sometimes use the graphics to move through the information space ”click by click”. They also made extensive use of our somewhat unusual form of hotwords, the hotlists.

Quality of Answers



Table P. The mean number of times a certain navigational tool was chosen for the five different tasks, and in total.
We attempted to use realistic tasks in our test, collected in the task analysis of users and their information needs. For real information-seeking tasks in this domain there are no definite right or wrong answers. When collecting information that helps the project manager, as in tasks 3 and 5 in our study, the users will make different choices. This was reflected in their choices of which information entities they decided to pick out as good answers to these two tasks. In table q we see that not only does the choice of information entities vary over the subjects, almost all subjects make different choices for tasks 3 and 5 despite the fact that these are in effect identical. In the last column we see the system’s choice of information entities (if the system has assumed that the user is planning a project).

In order to see whether the adaptive system was influencing users’ choice of information entities, we studied the relation between how the system had adapted and users’ choice of information entities
. We found that in the adaptive case, users chose an information entity that was opened by the system to be included in their solution in 70% of the cases. (Out of the 27 information entities opened by the system, subjects choose 19).
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Table Q. Choice of information entities in tasks 2 and 5. A = adaptive, N = non-adaptive. Group 1 first used the adaptive system, while group 2 started with the non-adaptive system.

The subjects did not often open new information entities to check whether they could potentially be relevant. In total, our nine subjects only opened another twelve information entities that the system had not opened in the adaptive case, and of those twelve, they chose to include seven in their answers. 

In the non-adaptive case our subjects were, of course, forced to open up many more information entities (since everything was closed initially). In total our nine subjects opened up in total 39 information entities out of which they choose 27 to be part of their answers.

We draw the conclusion that our subjects had limits on how many information entities they could open up, study, and decide whether to reject or include in their answer. Also, we can see that the choice of information entities made by the adaptive system did influence what subjects believed to be a relevant and good answer. Assuming that the adaptive system makes a good choice of information entities based on the inferred task, this kind of system would help the user find the most relevant information, and also draw the user’s attention to information entities that they otherwise might not have discovered.

User Satisfaction

After the subjects had used the two variants of the PUSH system, we asked them to provide their viewpoints on various aspects of the system. We did this through eleven questions, and they were also asked to freely comment on various aspects of the system. For the eleven questions the subjects put a cross on a scale grading from 1 to 7 – the interpretation of the scales can be seen from the statements to the left and right of the graphs in table r and table s. 

In table r we see the result of the queries on how the users perceived the adaptive system. As we can see, the users preferred the adaptive system (mean 5.0), the difference between the two systems was obvious (mean 5.3), and they felt that the system made good adaptations to their needs (mean 4.1). Also, they claim that they saw when the system changed the inferred task (mean 4.6). In Meyer’s study (1994) of an adaptive system her subjects claimed not to have seen that the system adapted. In our case, we told the users that the system would adapt and what would happen when it did. If we had not told them they might not have seen it. 

It should be observed that we used beta-releases of Netscape and Java when we did the study (in February 1996). Also our adaptive system was an early prototype version. This meant that the system sometimes crashed and that there were several bugs in the interface. This of course affected our subjects’ evaluation of the system, but despite this they were in favour of the system and, in particular, they preferred the adaptive system.
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	Did you prefer the adaptive or the non-adaptive system?
	5,0
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	Was the difference between the adaptive and the non-adaptive system obvious?
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	Did you see when the adaptations happened in the adaptive system?
	4,6
	[image: image11.wmf]0

1

0

4

2

1

1

1

4

7



	Did the adaptive system make good adaptations to your needs?
	4,1
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Table R. Subjects’ evaluation of the adaptive versus the non-adaptive system.
	Query
	Mean
	Table

	How efficiently would you be able to work with POP?
	5,0
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	Did you like using POP?
	5,3
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	Do you feel in control while using POP?
	5,0
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	Did you easily get lost in the information space?
	4,4
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	Did you find it easy to get started?
	5,3
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	Are the different icons easy to understand and use?
	5,1
	


	Did you like the combination of graphs and texts?
	5,4
	



Table S. Subjects’ evaluation of the interface to POP.
The users also seemed to like the interface (table s). What we can see, and what was also commented upon in the free form queries, is that the local map we provided was not sufficient to help users keep track of where they are in the information space. As they could not make use of the BACK-function in Netscape (for technical reasons) and there was no history of pages, they could not move back and forth in order to make clear to themselves where they were. 

From the comments on the system we also drew the conclusions that:

· We should make the graphics and the text more integrated. In the previous version of the system (tested in December 1995), the graphs were placed in the Netscape window (at the top). The users then made more extensive use of the graphs and seemed to regard the graphs as part of the solution to a larger extent than they did in the second study.

· We should either allow for a dialogue history or a global map of the information space with a visual trace of where the users have been previously. This is unfortunately not trivial as the system keeps adapting and it is not obvious what ”going back” would mean: should we make the system take on the previously inferred task that was relevant when we visited the previous node, or should we just add this action to the history that the adaptive mechanism uses to infer the user’s task? If we choose the latter, it might well be that going back to a previous page will be quite confusing as the system now may have inferred another task and therefore will open other information entities. The page will therefore, potentially, look very different.

· The scrolling is of crucial importance when the pages grow to be as large as they are in this system. Nielsen (1995) claims that users will only read the first page of information and seldom scroll. We can verify this result from other studies we have made (Bladh and Höök 1995). Our scrolling function was, at the time of the study, unstable and did not work as intended. This interfered with users’ understanding of the system, and ability to retrieve information.

· The adaptive system only adapted the presentation when the user moved from one page to the next. In this study we saw that adapting within the page directly after each action by the user would better follow the user’s change of intentions. 

Time Spent

As stated above, we were not interested in whether the adaptive system would make it possible to spend less time retrieving information. In the long run, this would be desirable, but for a short experiment like this, the users spend quite some time just on learning the systems, so the effects would not appear until after some time of usage. This potential can be seen in table t where we see that they first spend more time when the system is adaptive, but as they come to task 4 and 5, they spend less time with the adaptive system as compared to the non-adaptive.



Table T. Time spent solving the different tasks.

Also, we did not expect our version of the non-adaptive system to require much more time than the adaptive version since all the headers were closed and they did not have to navigate back and forth in a large information space. In fact, the non-adaptive version of the system also aids in reducing the user’s cognitive load as it keeps all the information entities closed. If we had used a fully expanded page to be the behaviour of the non-adaptive tool, users would have had to navigate within the page to a larger extent than what was needed now. This would have meant spending more time on each page in order to find the relevant information. A fully expanded page might be on the order of 20 A4 pages long, and therefore quite hard to get an overview of.

Summary of the Comparative Study

The results of the last study of POP showed that we succeeded in reducing the information overflow problem within the page, but that this was a result of the combined design of the interface together with the adaptive behaviour. The non-adaptive variant of the system also exhibited properties that aided in reducing the information overflow problem, since all information entities were initially closed when entering a new page. The adaptive parts of POP helped in reducing the number of within-page actions, and it also affected the user’s choice of solution. Thus, the adaptive system could aid in improving the quality of the information search – provided that the system makes correct adaptations rendering high-quality answers.

As our adaptive system did not affect the navigation between pages, and the provided graphs were not sufficient in reducing the user’s feelings of being lost-in-hyperspace, we may need to consider these aspects again.

Even if it was not a primary goal to reduce search time, it was pleasing to see that there was a weak tendency that the adaptive system will, in the long run, reduce search time.

Finally, subjects preferred the adaptive system over the non-adaptive variant and felt that they were in control. Thus we achieved one of the primary goals of PUSH – to provide users with control over the adaptive system. Still, putting the system in use within Ericsson as part of their Intranet system would be the ultimate test on how helpful the system is in providing good adaptive search possibilities while giving the user control. 

Discussion

Evaluating adaptive systems is often done through comparing a non-adaptive version of the system to an adaptive system. Our last study is no exception to this approach. Still, an adaptive system should preferably be designed in such a way that the adaptivity is only one instrument in the repertoire of design techniques that together form the tool that in its entirety meets users’ needs and individual differences. 

Our interface contains several different parts that are each designed to meet certain needs: the graphs should support navigation in the hyperspace, the hotlists should make it possible for users with little knowledge of the domain to ask follow-up questions on unknown concepts, and the adaptivity should help prevent users from being overloaded with information within the page, etc. From our studies, we can see that we have met some of these goals, in particular, the adaptive system was preferred by the subjects, it required fewer actions within the page, and the choices made by our adaptive system influenced subjects’ choice of information entities to include in the solution.

What is potentially lacking from our design is additional help on how to navigate between pages. As we have included quite a lot of information in each page, we have made the information space smaller than it would have been if each page had been divided into several smaller pages. So our adaptivity is, in fact, helping to make the information space smaller and thereby easier to navigate in. Still, a global map or a dialogue history, or potentially even an adaptive solution that affects the navigation between pages might have improved the situation.

What is needed next, not only for our system, but for intelligent interfaces in general, is to prove that they are also useful in a longer time perspective. This can only be shown through studying users in real working conditions under longer periods of time.

Concluding Remarks

To make a system to adaptive to its users’ abilities or preferences is an intuitively appealing idea. It has the potential to help users to more efficiently search for and filter out information from large information spaces. Still, very few such systems have managed to become widespread and considered usable. Researchers in the adaptive systems’ field have to devote some more attention to usability issues before this will happen.

In this thesis we have been concerned with how to design one particular adaptive hypermedia system, POP, taking usability considerations into account. Ensuring the usability of any system involves a number of considerations. There should be a metaphor upon which the interaction with the system can be built. There should be a method for system development that at various stages during the design work considers usability issues. Once the system is implemented, there must be ways of evaluating the design, preferably in realistic conditions with the targeted user group. 

We have argued that the black box in a glass box metaphor is a useful vehicle for adaptive systems’ design. Through the glass box the user is provided with some insight into what the adaptive system is doing, while the exact mechanisms in all its details are hidden in the black box. The ultimate goal is to provide an interface that is transparent, predictable and thereby controllable. 

Since the glass box metaphor is fairly general it needs to be interpreted for any specific system design. In the POP system, the glass box was realised through giving domain-dependant names to the set of information seeking tasks that the system adapts the information content to. From the task name users can get a (more or less) clear picture of what information content that task corresponds to. Furthermore, through making the systems’ choice of task and corresponding adaptation of the information visually obvious, users stand a chance to learn the relation between task and adaptation. Since users are allowed to alter the task themselves, they can control the adaptive behaviour if necessary. We make the systems choice of task and corresponding adaptation visually obvious through:

· the names of the information entities, 

· the linguistic style in the information entities,

· the colouring (in red) of headers connected to the task,

· an explicit sentence at the top of the answer page that explains which task the system currently assumes that the user is performing.

The second usability consideration concerned the method for developing the system. The method we used to develop POP was focused on the targeted user groups problems and needs. We investigated various aspects of how the users differed in terms of possessed knowledge, roles, cognitive abilities and information seeking tasks, and how those differences influence their ability to learn and make use of the targeted domain information. When designing POP we attempted to meet all these differences, but through various means. POP has:

· hotlists to enable novices to learn about concepts and principles unknown to them,

· maps of the information structure to enhance navigation through the hyperspace,

· a guide frame that structures the content of the node,

· query-menus so that users can ‘jump’ to specific nodes in the hyperspace.

The POP system can be characterised as an adaptive hypermedia system that adapts the contents within the node. It does so through a variant of stretchtext where whole chunks of texts, information entities, are stretched or collapsed. The user can alter the adaptations made through clicking on the headers of the information entities whereby the text under the header is stretched (or collapsed).

POP uses a combination computer-aided adaptive and self-adaptive strategies. On the one hand the user can set the information task they think that they are performing, choosing from a menu of tasks or through clicking on the hotlist in the sentence at the top of the answer page. The latter renders a list of tasks ordered by their probability as inferred by the plan recognition component. On the other hand, the plan recognition component will continuously monitor users’ actions and possibly change the task to better fit with the users’ actions.

The choice to adapt explanations to users’ information seeking tasks is somewhat unusual. Most systems that adapt explanations based on some user model do so based on users’ knowledge. Adapting to users’ information seeking tasks through combining information entities as done in POP has many advantages: it is easier to address users’ real needs, the authoring process is simplified, and the adaptations are conceptually simple both to users and to authors of the information.

Finally, concerning the third usability issue, that it is important to evaluate the system under realistic conditions, we have done a set of combined bootstrapping and evaluation studies. The last, comparative study showed that the adaptive system was preferred by the subjects. In it we used tasks collected from users in their daily work situation. Still, putting the system to test within the company for real usage would be the ultimate test of its usability.

The Problems Revisited

At the outset, we identified several inadequacies of earlier systems. Let us now revisit each and discuss how they have been approached in the PUSH project.

Active but Not Magical

Active systems, such as agents, intelligent filters, or the POP system, run the risk of alienating users. It is important to gain users’ trust in these systems. Adaptive systems should be active but not magical, and in general, usability principles (or variants of usability principles) should be used when designing adaptive systems. 

The POP system will hide some information from users’ immediate view, and unless users can stay in control of the adaptivity it may become very frustrating. Almost all adaptive systems will from time to time make mistakes, our system is no exception. It is therefore crucial that users are allowed to ”correct” the system, or override the adaptations made. POP offers both: users can correct the system through setting the task inferred to one that fits better with their needs, and they can also override the adaptations through stretching the text. 

Our last study, in section ‎0, confirmed that users felt in control of the adaptivity. In the study, subjects would frequently use the stretchtext possibility and occasionally, although not very often, set the task themselves thereby adapting the adaptivity.

Continuous Improvisation

Some adaptive systems assume that users will be goal-oriented, rational, and will stick to their goal throughout whole sessions. Systems adapting to users’ knowledge frequently assume that it will be possible to classify their knowledge into categories such as novice, expert, or intermediate, and that their knowledge will be coherent theories of the subject matter. The situated cognition challenge both these views, and suggests that adaptive system designers should investigate and meet the ”continuous improvisation” behaviour that people exhibit. 

In POP the system adapts continuously throughout the session. Our studies confirm that users’ goals change rapidly. Even when explicitly asked to search for some specific information in our last study, subjects would still wander off checking out other aspects of the information space.

The risk of making faulty adaptations is perhaps just as big in POP as in other adaptive systems, but as the system keeps adapting and the assumptions made have fading importance, any erroneous assumptions will have less impact on the overall performance of the system.

Scale up

A general problem to the field of artificial intelligence and also to adaptive systems is in how much they cover of the problem space. Adaptive systems should ”scale up” both in the sense of covering more than a few examples, but also in terms of being able to tackle real-world problems. Research efforts should also be directed at providing efficient methods for how to develop adaptive systems.

In the PUSH project we did tackle a real-world industrial domain. We furthermore took care not to build the design on a few example problems collected from some experts or novices in the field. Instead we attempted to get a grip of the whole problem situation. 

Even if we did not build any proper authoring tool we had the authors needs in mind when deciding on the database organisation and content of the information entities. The information organisation and representation must be such that authors would easily be able to input new information entities or alter old ones.

The methods used in PUSH for task and user analysis, knowledge acquisition, design, etc., are maybe not efficient enough to be considered as industrially applicable methods but we believe that there are some lessons to be learnt from the experiences made in PUSH. First, it is important to study users’ real needs and problems and attempt to cater for those with a combination of good system design and adaptive behaviour. Second, it is important to study the users from various perspectives; their knowledge, their roles, their cognitive abilities, and their goals and tasks. Finally, bootstrapping the adaptivity in several rounds of studies is crucial since we do not (yet) know enough about exactly how adaptations should work in order to be of real use.

Imitating Human-Human Communication

Finally, a problem with some of the existing adaptive system is that they attempt to imitate human-human communication, sometimes without paying attention to what would make the system usable. In PUSH the philosophy was to integrate the adaptive behaviour with a (to the targeted users) familiar direct-manipulation environment. By extending the possibilities offered in WWW using Java and manipulation of CGI-scripts, etc., we could integrate some fairly advanced features including hotlists, stretchtext and interactive maps of the information space.

Taken together, the interaction possibilities in POP offers a rich environment for a dialogue between the user and the system, but it is not like a human-human dialogue, instead we ”use computer for what computers are good at”.

Future Work

Let us divide our discussion on future work into what needs to be done on POP and what could be interesting to study within the general field of adaptive hypermedia.

Future Work on POP

Adaptivitet av navigeringen?

Adaptiv till projekt status.

Större mer aktiv påverkan på projektgenomförandet på Ellemtel.

In order to really study how well our adapted explanations meet users’ needs we need to make a longitudinal study where we can see how users’ information seeking needs naturally arise and whether those are met by our system. An interesting extension is to utilise some form of machine learning to adjust the coupling between task and information entity over time (Rudström, 1996). Unfortunately, the SDP project at former Ellemtel was cancelled in December 1995. This means that we should switch domain in order to be able to further test the system. 

Switching domain relates to 
another aspect which is not dealt with in this thesis, but that lies in the future, namely to utilise our prototype as a shell system. By changing the database we can make new applications. In order to make it into a useful shell system, we would have discuss how to build the corresponding authoring tool. Such a authoring tool also needs to be tested with users. As far as we know, there are no studies on how difficult it is to write stretchtext. Boyle and Encarnacion (1994) discussed the authoring problem when presenting their hypertext system MetaDoc, but no studies were made with authors.

If we decide to switch domain and rebuild POP into a more general shell-system, we would probably re-evaluated the system architecture design. The issue lies in how much should be executed at the server site versus the client site. It is not possible to send the whole database to the client since it is too large, but the query answering and adaptations could probably be sent to the user. The query answering machinery could use database-keys to look up information needed from the server-site database. See figure w for an abstracted architecture of this kind.



Figure W. A new architecture for POP.
Future Work on Adaptive Hypermedia

In Brusilovsky’s (1996) survey of adaptive hypermedia systems he ends by outlining three research challenges for research in the area:

· first, there are too few studies on the efficiency of adaptive hypermedia systems (with an exception of the studies by Boyle and Encarnacion (1994), Kaplan et al. (1993), and Brusilovsky and Pesin (1995)).

· second, the usability of adaptive systems has to be further considered.

· third, a promising direction for adaptive hypermedia is on the WWW since WWW is widespread, has potentially an unlimited number of nodes and a variety of users.

All three issues have been discussed in this thesis although our usage of the WWW is more of an Intranet-application rather than adding adaptivity to the usage of WWW. Still, clearly more research is needed into all three issues.

We would like to point at another problem to be tackled by adaptive hypermedia researchers, namely to provide a better basis for the design process of hypermedia systems and any decision to make the system adaptive or not. Such a basis requires more success stories where adaptive hypermedia systems convincingly show that certain adaptation techniques are useful. It also requires a method for their development. 

There are many aspects that affect which adaptations are useful, and what user characteristics to adapt to. When designing any hypermedia space, there is a choice between whether to put more information into one node or to spread the information in several nodes. Depending on characteristics of the domain either can be preferred. If the information space is large the system designer can choose either to adapt the contents of the node or the navigation between nodes or both. Different user characteristics may be connected to these two main categories of adaptation. Also depending on the goal of the users, it may be more or less important to gain an understanding of the whole hypermedia information space.

Yet another challenge lies in tackling problems for domains where the hypermedia space is not static but rapidly changing, e.g. the WWW. Knowledge extraction in order to characterise the contents of the nodes and the links between nodes is a difficult research problem.

In POP we did not adapt the navigation in the hyperspace, and something which I find particularly intriguing is how to aid users with low spatial ability to navigate. The study on the relation between spatial ability and navigation in hypermedia presented in this thesis provides some basis for assuming that adapting to spatial ability should be a promising endeavour, but further studies are needed to determine how to help users’ with low spatial ability. It may be that we are barking up the wrong tree when we try to force users’ with low ability to navigate in a manner that requires spatial reasoning skills? Maybe it would be better to search for the strategies that these users employ in their daily life, and then make it possible for them to navigate and search for information in the same manner in the hypermedia system? 
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The non-adaptive was definitely better. 





The adaptive was definitely better.





No, they were very similar.





Yes, it was obvious that they were different.





No, I never saw that the system changed.





Yes, it was obvious when the system changed task and opened new information.





No, I repeatedly had to change the answers I got in order to find the right information.





Yes, it managed to get relevant information.





Badly, the program gets in the way





Good, the work would be very efficient





Yes, I really liked using it.





No, it is very demanding and unpleasant to use. 





No, it feels as if the program controls me. 





Yes, I can make the program do what I want.





I knew all along exactly where I was.





I got lost several times and did not know where I was.





Yes, it is possible to get started right away.





No, in the beginning it was very difficult. 





Yes, they are easily under�stood.





No, it is difficult to find the right icon and use it. 





Yes, the interface is very appealing.





No, there are too many details and it is confusing. 








� POP: PUSH Operational Prototype, developed in the PUSH (Plan- and User Sensitive Help) project.


� Ellemtel Utvecklings AB was in December 1995 reshaped, and the group we co-operated with is now within Ericsson Utvecklings AB.


� A hotword is a marked word in the hypertext that, when clicked on, will be a link to another node or part of the text or graphics.


� Our hotlists are a variant of hotwords. Rather than causing a jump to another page, clicking on a hotlist will render a list of follow-up questions that the user can choose from.


� An adaptable design is such that it allows the user to redefine and change it.


� Some researchers make a distinction between adaptive systems and intelligent interfaces, e.g. Kühme et al, (1992). In this thesis we shall not make any distinction, and the concepts may be used interchangeably.


� KN-AHS is not a simple overlay model, is also uses stereotypes and inheritance between those stereotypes. KN-AHS has furthermore moved the whole user model to into a separate system, BGP-MS. 


� Though adaptive hypermedia ideas were preconceived already by Ted Nelson, (1971), who also coined the expression stretchtext.


� Brusilovsky (1996) differentiates between four different kinds as he divides this category into those which are displayed as maps and those which are displayed as a list of hotwords.


� We shall use two processes from subD (subsystem Development) as example processes throughout the thesis: the ideal object modelling (iom) process and the real object modelling (rom) process.


� Starting from here we shall keep referring to the principles and concepts needed in order to understand SDP as the ”general concepts”, and we distinguish those from, for example, the names of processes and object types.


� The local SSN representatives keep contacts with the developers and experts of SDP and act as local experts.


� In fact, projects that are managed by somebody experienced in SDP will sometimes employ this method, which means that other project members who are less experienced in SDP will also work in this fashion.


� The concept ”document” is replaced by IEs and reports in SDP. IEs are entities that can be used in combination to create reports. So, by changing an IE, all reports depending upon it will also be changed.


� The user can choose to resize the window as they wish. In this example, the window has the size it had initially when the user entered the system in the final study described in chapter six of this thesis.


�  Frames are subparts of the Navigator application window that can be scrolled and resized independently of each other and that each contain a web page.


� Our initial intention was to make the hotlists into pop-up menus. In the current version of Netscape this is not possible.


� Unfortunately, we were not able to implement the arrows that should go between the objects in the two graphs. There should be arrows going left to right and top to bottom. Some of these arrows should be named with what kind of relationship they denote.


� As discussed during Mark Maybury’s tutorial during the Fourth International Conference on User Modelling in Hawaii, 1996, ”User Modelling and Multimedia : User Adapted Multimedia Interaction”.


� The example is taken from Aristotle: "The Politics".


� CGI, Common Gateway Interface.


� This was pointed out to me by Åsa Rudström.


� DRUM: Diagnostic Recorder for Usability Measurement.


� As the adaptive system sometimes did not adapt correctly, we base our calculations on how the system had adapted in each case.
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